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Introduction

In contemporary society, the widespread integration of technology into our daily
routines has led to a significant reliance on digital infrastructure. This shift is
marked by the prevalence of information systems, which play a pivotal role for
human interaction, data exchange, and technological progress [97]. This era of ex-
tensive connectivity, known as the Big Data era, is characterized by the substantial
creation, transmission, and storage of data. Such increasing volume of data re-
quires not only innovative approaches to data analysis and management but also
practical solutions to safeguard the integrity, confidentiality, and availability of the
underlying information systems.

In a context where manual analysis is not feasible due to the variety, velocity, and
volume of data, Artificial Intelligence (AI) has emerged as an exceptional techno-
logical advancement. AI, and more specifically machine learning (ML) algorithms,
possesses the capability to rigorously analyze and safeguard information systems
from the risks they face. At its core, Al, offers a feature of paramount importance
in the realm of cybersecurity: the ability to uncover intricate patterns within data
that would otherwise be prohibitively costly and time-consuming for human ex-
perts to extract. This characteristic makes Al a pivotal tool in Alert Management,
Vulnerability and Risk Management, and Threat Detection [I§].

In alert management systems, Al systems can assist human analysts to alleviate
them from the task of sifting through an overwhelming flow of alerts, guarantee-
ing that only genuine security incidents are escalated for further investigation. The
remarkable ability of AI not only has helped to differentiate false alarms from au-
thentic security threats [33] but also, has elucidated a future for automatic incident
response systems [156].

Vulnerability and risk management is another critical area of cybersecurity that
traditionally relied heavily on manual efforts. In this area, the adoption of Al tech-
niques for identifying software vulnerabilities has significantly improved efficiency,
coverage and accuracy, expanding the identification of potential software vulner-
abilities that could expose organizations and users to security threats [146]. Fur-
thermore, Al-based proposals that assist in implementing remediation measures are
also emerging [300].
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For threat detection, Al has the potential to identify signs of attacks in real-
time, enabling security operators to take measures that minimize their impact [125].
Specifically, AT has served as a proactive guardian against spam, which is a common
medium for distributing phishing campaigns and propagating malware [119]. In the
realm of intrusion detection [207] and malware detection, with its incorporation,
AT has contributed to significant transformations, changing the detection paradigm
from the definition of static rules to the automatic extraction of behavioral patterns
of attacks and malware, at speeds that surpass the capabilities of human experts
[289].

It should be noted, however, that the application of Al to solve cybersecurity
problems is not free of challenges. On the one hand, cybersecurity solutions operate
in a highly complex and dynamic environment where threats and attack techniques
against information systems are constantly evolving. The ever-changing nature of
this landscape requires continuous adaptation and updates of Al strategies and
models [139], 208]. Moreover, AI solutions heavily rely on data for training and
decision-making and the lack of access to comprehensive and diverse datasets can
hinder the effectiveness of Al solutions. The obtention of high-quality, labeled data
can be very difficult in some cybersecurity problems, where data is often noisy,
incomplete, and subject to privacy and regulatory constraints [271].

On the other hand, by its hostile nature, attackers are continuously implement-
ing more sophisticated adversarial strategies to evade detection. They can use Al
to attack and manipulate security solutions, making them produce incorrect results
or overlook vulnerabilities [325]. Since Al is a rapidly evolving field, this arms race
between Al-based defenses and adversarial attackers requires constant research and
development.

Since the proposal of effective Al-based cybersecurity solutions must aim to
solve the aforementioned challenges, the evaluation of these methods should take
these aspects into account in order to provide credible and useful results. However,
this is not common practice and has given rise to controversies regarding the utility
of Al in the field of cybersecurity. In this context, some authors have highlighted
the lack of rigour and attempted to enumerate the most common deficiencies in the
proposal and evaluation of Al techniques in the scientific literature on cybersecurity
[23]. Among the most prevalent deficiencies are the simplification of experimental
evaluation conditions and the omission of data, code, or details necessary for the
reproduction of Al-based proposals, leading to unrealistic results and generating
distrust in AI. Nevertheless, these practices should not overshadow the potential
of AI, which has indeed taken significant steps toward enhancing the cybersecurity
landscape.

The aim of this thesis is to analyze the potential of Al methods to address
information security problems in the area of threat detection. Specifically, we focus
our study into Network Intrusion Detection Systems (NIDS), which represent the
first line of defence against attacks and address the identification of treats targeting
information systems through the examination of network activity; and on malware
detection for Android, which is based on the analysis of the characteristics of apps
to identify malware.
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Along the first part of the dissertation (Part , we review and analyze research
proposals on the area of NIDS presented until 2019 from a perspective of the Knowl-
edge Discovery in Databases (KDD) process. KDD serves as a guideline to discuss
the techniques applied to network data from its capture to the detection of attacks
using AT methods, focusing on their applicability to real-world scenarios. As a result
of this thorough review process, we identify several open issues which need to be
considered for further research in the area of network security.

The second part of this dissertation (Part [II)) focuses on contributions to malware
detection in the Android operating system, specifically on detectors that leverage
static analysis information from apps. In contrast to dynamic analysis, static analy-
sis does not require executing the app. Chapter [3|introduces fundamental concepts
of Android malware detection using static analysis, providing essential context for
the rest of this dissertation. Chapter 4] identifies five realistic experimental factors
present in production scenarios that are often overlooked in the scientific literature.
In addition, we propose a fair evaluation framework for malware detectors aimed at
providing a standardized experimental methodology, something that currently does
not exist. In particular, our findings reveal that most detectors struggle when eval-
uated under certain conditions. Subsequent chapters aim to provide more realistic
alternatives or improvements to these detectors by addressing some of the pitfalls
evidenced. In Chapter 5] we present a study examining the validity of static analysis
features against obfuscation, a technique frequently employed by malware develop-
ers to evade detection. Finally, in Chapter [6] we explore efficient methods to adapt
to the continuously evolving nature of the malware detection problem, particularly
for Al-based malware detectors that do not address this aspect by design.

The last part of this dissertation (Part draws the general contributions and
conclusions that can be extracted from this work, and points out some potential
future lines of research in the NIDS and Android malware detection areas.






Part 1

On the use of AI algorithms for network intrusion
detection
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A KDD approach to Network Intrusion Detection

Network intrusion detection is a complex problem that presents a diverse range
of challenges. The first part of this dissertation focuses on studying techniques
aimed at identifying network attacks targeting information and communication
systems using Al techniques such as machine learning (ML) algorithms. We provide
an analysis of these methods from the perspective of the Knowledge Discovery in
Databases (KDD) process. Accordingly, we will discuss the techniques used for data
collection, preprocessing, and data transformation, as well as the ML algorithms
and evaluation methods employed. We will also elaborate on the characteristics and
motivations behind the use of each of these techniques and propose more accurate
and up-to-date taxonomies and definitions for intrusion detectors, drawing from
terminology commonly used in the field of data mining and KDD. Special attention
will be given to the evaluation procedures used to assess the detectors, along with
their applicability in current, real-world networks. All of these aspects will shed
light on open issues that require consideration for further research in the field of
network security.

2.1 Introduction

Intrusion Detection Systems (IDSs) are deployed to uncover cyberattacks that may
harm information systems. NIDS operate with network-related data, focusing ex-
clusively on network traffic analysis, with the aim of finding malicious patterns
targeting all the machines or devices inside the protected network [130].

Finding attack indicators in network traffic data presents important particular-
ities [271], 141] such as (1) the growing number of attacks, which arise and change
as new vulnerabilities are identified; (2) the diverse and evolving nature of network
traffic; (3) the continuously growing data volume, which challenges the successful
analysis of network traffic; and (4) the increasingly common use of encrypted data,
not easily accessible to detectors. These facts, along with the need for near real-time
responses, make intrusion detection a very hard problem.
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Data mining techniques, which are applied successfully in many fields, have also
proven useful to implement NIDS. These techniques can find complex relationships
in the data, which can be used to detect network attacks. However, off-the-shelf
data mining algorithms cannot be applied directly to network data, as they cannot
cope with the particularities listed above. Intrusion detection is the result of a
complex process that starts with the collection of network data and continues with
the preparation and preprocessing of this data. Only then will a detector be able
to deliver meaningful results.

In spite of this, NIDS research normally focuses only on the application of data
mining algorithms to network datasets, paying minimum attention (or no attention
at all) to questions such as: Which type of data (raw traffic, flows, encrypted/-
plaintext/no payload, etc.) will the NIDS receive? Can all the data traversing the
network be gathered and processed, or just an excerpt of it? Where will the NIDS
be located? How good is the performance of the NIDS in terms of both accuracy and
response time? Can the detection model be updated easily to detect new threats?
In this chapter we aim to provide some answers to these questions.

Survey Data collection|Data Preprocessing and Transformation|Data mining|Detector updates
Garcia et al., (2009) [105] '
Sperotto et al., (2010) [274] v v
Davis et al., (2011) [71] v v
Bhuyan et al., (2014) [4I] v
Ahmed et al., (2015) [6] v
Buzcak et al., (2016) [53] v
Umer et al., (2017) [290] v*
Moustafa et al., (2019) [211] v v v
Khraisat et al., (2019) [160] vE v
This Survey v v v v

*Partial coverage

Table 2.1: Summary of NIDS surveys and their coverage of the different components
that conform a functional NIDS.

Several surveys of NIDS research have been published already. Table sum-
marizes their scope. Most of them include only a partial coverage of the steps that
are necessary to perform intrusion detection by means of network traffic analysis.
As can be seen in the table, most published NIDS surveys overlook data collection
[104, [411 [6, 53, 290, 160], while others cover it but only partially, either provid-
ing descriptions that are too shallow [211], or focusing on a subset of the possible
sources of data [274]. Data preprocessing and transformation phases have received
a similar lack of analysis: the number of surveys covering these tasks is small, with
limited content and they ignore their associated problems and challenges [71 [211].

In contrast, the data mining phase has been the focus of almost all NIDS surveys.
An extensive description of a variety of methods that constitute the “core” of NIDS
(the detection engine) is given in [53, [I60]. Some papers also focus on this phase
but for particular detector types. For example, surveys [105] [41], [0, 2T1] review only
detection techniques based on the discovery of anomalous network traffic, while in
2741, 290] the focus is only on approaches that use a specific type of input data,
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ignoring detectors that use other data sources (such as raw packet data). Finally,
we are not aware of any survey addressing detector updates that aim to deal with
the evolving nature of traffic and attacks [292], an essential feature of a production
NIDS.

We reckon that previous reviews transmit the idea that the only relevant part
of a NIDS is the data mining algorithm selected or devised to identify attacks.
However, NIDS actually comprise many processes related to KDD that have not
been covered in enough detail, e.g., how data is extracted, preprocessed and trans-
formed; or how the detection engine is evaluated and updated. These additional
processes play a fundamental role in the detection ability of a NIDS, and deserve
deeper analysis.

In this chapter, we review NIDS proposals using the Knowledge Discovery in
Databases (KDD) process as a guideline. This chapter presents the following con-
tributions:

e We describe the basic blocks that comprise a functional NIDS from the perspec-
tive of the KDD process, going beyond the selected data mining algorithm used
for network attack detection.

e We review the techniques used in all the steps of this process, paying special
attention to the motivation behind their use.

e We propose a taxonomy of NIDS detection methods based on the data mining
terminology to avoid the ambiguity of previous classification proposals. To that
end, we use two different criteria: (a) the detection approach and (b) the learning
approach.

e We review the mechanisms to avoid deterioration in detection ability due to the
evolution of network traffic, including attacks.

e We discuss NIDS validation and evaluation procedures, identifying common mis-
takes such as the use of inadequate metrics based on unrepresentative datasets.

e We discuss current challenges in NIDS research based on the surveyed litera-
ture. We analyze the processes and steps followed by authors to build NIDS,
identifying common assumptions and mistakes, and highlighting future research
lines in the area of network security.

This chapter is organized as follows. First, we briefly depict some basic con-
cepts about how network attacks can manifest themselves and describe the KDD
process and its phases. In the following sections we enumerate and categorize the
most representative techniques proposed in the NIDS literature for the different
phases of the KDD process. We start with the collection of network traffic data. In
Sections and we analyze methods for the extraction of structured feature
records from that data, as well as the transformations that are commonly applied
to those features. Techniques to remove data redundancies and accelerate the ap-
plication of data mining algorithms are discussed in Section In Section we
pay attention to the data mining phase, analyzing different learning methods and
detection approaches. In Section we show the evaluation criteria used by re-
searchers, and also discuss their suitability for NIDS. This panoramic view of NIDS
proposals allows us to close the chapter in Section [2.9] discussing the challenges
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in NIDS research, identifying common mistakes and unrealistic assumptions in the
network security area.

2.2 Basic Concepts

In this section we introduce network attacks (those that a NIDS must detect) and
the way they manifest if network traffic is analyzed.

2.2.1 Networks Under Attack

The CIA triad (Confidentiality, Integrity and Availability) is a widely known set
of security properties used in information security management for the definition
of security policies and procedures [202]. Confidentiality refers to the efforts to
keep data private or secret, controlling access to prevent unauthorized disclosure.
Integrity is about guaranteeing that data has not been altered and, therefore, can
be trusted: it is correct, authentic and reliable. Availability measures seek to ensure
that authorized users have timely and reliable access to resources when they are
needed. From the perspective of information security, any attempt to compromise
any of the policies and mechanisms set up by an organization to guarantee the CIA
properties of a system can be considered an attack [95].

When an attacker uses the organization’s network to reach their target, the cor-
responding action is considered a network attack [126]. In this context, the attacker
is also known as an intruder, and the action as an intrusion. An analysis of the
traffic managed by the network should help to detect network attacks by finding the
leads that the intrusions have left behind. This is precisely what NIDS do: they are
fed with network data and search for clues that may uncover malicious activities.
There is a large variety of attacks, with different targets and purposes, and the
clues and symptoms they leave are not always obvious. Table lists some broad
groups of known network attacks.

As stated before, network intrusion detection is only possible if network attacks
leave evident or latent traces in the data collected by the NIDS. These traces may
be visible only from some specific vantage points and may appear at different traffic
inspection levels [287}5 Attack manifestations can be classified as:

e Point. The malicious activity affects one data sample, e.g., a packet, a con-
nection. In this case, an attack leaves a footprint in a single record, meaning
that some of their values are not permitted or constitute an anomaly. For exam-
ple, SQL injection is carried out by placing code in the parameters of a HT'TP
request with the aim of manipulating the behavior of a web application. This
attack can be detected by analyzing a single sample of HT'TP payload.

! We use the classification made by Thottan et al. [287] to introduce how attacks become
apparent at different traffic inspection levels. However, different alternative taxonomies
are available, see [202], [126] and [I38].
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Attack Confidentiality Integrity Availability|Description
Brute force v Repetitive attempt to carry out some ac-
tion, such as authentication or resource
discovery, often guided by a dictionary.
Injection (SQL, command...) v v Exploitation of weaknesses in input field
sanitizing mechanisms to execute code or
commands on the target system.

Privilege escalation v Attempt to gain unauthorized access from
an unprivileged account.

Spoofing v v A person or program masquerades as an-
other, falsifying data to gain an illegitimate
advantage.

Sniffing v Eavesdropping traffic in order to obtain in-
formation.
(Distributed) denial of service v Resource abuse intended to deny access to

a service to its legitimate users.

Table 2.2: Examples of broad classes of network attacks, indicating the information
security properties (CIA) they compromise.

e Contextual. A particular event is not an anomaly in itself, but may indicate
that an attack is happening due to its unexpected appearance given the context.
For example, a HTTP (web) request to a DNS server is not an anomaly by itself,
but could be indicative of a service discovery attempt over a server.

e Collective. The attack shows up as several characteristic events which, together
but not individually, constitute a malicious event. For example, a large number
of simultaneous requests to a common service form an anomaly, although each
individual connection is not anomalous by itself.

Therefore, given the diverse forms in which a malicious event may leave a foot-
print, different strategies need to be taken during the construction of a NIDS. The
successful identification of network attacks is not only related to the choice of a
good data mining algorithm, but also to the information available (collected and
prepared) to feed it.

2.2.2 The Knowledge Discovery in Databases Process

The Knowledge Discovery in Databases (KDD) process describes the procedures
commonly used to find explainable patterns in data, allowing the interpretation or
prediction of future events [89]. KDD was defined formally in [234] as:

“KDD is the organized process of identifying valid, novel, useful, and un-
derstandable patterns from large and complex data sets”

KDD is an iterative process, as depicted in Figure [2.1] comprising the following
steps [89]:

e Data collection consists of capturing and selecting raw data from their sources.
This data should provide the necessary information to solve the problem at hand.
e Data preprocessing involves the extraction of a valid and structured set of
features required for knowledge extraction. It also includes the application of
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Evaluation/
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Fig. 2.1: Hlustration of the KDD process for NIDS, showing its iterative nature, the
results of each stage, and the possibility of going back and rethinking any previous
stage.

cleaning methods to avoid factors such as noise, outliers or missing values, and
the derivation of new features from others to structure the data in a way ap-
propriate for the application of the algorithms of the following phases.

e Data reduction is a necessary step to optimize the application of data mining
algorithms, reducing their computation time and/or improving their results.
It involves feature subset selection (removal of useless or redundant features),
dimensionality reduction (projection of a set of features into a smaller space) or
modifications of the set of samples (adding or removing samples).

e Data mining is the core of the KDD process, but it can be successful only if
the previous steps are performed properly. It consists of selecting and applying
techniques, including Machine Learning (ML) algorithms, to extract knowledge
from data by finding useful patterns and relations between features. The choice
of a specific data mining algorithm depends on the problem at hand and the
nature of the available data.

e Interpretation and evaluation consists of, using a set of metrics, measuring
the performance and effectiveness of the data mining algorithm, and, conse-
quently, of the tasks carried out in previous steps of the KDD process. It also
comprises result visualization and reporting.

Given the iterative nature of this process, some steps may have to be reapplied
and rethought more than once to achieve satisfactory results [79]. For example, a
feature initially excluded during the data transformation step may be added later
in order to increase the performance of a particular data mining algorithm.

In the NIDS context, the KDD process starts with the collection of network
data. Preprocessing is essential to organize the large and diverse set of collected
data, transforming it into a set of structured records with a common set of fea-
tures. Data mining can be applied to this collection of records, or to a reduced
version (after some data reduction procedures), and then evaluated using adequate
metrics: detection rate, false alarm rate, etc. With some variations, this should be
the NIDS pipeline. However, most reviewed papers start with publicly available
datasets, already collected and preprocessed. An advantage of this approach is the
reduction in the number of tasks (focusing mostly on the data mining part), and
the availability of a common evaluation framework for the comparison of NIDS
proposals. This approach also entails several important drawbacks, which will be
discussed in detail in the following sections.
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2.3 Data Collection Stage

The first phase of the KDD process involves the collection of the data with which
network intrusions are detected. Network dataEI can be gathered at different loca-
tions.

Commonly, networks are organized in a hierarchical (tree) structure where the
devices (typically, routers and switches) have visibility of the traffic entering and
leaving the machines connected below them. Higher level (root or core) devices have
a complete view of Internet-related traffic going to and coming from the computers
(and network devices) located below their level. However, they have a limited view
of horizontal communications (those between machines at the same level). The
opposite is true for lower level (aggregation and access) devices [276]. Thus, the
choice of the level at which to carry out the collection of network data has a bearing
on the coverage of a NIDS and, consequently, on the volume of traffic to be analyzed
and on the set of network attacks that can be detected.

Data collected from root network nodes corresponds to traffic coming from or
going to a large number of network elements. As such, network data obtained
at this level could allow Internet-related attacks to be detected by targeting as
many network-connected machines as possible. However, some attacks would remain
undetected because sometimes malicious activities go horizontally, and does not
involve the root nodes. NIDS using root level captures need to process huge data
volumes and must support extremely high throughput to avoid discarding traffic
and to minimize detection delays. Also, due to the number of network elements
they cover, they are easily affected by noise and perturbations, for example the
connection of a new device on any segment of the network [134].

In contrast, the analysis of incoming and outgoing traffic of a small portion
of the network, and captured from a lower level device, for example a datacenter
switch, makes detectors more immune to noise and perturbations which occur at
other network segments. Consequently, NIDS using this data require more modest
throughput levels [134]. However, by design, their coverage is restricted to events
occurring on a specific network segment.

Other scenarios are possible. Distributed collection of network data aims to
provide a trade-off between network coverage, performance and stability. Partial
captures and/or measurements may be carried out at several network points and
gathered at a central location, overcoming the drawbacks of using any of the two
previously described approaches individually [73].

Data collected by network probes to feed NIDS may have very different char-
acteristics. Sometimes it consists of full copies of all data packets, such as those

2 Throughout this chapter we use “network data” as a generic term to refer to the in-
formation provided to the NIDS to carry out its detection activities. A particular class
of network data is “network traffic”, with which we refer to a collection of captured
packets with none or minimum processing. Note that, with this definition, “network
data” may include also higher-level information including, for example, per-connection
source/destination devices or average packet inter-arrival times.
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captured by a network sniffer. Another option is feeding the NIDS with traffic sum-
maries (measurements), normally in terms of per-flow data samples, at the cost of
having a limited view of the traffic that is traversing the network. We elaborate on
these concepts in the following sub-sections.

2.3.1 Capturing Raw Packet Data

Communication networks move data units, which are commonly known as packets,
from one node to another. Every packet consists of protocol information arranged
in layers which encapsulate the payload, i.e. the actual data being transferred.
Each layer contains a set of headers (control information) that is appended to the
information of the layers above and is required by network devices to be delivered
to its destination [276]|ﬂ This concept is known as encapsulation. Figure shows
the structure of a typical network packet and the encapsulation concept.

Protocol layers are necessary to move a message through the network. But not
all the applications use the same protocol sets for this purpose. This means that
not all the packets have the same headers with the same fields, and even equivalent
fields for two different protocols may be located at different positions within the
packet [270]. Also, the nature of the different fields that conform a network packet
is heterogeneous, with text (user messages), numbers (lengths, window sizes), cat-
egorical information (such as control flags, IP addresses and port numbers), etc.
This means that the size of network packets is also variable: from packets contain-
ing only control information necessary for protocol operation but without payload,
to large application messages that need to be split into several sub-messages (due
to limits imposed by some protocols) and are reassembled at the destination. All
these factors complicate the creation of a uniform and structured dataset that will
be needed to apply data mining methods.

Packet capturing tools (a.k.a. network sniffers) such as Tepdump [144] or Gulp
[260] can be used to retrieve and store raw network packets. They can run in a
single computer, essentially capturing the packets: arriving to/departing from that
machine (in-line mode), or from a network device configured to mirror all packets
to the port to which the sniffer is connected (mirroring mode). In contrast to in-
line mode, mirroring allows traffic from many machines to be captured but has a
bearing on the performance of the device [I34], which is affected by the increasing
number of machines to be monitored and the growing speed of modern networks.

Capturing raw packets is a challenging task that requires high computational
and storage requirements [55]. Insufficient bandwidth in the device/link used to
carry out the captures, or in the machine in charge of storing/processing them, may
cause packet losses [134], that may in turn reduce the detection abilities of the NIDS.
In addition to that, if packets are ciphered using, for example, IPSec [96] (available
for TPv4 and IPv6), access to the contents of the packets, including the headers of
higher-level protocols, is impossible unless additional decryption mechanisms are

3 Unless otherwise stated, throughout this document we assume that we are dealing with
IP datagrams.
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implemented. Access to raw packet captures, in contrast with pre-processed data,
is of great interest as it enables the extraction of any kind of traffic-related feature
that may enhance the detection ability of a NIDS.

Application
Message
Application Application
Header Message
Transport | Application Application
Header Header Message
Network Transport  Application Application
Header Header Header Message
Data Link Network Transport  Application Application Data Link
Header Header Header Header Message Trailer

Fig. 2.2: Sketch of a network packet showing protocol encapsulation. Actual headers
(fields, size, options) depend on the actual protocols used at the link layer (Ehter-
net/PPP/...), at the network layer (IPv4/IPv6), at the transport layer (TCP/UD-
P/ICMP/...), etc.

2.3.2 Capturing Flow-level Data

A flow is a collection of related packets that share a common set of attributes. These
include network, transport or application header fields (IP addresses, IP protocol,
TCP/UDP source ports, Type of Service...) as well as information related to the
handling of packets on the device, such as physical input and output ports. Flows
can be either unidirectional or bidirectional; in the later case they are also called
sessions [69].

Flow-related features can be derived from raw packet data, as will be explained
in Sections [2.4.1.2] and [2.4.1.3] However, the collection and reporting of flow-level
data records is an increasingly common capability of network devices such as routers
or switches. This feature aims to facilitate network management and supervision.
Device manufacturers implement their own mechanism to gather and transfer this
data, commonly adhering to the IPFIX standard [65], which was derived from
Cisco’s NetFlow v9 [64]. IPFIX-capable devices compute flow measurements in
near real-time, without storing raw traffic, making use of sampling and accounting
procedures [242].

Flow records computed in the device are exported to a collector, which stores
them [65]. Each record contains the basic information about a flow, plus additional
elements, including among othersﬁ time stamps for flow start/finish times, num-

4 A complete list of IPFIX elements can be found at https://www.iana.org/
assignments/ipfix/ipfix.xhtml
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ber of bytes/packets observed in the flow, the set of TCP flags observed over the
life of the flow, etc. Note that the payload, the actual end-user application data
interchanged by means of the packets, is an optional field of flow records and, when
present, it normally includes just a few octets. Therefore, flow captures may be far
more compact than raw packet captures. However, working with flow data adds
latency that degrades real-time operation [242] [134].

Network flow data is useful to detect network attacks that leave footprints in
traffic patterns such as traffic volume, timings of packets and/or communicating
endpoints (sources and destinations of data: machines and/or ports). The usefulness
of flow data for NIDS ultimately depends on the sampling mechanism used to
make the flow measurements. Sampling methods take partial measures to obtain an
approximation of the actual values when the number of connections is too high [83].
They reduce the impact on the performance of the device: only 1 out of n packets
are checked, n being a manager-selected parameter. Accordingly, flow sampling
parameters determine the behavior of the estimation process and play an important
role in the extraction of flow records with useful (accurate) information for intrusion
detection [199] 245]. For example, choosing a high sampling rate (meaning that a
large number of packets per connection are checked) reduces the risk of obtaining
poor estimates and the potential loss of vital information for NIDS [199], but there
is a performance penalty.

2.4 Preprocessing: Derivation of Features

The preprocessing stage involves the derivation and transformation of feature vec-
tors from the collected network data. As a result, a dataset of structured records,
each of them composed of a set of explanatory features and usually, a response
variable; is obtained.

2.4.1 Derivation of Explanatory Variables

Explanatory variables or features describe/represent the characteristics of a traffic
observation (packet, connection, session). The derivation of explanatory variables
or features is an important task of KDD because the detection capability of data
mining methods highly depends on the information provided by the input variables.
In this section, we discuss the different types of explanatory features, the proce-
dures required to obtain them from network collected data and their usefulness for
detecting network attacks.

Feature extraction can be done at different levels to enable network traffic anal-
ysis (methods to infer information or patterns from network-related data such as
timings and counts of network packets) even when encryption is used [214]. We use
the scheme proposed by Davis et al. [T1] to describe those levels (using flow how-
ever, instead of connection-based aggregations) and the different classes of variables
that are obtained at each level (see Figure .
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Fig. 2.3: Feature derivation process.

2.4.1.1 Packet Header Features

A raw packet can be converted into a feature vector by parsing the distinct set of
header fields of the different protocols in use (from different layers of the TCP/IP
stack). Packet header features are useful to detect protocol misbehavior and low
level network attacks that aim to provoke protocol malfunction, such as spoofing
(impersonation) attacks or attacks that do not leave their footprint in the applica-
tion message [179].

Given the diversity in the structure of raw packets, and in the data types of
the different protocol headers, the derivation of a common vector of features from
this data [I79] can be done in two different ways: (1) assigning missing values to
those features that do not appear in a specific packet, or (2) removing fields that
are not common to all protocols at the same layer. While the former leads to a
more sparse representation of the data, the latter technique results in the loss of
information that may be relevant for the detection of some attacks. In order to deal
with both shortcomings, some authors proposed using different detectors: each one
working with a particular application protocol (service) [I73] or each one analyzing
the headers of different protocol layers (for IP and TCP) of the protocol stack [195].

A main issue when working with packets (raw or converted into feature vec-
tors) is not the preprocessing (parsing) procedure, which is straightforward, but
the enormous throughput of packets sent to/received from a broadband link. As
previously mentioned, capturing, preprocessing and storing the packets in real time
is a challenging procedure of growing difficulty, which can be partially addressed
through the use of different processing points working in parallel [55]. Also, en-
cryption such as IPsec used at the network layer (either with IPv4 or IPv6) makes
extracting higher-level header features a challenging procedure; only network and
data link headers can be extracted easily without decryption mechanisms. In these
scenarios, a per-packet analysis becomes difficult, but some forms of network traffic
analysis (using flow-level data) are still feasible [274].

2.4.1.2 Payload Features

Payload features are those obtained from the content of network messages, that is,
the data exchanged between applications. For NIDS, this content is commonly ana-
lyzed using techniques based on natural language processing [216], deriving vectors
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with the frequencies of characters [I73], words [198] or n-grams (all subsequences
of n consecutive symbols) [114] 233 [T9] 123] that appear in the payload.

Payload features are useful to detect network attacks that may exploit host
vulnerabilities, such as injection or shell-code attacks (buffer overflows, privilege
escalation, etc.). These attacks do not leave a specific footprint on packet headers,
but the attack evidences can be found inside application-level messages [233] [19].

One of the main characteristics of payload features is their high dimensionality.
Note that, in general, the feature vectors obtained from payloads are very long, and
may require additional dimensionality reduction procedures (performed in posterior
phases of the KDD process).

For connection-oriented applications, an application message may be split before
transmission into a collection of packets; the number of packets depends on factors
such as the message size or the maximum segment size parameter [276]. Therefore,
processing methods aiming to extract meaningful features from application payload
need to reassemble the packets to reconstruct the original message.

Processing application messages is also challenging in terms of computing ca-
pacity, memory and speed. The transmission of high volumes of data at high speed
and involving connections between a large number of devices may stress not only
the capture mechanisms, but also the feature extraction tasks. Enough capacity
(processing speed, RAM, storage) must be guaranteed to properly carry out these
tasks [274].

Encryption algorithms, that may be used at any protocol level to provide se-
curity (confidentiality, integrity, authentication), make the extraction of payload
features even more difficult [221]. Efficient decryption mechanisms are essential in
those scenarios if access to plaintext (non-encrypted) payload is a requirement.
Such functionality typically requires additional processing infrastructure, such as
TLS interception proxies that cut off encrypted traffic to decipher and inspect it
before being forwarded to the actual server [252], or modifying the ciphering suites
used for communication [I82]. Drawbacks of these mechanisms lie in the increase
of network latency and in the reduction of service security [84]. In practice, access
of NIDS to the contents of encrypted messages is an inconvenient task, and the use
of host-based intrusion detection systems (HIDS) may be more adequate as they
have access to plaintext messages [54].

2.4.1.3 Single Flow Derived Features (SFD)

SED features are those that correspond to a collection of packets sharing any prop-
erty, i.e., a flow. Packets may be aggregated using different criteria until a given
event, such as the end of a TCP connection or a timeout trigger, is detected [229).
Then SFD features are extracted to summarize different properties of this aggre-
gation of packets, that can be either statistical measures or common header fields
(from IP and transport layers). Features directly extracted from application mes-
sages (payload features) are not considered SFD features. As a result of this deriva-
tion, a mixture of nominal and numerical variables for each record (flow) is obtained
[229]. Tools to compute SFD features from captures of raw packets include Argus
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[191] and Bro [229]. However, the common approach to obtain SFD features is to
use the flow-related information provided by IPFIX-capable network devices.

A few NIDS papers that make use of SFD features extracted from raw packets
superficially describe how these features have been derived. Different header fields
are used as aggregation keys, the most common ones being the source IP address
or the source-destination IP address pair [59] 292] [82]. In [35] IP address pairs and
TCP/UDP ports are used as aggregation keys, and those values are used as SFD
features. Other header fields common to all packets in a flow, such as initial se-
quence numbers and TTL values, have been used as SFD features in [27, 212}, [227],
together with aggregated measurements such as: dropped and re-transmitted pack-
ets; average, maximum and minimum packet sizes; inter-arrival times; bit/packet
rates from source to destination and vice-versa, etc. In [225], features derived from
header fields are not considered valid, as they can be spoofed by attackers. They
use the same aggregation keys, but instead they analyze average packet inter-arrival
times and average packet lengths. A set of more complex SFD features, such as the
coefficients from polynomial and FFT decomposition of inbound and outbound
packet sizes, is derived in [136], to prove that their utilization makes a NIDS more
resilient to some obfuscation attacks, explained at the end of this section.

SED data sets are much smaller than raw data sets because payload is removed
and common header features are summarized. This compactness is fundamental for
many NIDS, since it enables the operation in near real-time in high-speed networks
[274], although care must be taken when sampling is used, as vital information
may be lost, see Section 2.3.2] Also, SFD features are useful for network traffic
analysis even when encryption is used, without the need for additional decryption
mechanisms [171].

SFD features enable the detection of network attacks that leave a footprint
in the summarized statistics of a flow, e.g., affecting the volume, timings or the
number of connections. These footprints also include the presence of connections
in unexpected contexts, or connections with suspicious/uncommon header values
(port numbers, source addresses), etc. [134]. Some works have proposed the use of
SFD features to detect network attacks that are normally searched for inside the
payload [312] [167]. However, the viability of this approach is questionable, given
the high rate of false alarms they report.

Basic SFD features can be easily tampered with by intruders, by means of obfus-
cation techniques. These techniques have been proposed as a protection measure to
shield network activities against network traffic analysis [278]. They include the in-
sertion of artificial inter-packet delays, and the injection of malformed and spurious
packets. Unfortunately, attackers can also use obfuscation, modifying harmless and
attack traffic to make their SFD statistics indistinguishable, not allowing detection
by the NIDS [238, [306].

2.4.1.4 Multiple Flow Derived Features (MFD)

MFD features are derived aggregating information pertaining to multiple flow
records. Thus, they contain higher level statistics providing a more abstract insight
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about the traffic traversing the network, and enabling additional traffic analysis ca-
pabilities. To compute MFD data, flows are commonly grouped using criteria such
as “flows inside a time window 77 or “last n flows”. Then, sets of statistics are
computed for each group [I75]. Note that packets within a flow share many proper-
ties (SFD features), while flows aggregated in a group may not share any common
characteristic beyond being in temporal and, sometimes, spacial proximity.

Normally, NIDS papers proposing the use of MFD features do not provide
enough details about their derivation. The main aggregation criteria used are time
windows and flows coming from/going to the same IP address (or to the same set
of network prefixes in coarse grain scenarios). In [59] [82] those aggregations are
used to extract MFD features such as counts of different ports and hosts, packets
per second, ratios of packets with specific TCP flags (RST, SYN) set, etc. En-
tropy values that indicate the variability of discrete SFD features (such as source
and destination IP addresses and ports) are MFD features used in [141], [I75] [305].
Covariance matrices are obtained in [149, [319] to embody the distribution of con-
tinuous SFD features. In [I79] MFD features are computed using a time window:
for every connection, the number of past connections with similar SFD values for
source and destination IP addresses, service and protocol flags are computed. Other
authors [148] use a fixed-width window of flows as aggregation criterion to subse-
quently apply the Discrete Wavelet Transform [145] and use the coefficients of this
transform as MFD features.

MFD features are useful for identifying attacks that spread their activities across
multiple connections, such as flooding attacks (DoS attacks) or network scans [319]
59). The success of attack detection using MFD features depends on the size of the
window used to aggregate flows, as attackers can choose to spread their activities
over the time to elude detection. Consequently, the use of different window sizes
should be considered [179)].

On the downside, when MFD features are used as the sole data source for the
detector, it is difficult to trace the source of the attacks, due to the absence of
packet or flow identification fields [I75]. Furthermore, calculating these features
has an additional cost in terms of processing, memory resources and time.

2.4.2 Class Labeling: Derivation of Response Variables

Response variables, or labels, are defined to explain the actual nature of a data
record: non-malicious or malicious. In a fine-grained scenario, labels may even rep-
resent the specific attack type. These variables are usually required for evaluation
purposes, to compare the output of a detector with the actual label. Also, the
availability of labeled records is mandatory for training supervised data mining
approaches such as classifiers (see Sections and [2.§).

As labels are vital to properly construct and evaluate NIDS, the labeling process
must be approached carefully to obtain a dataset without false positives or nega-
tives. False negatives correspond to attack records that are labeled as normal traffic
because they are not properly identified by the annotator. On the contrary, false
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positives refer to normal traffic labeled erroneously as malicious. Such mislabeled
data leads to detectors raising alarms for normal traffic while overlooking attacks.

There is no single way to add labels to dataset records. Some methods require
human intervention, while others are automatic. Manual labeling is done by analyz-
ing each record in the dataset, along with its context, and deciding whether a record
is malicious or not. Ideally, this task should be carried out by expert annotators,
because the identification of malicious patterns requires domain-specific knowledge,
necessary to provide highly reliable labels. However, human experts are a limited
and valuable resource that is not always available given the great effort required by
this task. For this reason, manual labeling is often considered impractical [265].

Active learning techniques aim to reduce the effort required to manually la-
bel records. To do so, only the most informative samples, those providing non-
redundant information, are taken as candidates to be manually labeled [12]. Rel-
evancy of samples is computed leveraging on the output of a supervised model
trained using data that is already labeled, e.g., based on class probabilities, dis-
tances, outcome of voting committees, etc. Active learning has proven to be useful
to produce labeled datasets that may be of small size but result in detectors that
perform better than others trained with larger datasets in which redundancy has
not been removed. However, for evaluation purposes, the number of labeled records
obtained by means of active learning may be insufficient.

To fully automate the labeling process, external tools can also be used. A NIDS
detector specialized in matching signatures for known attacks (misuse detection) is
used for labeling in [I95], together with public databases of attacks and public lists
of blacklisted hosts. The objective is to minimize the number of false negatives to
which misuse detectors are prone [294]. Unsupervised labeling by means of anomaly
detectors is another alternative used in [30},93]. They focus on identifying deviations
from normal (majority) traffic statistics, but detected events may contain false
positives [271]. In [30] a clustering algorithm is used to differentiate normal vs.
attack records: samples in small or sparse clusters are labeled as attacks, and the
remaining ones as normal. Proposal [93] uses several statistical anomaly detectors,
whose output is combined to reduce the risk of false positives. Note that in any
case, mislabeled records may still remain in the dataset. In order to deal with these
errors (false positives and negatives), some NIDS authors differentiate between
“normal” and “background” traffic, understanding that background traffic may
contain intrusions not detected by a misuse detector [195]. Other works associate
different certainty levels to records labeled as (possible) attacks by an ensemble of
unsupervised anomaly detectors [93].

Yet another way of generating labeled datasets is through a synthetic environ-
ment in which well identified network attacks are injected into a network at specific,
and well controlled, times [265]. The injection schedule is used to do the labeling, by
matching attack times with the time stamps of network records. Scheduled labeling
ensures the identification of all malicious records while keeping the labeling cost
under control. A disadvantage of these process is the lack of realism in the scenario,
as both the normal and the malicious traffic is artificially generated.
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; Non-
Dataset Raw Payload gpp \pp Labeling Duration Year of |} termittent | %21 | 4 Articles
captures features method! Captures capture scenario
DARPA 1998 [158] 7 MS 9 weeks 1998 YES YES G
DARPA 1999 [188] v MS 5 weeks 1999 YES YES 5
KDD-CUP 992 [179] v v v MS 9 weeks 1 1998 YES YES 36
NSL-KDD? [284] v v v MS 9 weeks 1 1998 YES YES 13
Kyoto2006+ [272] v A 34 months 2006-2009 YES YES 3
MAWILab [93] v A 15min daily traces | 2001- NO YES 3
ISCX-2012 {265| v v S 1 week 2010 YES NO 3
TUIDS {42} v v v S 1 week 2011 YES NO 3
UNSW-NB15 [217] v v v A 31 hours 2015 NO NO 2
UGR16 [105] v AS 19 weeks (132days)| 2016 NO YES
NGIDS-DS [121] v s 5 days 2016 YES NO

1M =Manual labeling, A=Automatic labeling, S=Scheduled attacks
2Derivatives of DARPA datasets

Table 2.3: A summary of datasets available for the evaluation of intrusion detection systems.

Note that labels may be (1) unbalanced, because in a network there is more
harmless traffic than attacks, and not all attacks are equally common; and (2)
unrealistic when, in order to make it more balanced, the proportion of attacks is
artificially high [302]. Both alternatives have a bearing on the performance of data
mining algorithms [129]. Several authors modify the datasets in order to have a
“fair” label representation for training their NIDS models [327, 236} [86, 218 [T06]
163].

2.4.3 Publicly Available Datasets for NIDS Research

From the previous sections it can be seen that collecting and preprocessing real-
istic data for NIDS research and development are complex tasks, particularly in
supervised scenarios where a ground truth (labeled records) is needed. Many NIDS
researchers resort to publicly available datasets that help reduce this effort and
also provide a common yardstick which is useful to compare against other propos-
als. However, their use presents some limitations and drawbacks, which we explore
in the following paragraphs.

Table shows a summary of popular NIDS datasets, the features available in
each one, as well as the labeling method used by their creators. It can be seen that
most datasets provide already preprocessed records, and only a few of them provide
the raw captures from which higher-level (SFD, MFD) features were derived. This is
a clear drawback and, ideally, all datasets should include the raw captures, allowing
researchers to obtain those header, payload, SFD and MFD features that they find
more adequate —instead of being limited by those already included in preprocessed
data.

A deeper investigation about the generation process shows that some datasets
[158], 188, 284} 272] 93], [195] are captured in real networks during the operation of
real users. Most of these datasets, due to privacy restrictions, need to be anonymized
without affecting the original characteristics of the data, which is an important chal-
lenge on its own [206]. Oftentimes, network managers are not willing to collaborate
in dataset creation as there is a risk of exposing vulnerabilities in the networks they
are operating (and, therefore, in their organizations). For this reason, synthetic net-
work environments are the main alternative to obtain captures from network traffic.
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Synthetically generated datasets [265] [42] 212 121] contain traffic captured in
synthetic environments, designed with the aim of being as realistic as possible, but
with limited infrastructure; hence, these datasets are characterized by including a
small number of hosts (sources/destinations of traffic) and limited traffic hetero-
geneity, which may be easy to model —resulting in biased and scenario-dependent
detectors. Moreover, traffic generation methods include programs that try to mimic
the operation of the real users [265] [42], 212, [I21]. In general, the adequacy of syn-
thetic datasets is in question as they do not truly reflect the operation of actual
networks in terms of size and variability of user behavior (legitimate or malicious)
[195].

Another issue of these datasets is the short duration of captures, commonly
lasting only a few weeks or even days (see Table . Networks are changing envi-
ronments where traffic patterns, harmless and anomalous, change throughout time
and rarely manifest long stationary periods [271)[292]. Short duration captures over
intermittent periods limit the correct evaluation of the adaptability of the models
when the network changes. Some commonly used datasets were created more than a
decade ago and, therefore, contain outdated traffic, meaning that old protocols and
services are present, while current ones are not. Also, ciphered traffic is omitted.
In summary, the included traffic patterns do not represent current networks. At
any rate, being recent does not guarantee being representative of current networks,
especially if the dataset is synthetic [195].

The methods used to label records are also an important factor to take into
account when choosing a public dataset (see Table and Section . Manual
labeling is the most accurate method [265]. Synthetically generated datasets provide
good quality gold standards due to the way in which attacks are inserted but, as we
mentioned, they may not reflect realistic patterns. Labeling traffic captured from
real data is problematic, as normally it is performed using automated tools that do
not guarantee the lack of false positives and false negatives. These errors may have
a significant effect on the effectiveness of a NIDS proposal [271].

The most used datasets in the literature (see Table are the DARPA datasets
and their derivatives (KDD-CUP 99 and NSL-KDD). Such databases have been
largely criticized along the years due to statistical issues [203] 197, [284] [51]. Despite
better alternatives have become available in the last few years, the DARPA datasets
and their derivatives are still used to develop and test intrusion detectors [268].
Instead, more recent datasets have not received enough attention by NIDS authors.

In summary, using publicly available datasets, as most NIDS researchers do,
may be convenient, but they are not free of issues of which researchers must be
aware. These datasets are not perfect, given the difficulties to emulate a realistic
networking scenario or to share data from a real corporate network. They can
be very useful in the initial phases of NIDS research (thus, the efforts of dataset
authors must be appraised), but more work needs to be done in dataset creation and
evaluation. The traffic that makes up the datasets must be as realistic as possible
and associated labels should be of good quality, to give validity to the evaluations
of NIDS proposals.



24 CHAPTER 2. A KDD APPROACH TO NETWORK INTRUSION DETECTION

2.5 Preprocessing: Data Cleaning and Feature
Transformation

The main characteristic of the feature vectors (records, samples) obtained from
the previous stage is their heterogeneity. They include discrete (categorical and
numerical) and continuous (numerical) features. As some data mining methods
cannot deal with this heterogeneity, it is common to transform the features to obtain
homogeneous records (all numerical or all categorical). Also, data mining algorithms
are very sensitive to noise in the data caused either by outliers or errors during
the data capturing process. The procedures used during this second preprocessing
stage involve the derivation of new features, the modification of existing ones and
the elimination of noisy samples, all in order to build a “clean” dataset [234].

Unfortunately, little attention has been paid to this stage by NIDS authors.
Most papers do not provide enough details about the exact cleaning and transfor-
mation procedures they perform, making their analysis difficult and hindering the
reproducibility [181], 45, 40, 140, 250, [5 259 186, 266, 227].

2.5.1 Noise Reduction

Network data may be susceptible to errors during processing. Such errors, com-
monly denominated noise, are reflected in different forms (missing values, out-
liers...). Noisy data affects the learning capacity of data mining detectors nega-
tively, making them prone to failures [336]. Thus, noise reduction procedures aim
to increase the effectiveness and accuracy of data mining algorithms. Noise can be
reduced by deleting those samples showing higher distortions with respect to the
majority of elements in the dataset, either in a single feature with extreme or miss-
ing values, or in several features. Note that, as we describe in the remainder of this
section, other transformation methods also contribute to the reduction of noise in
an indirect manner.

Only a few NIDS papers explicitly describe the noise reduction techniques they
use. Examples are [267] and [82], where outlier removal is done before feeding the
dataset to their respective detectors. The former method uses the Mahalanobis
distance to rank samples and remove the 0.5% with the largest values, whereas the
latter technique uses an interval for every feature. To do so, limits away from the
mean value are calculated taking 10% of the distance between the maximum and
minimum feature values.

2.5.2 Transformation from Categorical to Numerical

There are different approaches to convert a symbolic feature into a numerical repre-
sentation. A naive conversion is called number encoding. It keeps the dimensionality
of the dataset, replacing with a number each possible categorical value. This method
has been used to simplify a probabilistic classifier for NIDS in [34] and to cope with
the incompatibility of categorical data of the model in [14].
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One-hot encoding adds a new binary feature (dummy variable) for each cate-
gorical value in the variable, and assigns a positive value (1) to those observations
sharing the category represented by the binary feature, and a zero value (0) other-
wise. This approach has been commonly used in NIDS proposals to enable the use
of distance calculations [236], 159 [72], [TT8] without the need to use a heterogeneous
measure. Other NIDS, whose models cannot work with categorical values, also use
this transformation [320], 264] (74}, 148, [220], [192].

A variant of the previous method is called frequency encoding. Each feature
value receives a weight according to the frequency of appearance of that value in
the data. This method was firstly proposed for NIDS in [86], because it is useful
to work with distances. Based on this first approach, frequency encoding was also
used later in [I06].

In summary, transforming features is a common task in NIDS to deal with
the heterogeneity of network data (IP addresses, service types, protocol flags, tim-
ings...). Number encoding maintains feature dimensionality, and is useful to sim-
plify value comparison and to reduce memory utilization. However, while distance
or order relationships are inherent to numerical data, this is not necessarily true
for categories encoded numerically. Therefore, this solution may lead to erroneous
conclusions when using certain data mining algorithms, e.g., those using distances.
One-hot and frequency encodings work well with data mining methods that make
use of the arithmetical properties of features, at the cost of a significant incre-
ment of data dimensionality [2]. For example, in the context of a large corporate
network, where features with the source and destination of connections may take
thousands of different IP address (categorical) values, this transformation results
in an extremely wide vector of binary/frequency (numerical) features. Such sparse
data slows down and damages the performance of data mining algorithms [128].
Another drawback, common to one-hot and frequency encoding methods, is that
they assume that all the values of the categorical variable are known in advance,
something that may not be true in changing environments such as networks (com-
munications may reveal new IP addresses). In this situation, an encoding in use
may become invalid.

2.5.3 Feature Scaling

Feature scaling, also called feature normalization, is used to limit the range of values
of a numerical variable. It has been demonstrated that scaling procedures improve
the convergence time of optimization algorithms, as they narrow the solution search
space without negatively affecting the accuracy [I78] [304]. Applying scaling meth-
ods may also reduce the skewness in the data as well as the bias caused to some
data mining algorithms [285] [267].

The use of feature scaling has been documented in several NIDS articles. In [I75],
mean normalization is carried out to scale numerical values before the application of
principal component analysis (PCA, see Section. The method uses the mean
and the difference between maximum and minimum values to center the data. A
logarithmic transformation (replacing a value with its logarithm) is used in [264], [40]



26 CHAPTER 2. A KDD APPROACH TO NETWORK INTRUSION DETECTION

to reduce the variability of features with wide value ranges. Min-max normalization
uses the minimum and maximum values of a variable to adjust its range to values
between 0 and 1; this method is applied in [15} [14] and [264], [320, [192] to reduce the
training time of the models used for detection. The same approach is used in [218]
74, 182] to avoid the bias caused by features with wide value ranges in distance-based
algorithms. Standardization takes the sample mean and the standard deviation to
transform a feature to have zero mean and unit variance; it is used in [2306] [86],
283, [72 18] to improve, again, the behavior of distance-based algorithms. Both
standardization and min-max normalization methods are used in [I3] to improve
the performance of an optimization algorithm to estimate the parameters of their
detection model.

Most data mining algorithms, excluding tree-based algorithms, are sensitive to
the presence of features with different scales in the data. When data is unequally
scaled, algorithms give more weight to variables with higher values, resulting in
biased models [324]. Accordingly, the use of methods to re-scale features is often
mandatory. The suitability of a scaling method depends on the characteristics of
the data mining algorithm and the data itself. Standarization requires knowing the
mean and variance of a feature beforehand, and it is recommended for algorithms
that assume that data is normally distributed [324]. If this assumption is not made,
other scaling procedures may be more appropriate. Min-max and mean normal-
ization re-arrange feature values into smaller intervals; again, a priori knowledge
of feature ranges is required. Additionally, for features with most values within a
very narrow range, feature scaling methods result in a reduction of the differences
between (re-scaled) values when outliers are present, disturbing the operation of
some data mining algorithms [74]. Logarithmic scaling skews the data towards large
outliers, while standardization, mean and min-max normalization lessen the signif-
icance of the inliers [2]. Noise removal, as well as the discretization methods that
will be explored in the following section, may help in reducing these side-effects.

The need for previous knowledge about the value ranges of features is a major
obstacle in dynamic scenarios such as streaming contexts, as this information may
be unknown. Methods to re-estimate feature statistics as new samples arrive may
be necessary. Logarithmic scaling is also useful in this context as it does not require
any parameter.

2.5.4 Feature Discretization

Discretization is used to transform a continuous feature into a discrete one [189).
Although the use of discretization techniques is largely discussed in the machine
learning literature [104], it is not that pervasive in the NIDS literature. Discretiza-
tion works by selecting split or cut points over the continuous space of a variable to
create subdivisions (intervals) of this space. Then, each continuous value is replaced
by the corresponding interval identifier.

Variables are discretized with the purpose of increasing the learning speed of
some detection algorithms, such as those based on induction rules [81]. In decision
trees, the use of discretization improves the effectiveness of the learning procedure,
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resulting in smaller and more accurate trees [241]. Discretization also reduces the
complexity of algorithms based on the Bayes theory (by using summation instead
of integration terms), while increasing the accuracy of resulting classifiers [189).
Furthermore, it is useful to remove noise from data and to reduce the side-effects
of outliers [74], at the cost of some information loss.

The simplest discretization methods are Equal-Width (EWD) and Equal-
Frequency discretization (EFD) [104]. EWD splits the original feature range into k
intervals of equal width; EFD instead creates as many intervals as needed, in such
a way that each interval contains the same number n of samples. Consequently,
higher values of n will result in a smaller number k of intervals. A similar method
uses K-means clustering, which breaks the range of features into k intervals and
replaces the original value of a feature with the centroid of its corresponding range
[74]. In all cases, the user must select the parameter that affects the number k of
intervals.

Other popular, more complex discretization methods used for NIDS that set the
number of intervals automatically are Proportional k-interval discretization (PKID)
and Entropy Minimization Discretization (EMD). PKID selects a number & of in-
tervals in such a way that each interval contains a number of samples that is equal
to k, trying to find a trade-off between the choice of k£ and the sparseness of the
data [3T5]. Feature intervals are selected as a function of the conditional probabil-
ity distribution of the data. As a result of PKID, data is distributed proportionally
among the bins, and the resulting discretization is adequate for naive Bayes clas-
sifiers [316]. EMD is based on the Minimum Description Length (MDL) principle,
which seeks the minimum number of intervals with maximum information [90]. It
recursively selects as interval cut points those elements with minimum values of
information entropy with respect to the class, i.e., less representative areas of the
continuous space of the feature. The intervals created are dominated by a single
class [315]. ML algorithms based on decision trees include embedded discretization
methods similar to EMD: a continuous variable space is split by selecting the cut
point that yields the maximum information gain from the split [241].

Another discretization method, suitable for very dynamic scenarios such as net-
works, is proposed for NIDS in [74]. In such scenarios, feature ranges may be un-
known in advance and applying most of the previous methods is impractical. For
dealing with this issue at training time, each dynamic-range feature is clustered
into k groups applying K-means. After that, k& Gaussian distributions are obtained
(one for each group). Next, as new samples arrive, each dynamic range feature is re-
placed by k new features, obtained using the Gaussian distributions and containing
the probability of the original feature value pertaining to each group.

The benefits of using discretization methods for NIDS have been documented
in many studies [49] [166]. The main shortcoming of simple methods is the need to
choose the number k of intervals (or the per-interval frequency n for EFD). This
is a non-trivial process, as a small k entails the removal of useful information and
a large k results in the inclusion of noise [2]. Methods to automatically select the
number of intervals based on the class information, such as PKID and EMD can be
used, although the computational cost will increase. A common drawback of most
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discretization approaches is that they do not work properly when processing data
on-the-fly, because neither feature ranges nor labels (for those methods requiring
them, such as EMD and PKID) are known a priori. Previously unseen values would
invalidate the parameters of the methods. These issues may be tackled using self-
adaptive, online discretization methods instead [99] [244], but no reference to them
has been found in the reviewed NIDS literature.

2.6 Data Reduction

In the previous sections we have discussed the derivation of an exhaustive set of
features, which later will be used to build the detector. This dataset may be huge
in terms of the number of samples, and also in terms of the number of features per
sample. In this context, it has been shown that using the full feature set extracted
from traffic is ineffective for intrusion detection, due to the inclusion of irrelevant
variables that contain redundancies and hinder the learning capacity of data mining
algorithms [85].

In this section we discuss methods to reduce the dimensionality of the dataset
with the aim of: (1) reducing the computational cost and (2) improving the accuracy
of intrusion detectors. We describe some techniques that reduce the number of
variables in the feature set, as well as others that reduce the number of samples
(records) in the dataset.

2.6.1 Feature Dimensionality Reduction

Feature dimensionality reduction procedures try to cut down the number of features
considered by the NIDS by discarding useless information or reducing redundancy.
There are two main alternatives to do this: removing explanatory variables, or
projecting the original explanatory variables onto a lower dimensional space.

2.6.1.1 Manual Feature Removal

The simplest feature reduction method is the manual removal of “irrelevant” fea-
tures. It requires a profound expert knowledge of the domain, as those features are
excluded from the next KDD phases [140].

As previously mentioned, many data mining algorithms cannot work with some
types of attributes (categorical, numerical). To deal with this issue, many authors
simply opt to remove features instead of applying preprocessing methods (see Sec-
tion . For example, in [267), [283] 137 120, 16} [04] all categorical variables are
removed because their data mining detectors are unable to deal with non-numerical
data. Note that this removal may result in important information loss [I137].

Manual exclusion of features based on other criteria has also been described
in some NIDS papers. In [149, BT9] only MFD statistics of the dataset are used
for DoS detection, discarding other features. In other proposals, constant features
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are removed as they do not provide useful information [106] 27]. In [294] features
such as IP addresses of attacking machines and attacking times are removed, as
they reflect information clearly related with the simulated environment where the
dataset was obtained from.

2.6.1.2 Feature Subset Selection (FSS)

These techniques select a subset of the whole feature set that is assumed to be
the most relevant to solve the problem at hand. FSS methods reduce the cost
of data mining models, help to prevent model over-fitting, and enable a better
understanding of the data because redundancies are removed [254]. FSS methods
can be classified into three main categories: wrapper, filter and embedded methods.

Wrapper FSS approaches measure the benefit that the inclusion of a given
feature (or set of features) has over the performance of a predictive model. This
can be seen as an optimization procedure that looks for the feature subset that
maximizes the predictive capacity of the model. As such, and in order to measure
the quality of the predictive model, they require the data to be labeled [2]. Different
methods to select feature subsets have been described for NIDS, including sequential
greedy methods [123] that add the feature that improves the model accuracy in a
greater degree in each step until there is no a remarkable improvement; and methods
based on meta-heuristics that guide the search of a solution in the space of subsets of
variables. Examples of meta-heuristic FSS algorithms used in NIDS include Genetic
Algorithms [T61], 294], Firefly Algorithms [262] and Simulated Annealing [185].

In contrast to wrapper methods, results of filter FSS methods do not depend
on the predictive model used in the next KDD phase. The relevance of features is
computed through an evaluation of their characteristics using correlation, mutual
information, consistency, variance or similar metrics [2]. Normally, filter FSS meth-
ods are computationally cheaper than wrapper methods, and more appropriate for
datasets containing unlabeled data or a large number of features [254].

Correlation-based Feature Selection (CFS) methods [122] choose those features
that are highly correlated with the response variable (the label) while showing a
low correlation with the remaining features. To compute such correlation, Pear-
son’s correlation coefficient is commonly used, although this coefficient is only able
to express linear relations [2]. Other correlation-based filter methods use Mutual In-
formation (MI) (based on entropy), which is able to measure complex relations [68],
but can be applied to discrete features only. CFS methods based on Mutual Informa-
tion have been used for NIDS by selecting the features that maximize feature-class
mutual information [40] and include features that maximize feature-class mutual
information and minimize the redundancy with respect to other features [I5] [T4].

Consistency-based methods evaluate the constancy of feature values with respect
to class labels [70]. As such, features with stable values in samples belonging to
the same class are selected. For NIDS this method has been used in [49] [166] in
conjunction with two CFS methods, one based on Pearson’s correlation coefficient
and the other one based on MI [332].
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Analysis of Variance (ANOVA) tests [(7] decompose the variance of features
among linear components, which can be used to compute the variance of a feature
with respect to others. Then, redundant features containing similar characteristics
to others can be discarded. For NIDS, this approach has been used to select those
features that provide non-redundant information in [I48§].

Finally, embedded FSS approaches are either filter or wrapper methods inte-
grated into prediction algorithms as part of the training phase. They are depen-
dent on the particular data mining algorithm used, usually trees, as each training
step comprises both ranking relevant explanatory variables and generating a model
using the top-ranked ones [254]. For example, C4.5 [239] and C5.0 [241], 240] deci-
sion tree builders are used in [230] 218, 294] and in [149], respectively, to generate
intrusion detectors. Both algorithms have a built-in filter FSS method that weights
features using their Gain Ratio (an improvement over MI used to avoid bias to-
wards variables with higher cardinality). Other authors use Random Forests for
intrusion detection [326] 327, [293], which includes a wrapper FSS as part of the
learning process. The feature relevance metric is based on the misclassification rate
produced by the permutation of the values of the input variables [50].

2.6.1.3 Feature Projection

Feature projection techniques do not select a subset of the original feature set.
Instead, they are used to obtain a projection of the features into a lower dimen-
sionality space. It is a form of compression, based on the use of statistical and
mathematical functions that find linear and non-linear variable combinations that
retain most of the information of the original feature vectors [324].

Principal Component Analysis (PCA) [128] is one of the most common dimen-
sionality reduction procedures. PCA applies a linear transformation to the original
explanatory variables to map them into a space of linearly uncorrelated compo-
nents. Dimensionality reduction is performed by selecting a number of components
smaller than the original number of features [I50]. Ideally, data provided to PCA
must be scaled and free of outliers to avoid giving more weight to features with
wider value ranges [267]. The main shortcoming of PCA is its inability to capture
complex, non-linear relations between features. Several NIDS works use PCA to re-
duce the feature dimensionality of their data before training their models. In [257]
several training and testing executions are performed using PCA in order to select
the number of components that result in the highest performance. Proposal [72]
selects those components that best discriminate between normality and attack, as
indicated by Fisher’s Discriminant Ratio.

In contrast to PCA, where the extracted components are orthogonal and ordered
by the variance they retain, Independent Component Analysis (ICA) separates a
multivariate signal into a set of statistically independent non-Gaussian components
or factors of equal importance [143]. Another difference with respect to PCA is that
ICA is able to capture non-linear correlations [128]. In NIDS, this method is used
in [225] to obtain a representation of the data in which only those independent
components that better characterize the malicious class are kept.
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Auto-encoders, a type of Neural Networks (NN), have also been proposed for
feature projection. They try to reproduce the input values (the original features) at
the output layer. Dimensionality reduction is achieved by projecting the input onto
a smaller space in the intermediate layers. Auto-encoders can model complex rela-
tions in the input data, not limited to linear relations [110]. Different auto-encoder
methodologies have been proposed in the NIDS literature, including symmetric
[I07] and non-symmetric [266] NN architectures, sparse auto—encodersﬂ [227], and
auto-encoders based on self-taught learning techniques [243]. Four different auto-
encoder models are used in [220] to determine the best NN-based projection method
for NIDS.

Finally, different feature dimensionality reduction methods can be combined,
either by applying projection methods to a subset of the original features obtained
by means of FSS, or viceversa. For NIDS, PCA is applied to obtain a reduced pro-
jection of the features selected by a filter FSS method based on information gain in
[257]. This combination is carried out in order to get a very compact representation
of the data at the cost of increased complexity.

The two main challenges of feature dimensionality reduction methods are: (1)
the choice of an adequate number of features, small enough to remove redundan-
cies (and speed up the execution of data mining methods) but without harming
the detection performance; and (2) dealing with concept drift, that is, adapting to
unforeseen changes in the characteristics of input data, something common in net-
working scenarios [337]. Auto-encoders and FSS wrapper approaches require several
costly training and evaluation steps with different dimensions (feature subsets in
case of FSS) to find the most adequate size of the feature set [I10] 2]. This does
not happen with other projection methods (PCA, ICA) and most filter FSS ap-
proaches, as the inclusion or exclusion of features is decided by setting a threshold
over their quality. The difficulty here is in tuning the threshold to determine an
appropriate number of dimensions without discarding valuable information [128].
The availability of labeled data is also important when selecting a method to reduce
feature dimensionality. For wrapper methods labels are compulsory. For projection
and most filter FSS methods, the set of selected features depends only on the values
of the features themselves, and therefore labels are unnecessary [2]. Data projec-
tion methods are widely used as they uncover implicit relations between features
and may reach better reduction ratios than other methods [2]. However, because
projections do not contain the original values extracted from traffic samples, their
main shortcoming lies in the lack of explainability of detected attacks.

2.6.2 Sample Dimensionality Reduction

The cost of training most data mining algorithms depends heavily on the number
of samples used to train the models. This may be a critical issue in scenarios where
learning from data is applied under strict time constraints [I14]. Techniques that

5 These projection methods do not result in a reduced projection, instead they produce
a sparse representation where the projected data is larger than the original feature set.
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reduce sample dimensionality are sometimes applied with the aim of accelerating
the learning step of those algorithms, either by removing duplicate or too similar
samples, or by selecting representative samples that are used instead of the whole
datasetfl

In the context of NIDS, proposal [I59] uses a tree-based clustering method to
reduce the number of samples used to train the model. Instead of training with
all the instances, the cluster centroids are used as representatives, thus achieving
a significant reduction in the sample dimensionality. A similar method is used in
[288, [137] to reduce the cost of performing the distance calculations required by
their ML detectors.

2.7 Data Mining Stage

Data mining is the core stage of the KDD process, where the preprocessed and
reduced data is fed into different algorithms whose objective is to identify patterns
in the data and, ultimately, detect attacks. Due to its core role, most NIDS surveys
(such as [41), 53]) focus almost exclusively on this stage. In fact, the authors of those
surveys categorize NIDS proposals using the type of data mining algorithm used
as the main criterion. In this survey we discuss this stage using a slightly different
viewpoint, and present a novel taxonomy of NIDS methods based on two criteria:
the detection goal and the learning approach.

The first criterion categorizes NIDS methods into three types (misuse-based,
anomaly-based and hybrid systems) based on the meaning they assign to the con-
cept of attack and the goal of the detector. The second criterion classifies NIDS
proposals according to how they train or build the detector: in batch mode or
incrementally.

2.7.1 Misuse-based, Anomaly-based and Hybrid Detectors

This nomenclature (misuse, anomaly) has already been used in previous surveys
such as [563 2T1] and, even if the definitions of these terms given in the literature
are not always identical, the different versions do have some common grounds. In
general, most authors have defined misuse-based systems as NIDS designed to detect
well-known attacks using either a knowledge-base of attacks [274], rules written by
domain experts [71]], attack-signatures [28] [105] [53, 2T1] or attack-patterns [292]
179]. The authors do not specify the exact meaning of signature, rule, pattern or
knowledge-base, but clearly some definitions refer to very rigid systems (signature,
rules, expert knowledge), while others describe misuse-based NIDS as more flexible
systems (patterns). Moreover, in any of these works, it is not clearly stated how
this kind of identifying information can be extracted from data.

In the case of anomaly-based detectors, the definitions are vaguer and, often-
times, with slight differences. These NIDS have been defined as systems whose

5 These techniques are not to be confused with class balancing, whose aim is to reach a
proportional, and maybe unrealistic, distribution of samples between the classes.
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objective is to detect exceptional patterns [4], patterns that deviate from other ob-
servations [0], patterns that deviate from the normal A1l 53] 105, 179, 2111 [7T1, 274]
or patterns that deviate from the expected traffic [271], and also as systems with
knowledge of normal behavior [28]. In this line, in many of the mentioned surveys,
their authors state that an anomaly-based NIDS attempts to obtain profiles of
the normal traffic, in order to compare the new incoming data with those profiles,
identifying observations that deviate significantly from normality.

Often, different surveys classify the same NIDS differently, as evidence of the
absence of a clear-cut categorization. For example, the classifications made for [19]
and [327] in two widely referenced NIDS surveys are incompatible. In [41], Bhuyan
et al. define the work by Ariu et al. [19] as anomaly-based, and the work by Zhang et
al. [327] is categorized as a hybrid approach. However, it their review, Buczak and
Guven [53] state that both proposals are misuse-based methods. In recent surveys,
the inconsistency of these definitions has lead to the miscategorization of NIDS
that use some data mining methods, such as supervised classifiers [41, 211, [160],
identifying them as anomaly-based approaches although they present limitations to
detect new and unknown classes of traffic [292] 60].

To avoid further misclassifications, we start laying the foundations for these def-
initions, providing more specific and up-to-date descriptions of misuse and anomaly
based approaches. We focus on three aspects that depart from ideas and concepts of
the data mining area, particularly from the area of anomaly/outlier/rare event de-
tection [133] 235, 58] (see Table [2.4). Any combination of the characteristics shown
in this table will result in a hybrid detector.

e Misuse-based detectors understand attacks and normality as categories/-
classes within the data (see Figure . They depart from the assumption
that an attack is a minority category with specific patterns/characteristics that
can be learned using the training data. Misuse-based systems require fully la-
beled data (all attacks must be correctly identified) at training time. Once a
misuse-based system is built, the response obtained given a new observation
is its correspondent or potential class according to the learned characteristics.
Therefore, detection ability is limited to the set of attacks and/or normality
classes modeled.

e Anomaly-based detectors assume that attacks can form categories with spe-
cific characteristics, but they can also be isolated observations (outliers) (see Fig-
ure . With this in mind, these detectors regard that an attack is anything
deviating from normal traffic and, therefore, they focus on modeling normality.
Anomaly-based NIDS do not require attacks to be explicitly identified in the
training data, and the output they produce during operation is vaguer than in
misuse systems, since the returned information only states that an observation
deviates sufficiently from normal traffic.

This categorization of NIDS is closely related to the degree of supervision re-
quired by the data mining algorithm applied. Classical supervised classification
algorithms depart from a training dataset in which the instances are labeled as at-
tack (or type of attack) or normal traffic. Their goal is to learn a predictive model
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Fig. 2.4: Visual description of the misuse and anomaly detection problems. In mis-
use systems, both the normal data (black circles) and the attacks (yellow triangles
and purple squares) have specific characteristics and, thus, form classes. In anomaly
detection scenarios, normal observations (black circles) are assumed to follow char-
acteristic patterns that constitute well-defined classes, while abnormal, maybe ma-
licious, patterns (red “?” symbols) may or may not have enough entity to form a
class.

Do the attacks form classes?

‘What is modeled?

‘What is the response obtained from the NIDS?

Misuse

Yes

Attacks and Normality

Normal observation vs. attack (or type of attack)

Anomaly

Not necessarily

Mainly normality

Normal observation vs. Abnormal observation

Table 2.4: Differences between misuse and anomaly detection from a data mining
perspective.

from this data, which is then used to identify attacks in new incoming traffic [53].
As such, they are typically associated with misuse-based systems. On the contrary,
unsupervised learning algorithms depart from a dataset of instances that are not
labeled at all. Their goal is to identify the natural groups that underlie in the data
[200] and, thus, are typically more related to anomaly-based systems.

In anomaly-based NIDS we can also find different types of weak supervision
[131], where some kind of uncertainty is included in the labeling. To the best of our
knowledge, two types of weakly supervised learning approaches have been applied
to NIDS: semi-supervised learning and one-class classification. In semi-supervised
learning [61], the data is partially labeled. Commonly, in NIDS, these methods
learn in two steps. In a first step labels are ignored and data is clustered using
unsupervised techniques. Afterwards, in the second step, all the instances of each
cluster are labeled identically by leveraging the available labels, and assigning, for
example, the label that appears the most. In one-class classification [286] instead,
only some of the instances of one of the classes in the data are labeled. This serves
to accurately differentiate between the elements of the labeled class with respect to
those from other classes. In general, weakly supervised algorithms do not require as
many labeled instances (which are difficult and costly to obtain, see Section as
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fully supervised approaches: one-class approaches only require the largest possible
number of labeled instances of the class of preference, i.e., the one which we are
interested to learn from (for anomaly-based NIDS, the normal traffic). However,
semi-supervised methods work well even if there are only a few labeled instances of
each class in the data [I31]. Also, weakly supervised methods have better accuracy
than totally unsupervised methods [131].

In the following subsections we describe NIDS works from each of these cate-
gories, commenting on the advantages and disadvantages of each approach. We also
discuss the degree of supervision required, or typically assumed, by the different
detection methods.

2.7.1.1 Misuse-based NIDS

As mentioned above, misuse-based systems normally leverage classic supervised
classification methods. These algorithms have evolved and improved substantially in
the past few years and, consequently, they are able to yield very reliable predictions
when fed with enough, good quality data. The main advantage of misuse-based
systems is that they are able to accurately model the patterns and characteristics
of well-known attacks present in the training set, obtaining low rates of false alarms
(false positives). However, most of these techniques have important limitations when
dealing with new (zero-day) or mutated attack patterns [294], because they are not
designed to identify new classes. Thus, they require continuous updates to extract
new attack patterns, making them hard to maintain. Also, remember that this type
of algorithms require a labeled training set, which is costly and difficult to obtain
in real scenarios [2] (see Section [2.4.2).

The main difference between the various misuse-based systems proposed in the
literature is the specific supervised classification algorithm used. Neural Networks
(NN) are rather popular and, in NIDS, there are approaches ranging from the
simplest network, the Multilayer Perceptron (MLP), [213] 48] 227], to complex
Extreme Learning Machines (ELM) [27], Convolutional Neural Networks [192] and
Recurrent Neural Networks (RNN) [264] 163, 320].

Other less frequent approaches include Support Vector Machines (SVM), based
on finding the maximum margin hyperplane that separates the classes, [15] [185] 140,
148, 14, [123], k-Nearest Neighbor (kNN) approaches, based on distance calculations
[86, 186l 118], the Naive Bayes algorithm, based on probabilistic theories [35], [49]
166), 185, 148, 294] and Decision Trees, based on constructing tree-like structures
that output decision rules [149, 49 [185] 225] 162, 294, 218] [262]. As a more rare
approach, a supervised probabilistic variant of the Self-Organizing Maps (SOM)
algorithm [I68] (which is an unsupervised clustering algorithm), has been applied
to NIDS in [259] and [72], assigning to each cluster the most frequent label in its
allocated records during the training phase.

The combination of supervised classification methods to form ensemble models
has also been proposed for NIDS, since it reduces bias and improves classification
accuracy [50, 263] compared to using only one model. The most common ensemble
method is the Random Forest [327) [293] [292] [266], which is based on combining
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many decision trees. However, other heterogeneous ensembles have also been pro-
posed: combinations of Decision Trees and SVMs [230]; or even combinations of
SVM, kNN and MLP classifiers [257].

We already mentioned that misuse approaches are only able to recognize what
is learnt during training. In this context, in order to provide some flexibility and
to avoid overfitting to the training data, some supervised methods include regu-
larization or generalization terms [I28]. An alternative approach to provide more
flexibility to these methods and attempt to generalize better is proposed in [I37].
This misuse-based detector is a variant of kNN, a distance based classifier, that
incorporates a genetic approach. This genetic component makes every new sample
evolve to perform its classification using a clustered representation of the training
data.

We have seen many distinct methods that are used for misuse detection. A
comparative analysis of them is not easy due to the lack of a common framework.
However, some general conclusions can be extracted through an analysis of the
algorithms applied. Among the simplest approaches we can find DT and Bayesian
methods, which involve a straightforward learning mechanism. In contrast, NNs
and SVMs need a thorough parameter tuning [128]. Most algorithms are costly to
train and perform better when they are fed with large datasets. kNN is costly in
the detection phase because, to obtain the label for a new sample, it requires the
computation of the distance between that sample and the training set [2]. SVMs
are good choices for learning from wide datasets (those with few records and many
features). Regarding model interpretability, DTs are the most explainable, while
the opposite holds true for NNs [128§].

2.7.1.2 Anomaly-based NIDS

These detectors assume that an attack is anything that deviates from normal traf-
fic, and thus, focus mainly on modeling “normality”. Deviation of new observations
from this normality has been measured in many different ways. As previously men-
tioned, while misuse-based detectors are commonly based on supervised learning
schemes, we can find supervised, weakly supervised and non-supervised approaches
for anomaly detection.

A main advantage of anomaly detectors is that they should be able to identify
unknown attacks (mutated or zero-day attacks). Labeled data is not a requirement
for such systems because normal profiles can be modelled using unlabeled or par-
tially labeled network datasets, which are expected to have a low proportion of
attacks [267]. A main drawback of these detectors is that, when deployed in real
scenarios, they usually produce a high number of false positives, often related to
noise or events that are not attacks (e.g., the connection of a new server in the
network). Therefore, anomaly-based NIDS typically require companion methods to
explain/categorize the alarms [109).

An anomaly-based NIDS identifies those observations that are very different
from the normal majority traffic as attacks. As such, a threshold must be defined
to determine if the level of deviation is enough to trigger an alarm. Anomaly-based
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NIDS proposals differ in the data mining algorithm chosen, as well as in the way
deviation is measured. Let us focus first on unsupervised approaches.

The first and most simple unsupervised anomaly-based systems are based on the
extraction of frequency profiles from the patterns observed during training. These
detectors assume that attacks leave as footprints patterns that do not appear as
frequently as normal patterns. For example, in [236] 173, 198, 223] B12] 170] the
authors flag infrequent values in traffic features as malicious. More sophisticated
is the approach followed in [120]. Traffic of similar characteristics is first clustered,
and the frequency of transitions between clusters is analyzed. Attacks are identi-
fied when uncommon transition patterns appear, leveraging thus on the temporal
relationships among different types of traffic (clusters).

Other approaches are not based on frequencies, but on modeling the correlation
structure of the normal data and assuming that attacks follow a different correlation
structure. Two main approaches can be identified here: using correlation features
directly, or using subspace representations of the correlation features. Examples of
the first approach can be seen in [319] and [283]. In the first case the mean of the
covariance matrices of normal data is computed. Later, records that deviate from
this profile beyond a threshold are flagged as attacks. The second proposal com-
putes the area of the triangle formed by the projection of any pair of variables in
the Euclidean 2D space, which is used as an indicator of their correlation. The sys-
tem generates a normality model by computing the Mahalanobis distance between
all normal triangle area records, to obtain the parameters of a univariate Normal
distribution. After that, a threshold for admissible normality consisting of n times
the standard deviation of the normality profile is set.

Subspace representations of the correlation features by means of projection
methods (PCA) have also been used for anomaly detection. For example, in [267]
the authors use PCA to extract the major and minor components of normal data.
The k£ major components are those capturing most of the variance. Incoming records
with normal correlation structure and extreme values are flagged as anomalous by
means of the reconstruction error of their projection using the major components.
Similarly, uncorrelated records are detected using the minor components. Other
approaches that use PCA to exploit the correlation structure of the data are de-
scribed in [I75] and [I41]. Both apply PCA to entropy features, considering the
minor components as indicators of how well the normality is represented. In [I75],
the residual projection of the data obtained by means of the minor components is
used to identify anomalies with a high reconstruction error. In all these cases, the
number k of major components is selected at training time. In contrast, in [T41],
the authors use the angle between the PCA projections of two contiguous non-
overlaping windows of data to obtain an anomaly score and, to do so, the number
of major components k is tuned at run time, selecting the number that minimizes
the orthogonality between the normality of both windows.

Time series analysis has also been used for unsupervised anomaly-based NIDS.
These statistical methods are used to predict future values for different network fea-
tures (SED or MFD), which are compared with actual, measured values. Records
with high prediction errors are flagged as anomalies [52, [305]. Time series have
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also been proposed to model the likelihood of the alarms generated by an unsuper-
vised Long Short Term Memory Neural Network used as anomaly detector [5]. The
method filters the number of alarms, indicating that there is an anomaly when this
number deviates highly from the expected value.

We end this description of unsupervised anomaly-based systems with clustering
methods. They group data that share similar characteristics with the help of simi-
larity or distance measures [301]. The objective is to identify large or dense clusters,
which usually correspond with normal data, flagging as suspicious anything that de-
viates from those clusters. Those methods assume that there is a minority of attack
samples, compared to normal traffic. If this were not the case, expert knowledge
would be required to interpret the obtained groups. Depending on the clustering
method, thresholds can be applied to density measures [236} [94] 16}, [59] [82], [45], [220],
flagging observations in low density zones as attacks, or to distances [170} 250} 220],
flagging farthest observations (or clusters) from the reference normal points as
anomalous.

Supervised approaches have also been proposed for anomaly detection in NIDS,
although rarely. In [326], a Random Forest classifier is trained with normal data,
using the service identifier (TCP, UDP port number) as the class label. In operation,
when a new sample arrives, if the service assigned it by the classifier does not match
the specific service to which the sample belongs, an alarm is raised.

Weakly supervised anomaly detectors for NIDS use partially labeled data, aim-
ing to improve the accuracy of unsupervised methods. Proposals [86] 220] apply a
one-class SVM classifier using a dataset in which only some samples are labeled as
“normal traffic”. In [I06], a multi-classifier system formed by various ensembles of
one-class SVMs is used to model normal particularities of network services. To do
so, each ensemble, formed by two to three models using different feature subsets, is
trained for each service. Similarly, proposal [233] also uses an ensemble of one-class
SVMs, although it is focused on HT'TP attacks. As in the previous approach, each
model is trained with a different set of features, and the output of all the models is
combined to obtain the final classification result. In [19], an ensemble of five Hidden
Markov Models (HMM), a probabilistic classifier, is used to predict the probability
that a new traffic record is normal. To do that, only payload sequences of normal
HTTP traffic are used to train the models. Again, their output is combined to ob-
tain a final score. In [I14], a one-class SVDD (Support Vector Data Description)
algorithm that uses active learning strategies is proposed. In that approach, a small
portion of very uncertain data is labeled (by an expert) in order to train the detec-
tor and increase the detection performance. Proposal [I81] uses a semi-supervised
variant of SOM [I68] in which the class information of the labeled records is used
to assign labels to clusters. At training time, when a new sample is fed, it is labeled
with the class of its nearest cluster (known as the activated cell). Both, that and
the remaining clusters that have the same class label, are then “rewarded” moving
their centroids closer to the sample. Semi-supervision is added to deal with un-
known clusters (those that are unlabeled), which are always rewarded. The method
is also able to merge and split clusters, respectively merging very pure cells (those
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with a large number of records of the same class) or creating new clusters from
impure cells.

The anomaly-based NIDS methods discussed above present some advantages
and limitations which, although they are not enough to perform a comparison
among them, they are still worth mentioning. For clustering, the use of feature
transformation methods depends on the choice of the distance and the chosen clus-
tering algorithm. Density methods create groups of any shape, while distance based
methods form spherical clusters [2]. Correlation methods require numerical features
for the computation of covariance or correlation matrices but, as their main short-
coming, they lack explainability when attacks are detected, as those matrices are
generated from groups of records. Time series analysis demands using numerical
data and existing methods for NIDS are difficult to apply with non-stationary
data. However, it is a useful resource to model temporal relations in traffic [2].
Some frequency-based methods are also able to model temporal relations while
working with any kind of data, but they may have poor performance in networks
with unbalanced types of normality. Finally, weakly supervised methods also re-
quire numerical features to work and are not as easily adaptable to incremental
approaches as the other methods because they would require constant re-training
steps. Instead, they have better accuracy than unsupervised methods because are
assisted by labeled data. The cost of obtaining labels is their main shortcoming,
but this effect can be reduced by means of active learning techniques [114].

2.7.1.3 Hybrid NIDS

Misuse and anomaly-based methods can be combined into a hybrid detector trying
to overcome the limitations of each method separately. At the cost of an increased
complexity of the NIDS, this combination can be done in different ways, as depicted
in Figure[2.5

In Figure we can see a simple case in which a misuse-based detector and
an anomaly-based detector work in parallel, flagging an observation as malicious
if it causes an alarm on any of the two components [74]. The detector described
in [40] incorporates both misuse and anomaly approaches in a single data mining
method. The system outputs the classification made by the misuse component, and
computes the level of deviation from the identified class. Note how this parallel
set-up may detect more attacks than a single system, at the cost of an increase in
the number of false positives caused by any of the two detectors.

Another way of combining two detectors is concatenating them. The first mod-
ule of the detector receives traffic records and feeds its output to the second mod-
ule. Depending on the order in which the misuse and anomaly based detectors are
chained, the combination reduces the number of false alarms or increases the de-
tection ability. The architecture proposed in [327] [I62] places first the misuse-based
system, which receives all network records and identifies well-known malicious be-
haviors (see Figure . Afterwards, the anomaly detector receives only those
records previously classified as normal in order to discover unusual patterns, in-
creasing the detection ability of the NIDS. The inverse approach has been proposed
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too [35] [148], as depicted in Figure[2.5¢| with the intention of reducing false alarms.
The anomaly detector flags suspicious traffic, and afterwards the misuse module
confirms and explains the flagged anomalies.

The variant depicted in Figure and proposed in [I18] puts an anomaly
detector first. Samples flagged as normal are forwarded to a misuse detector that
may identify attacks that passed undetected. Suspicious samples are forwarded to
a second, slightly different, anomaly detector, aiming to confirm the attacks and to
reduce the number of false alarms. Note that this is the most costly scheme as all
input records are analyzed twice.

2.7.2 Batch vs. Incremental Learning

In our taxonomy, the second NIDS classification criterion refers to the different
policies used to learn models and keep them updated. Networks, and network traffic,
evolve continuously and, therefore, the characteristics of normal traffic and attacks
change over time [271]. In this context, the flexibility and adaptability of the data
mining algorithms and their tolerance to previously unseen patterns is crucial [I79].
However, this fact is rarely mentioned in the literature. In this section we study the
performance and practical usability of two different learning approaches discussed
in the NIDS literature: batch and incremental.

2.7.2.1 Batch learning NIDS

Learning in batch mode means that the data mining algorithm is applied once to
a set of static (training) data, labeled or unlabeled, and after that, the results
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or detectors obtained are used to make predictions for new incoming data (see
Figure . Typically, such algorithms require multiple passes over the training
data and, since they have not been designed specifically for streaming scenarios,
they are usually costly in terms of both time and memory requirements [I57]. The
effectiveness of these models is high at deployment time, but they do not evolve with
time. There is, thus, an implicit assumption of data being generated by a stationary
distribution [270]. This is an important drawback, as it seriously challenges the
ability to detect previously unseen traffic patterns, that may correspond to new or
mutated attacks, or to new kinds of normal traffic [292].

Most classical data mining methods, independently of their degree of supervi-
sion, are based on batch learning. Many NIDS proposals that leverage off-the-shelf
supervised classification or clustering algorithms belong to this category. For ex-
ample, [14] and [257] rely on well-trained models to perform misuse detection. In
a similar fashion, [283] and [220] use a batch approach to model normality in their
anomaly detectors. None of these proposals are able to update their detectors au-
tomatically.

Other proposals try, instead, to somehow capture and adapt to the traffic
changes via retraining [I02]. This extension of the batch mechanism adds a su-
pervisor component to the detection framework (see dashed elements of the Figure
that monitors the status of the network or the response of the system, and
decides whether it is necessary to trigger a retraining procedure. Retraining means
using the data mining algorithm of choice again, but with a recent batch of stored
records, to generate an updated model that replaces the obsolete one [102]. All
detectors built using batch learning can be enhanced with retraining. However, this
learning mode also has some drawbacks. The selection and storage of the data re-
quired to build an updated detector in each retraining phase and, when supervised
methods are in use, the labeling of this data (see Section , are non-trivial
tasks that require additional resources [292]. Also, as network traffic changes at
non-predictable times, additional complexity in terms of a monitoring mechanism
must be put into the NIDS.

Some examples using retraining have been proposed in NIDS. In [59], basic time
series analysis is carried out over statistics of grouped flows in time windows (MFD
features) to detect changes in flow patterns. Then, for any time window in which
changes are detected, a retraining is done over the flows within the time window,
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using their SED features. A density-clustering algorithm is applied to rank records
by their distance to the largest cluster. Finally, the records farther than a predefined
threshold are flagged as anomalies. In [227] a supervisor is added to the proposed
NIDS that monitors network alterations such as changes in open ports (available
services) or connected devices. It is assumed that those alterations modify the
structure of normal traffic, but attacks do not vary. When a change is detected, an
auto-encoder is used to learn a new sparse representation of the data reflecting the
new traffic characteristics. The same labeled dataset used for the initial training is
transformed with the new auto-encoder to build an updated classifier that replaces
the previous one.

2.7.2.2 Incremental learning NIDS

Incremental learning algorithms assume that (1) data is unbounded and arrives in
a continuous manner, and (2) data may be generated by non-stationary processes
and, therefore, may evolve over time [270, 2T9]. Consequently, learning is done
continuously with the arrival of new data samples (see Figure . The main
difference with retraining strategies is that the model or information stored by the
algorithm is updated continuously, instead of being rebuilt from scratch. Adaptation
to changes is gradual, which better suits highly variable scenarios such as networks,
where stationarity is infrequent [287, [102]. In general, the cost is also lower than
that for retraining as less data is incorporated to the model. On the downside,
since they learn and provide a response in an online fashion, these algorithms can
usually only perform a few passes over the data and they have time and memory
limitations [102]. Another disadvantage of incremental learning is convergence time:
learning about changes requires some time and, meanwhile, accuracy may be poor.
This is particularly true at the initial stages of deployment or when abrupt changes
occur [I01]. Continuous adaptation also makes these systems sensitive to noise and
perturbations such as those intentionally generated to evade detectors [165]. As
such, incremental approaches require additional and specific evaluation measures
that monitor the evolution of the learning process and guarantee its correct behavior
before deployment (see Section .

As the most common approach, we can find a group of unsupervised methods
that analyze if each incoming data point in the stream is anomalous, that is, if it
is dissimilar to other data points observed previously in the stream. Since they are
incremental algorithms, these methods typically only process each data point once,
summarize the stream in a representation with small memory requirements that
can be easily updated in an online manner, and compare the incoming points with
this representation. A very naive approach within this group is described in [223].
The attribute-value pairs of network records are directly analyzed, flagging data
points with infrequent values in certain attributes as anomalies. The stream is thus
represented as a table of frequencies of different values for SFD, MFD and payload
features, which is updated incrementally with each new sample.

As a slightly more complex approach that follows the same idea, several NIDS
papers describe the use of incremental clustering algorithms. These algorithms
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group the data with similar characteristics and identify attacks as observations
that lie far from the existing clusters, or that are located in sparse clusters. Con-
trary to batch clustering approaches, which group static sets of data into a fixed set
of clusters, these methods are designed for streaming environments. As such, the
data and cluster structures are represented in different compact manners, i.e., by
storing only the objects of the current time window [I6], by saving only prototypes
or centroids [86] 250], by arranging data into groups of similar data objects (micro-
clusters) represented by a vector of characteristics (mean, variance, etc.) [94] [45],
or by using a grid structure in which the data is arranged and summarized using
some statistics [82]. Cluster assignments are made online and, additionally, in order
to adapt to changes that can happen in the distribution of the data, some algo-
rithms include mechanisms to update cluster assignments by adding and removing
clusters as observations arrive. For example, proposal [94] uses a nature-inspired
(bird flocking) optimization algorithm to control the evolution of the clusters over
time, allowing merge or split operations of microclusters. In [45] microclusters are
represented as Gaussian Mixture Models (GMMs) that can be compared using the
Kullback—Leibler divergence and merged if they are sufficiently similar. The ap-
proach followed in [250] uses the distances of a sample to its two nearest prototypes
to measure the uncertainty of the NIDS outcome in an active learning setup. When
distances are very similar, the human manager is required to take corrective mea-
sures over the system (select the correct prototype, request a new one, merge both
prototypes, etc).

A second less common group of unsupervised incremental NIDS uses the tempo-
ral information of the stream to identify attacks. Their objective is to incrementally
learn and update a model that will somehow describe the normal evolution of the
stream. Any observation that does not follow the expected behavior will be flagged
as an attack. The difference between the proposals in this group lies mainly in the
method used to model the evolution of the stream. Proposal [120] leverages the
incremental clustering algorithm introduced in [86], in which a new cluster is cre-
ated each time that a sample lies outside the limited area (using a fixed radius) of
current clusters, and analyzes the transitions between cluster assignments of con-
secutive traffic samples. Another example is [5], where a Long Short Term Memory
(LSTM) network is used to model the evolution of the traffic stream. The LSTM
accounts for the transition frequencies provoked by consecutive network samples in
the cells of its architecture, updating the transitions with each new sample. In both
cases, uncommon transitions are flagged as possible attacks.

Supervised incremental methods have also been proposed in NIDS, although
rarely. An example of incremental supervised methods is [I40], where an online ver-
sion of the Adaboost algorithm, a classifier based on an ensemble of weak classifier
models, is used. The method updates those weak classifiers with poorest perfor-
mance each time a new data sample arrives. Labels for those samples are derived
by a NIDS classifier that is retrained at fixed intervals. A NIDS model based on Re-
inforcement Learning is proposed in [I92]. The method uses an incremental Neural
Network that is updated (rewarded) with every prediction. Other examples include
[292,293], which use an ensemble of Very Fast Decision Trees (VFTD), an algorithm
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that learns classification trees incrementally using small batches of data under the
assumption that classes do not evolve with time [142]. Again, the main drawback
of this kind of methods is the requirement of class labels at operation time. Note
that proposals [140, [T92] assume that the actual label of all the samples is known
during the update phase (the reinforcement phase in RL frameworks), something
that may be problematic (cost, latencies, mistakes during the labeling, etc.). When
labels are not needed for all the new incoming samples, a possible solution is to
select the best candidates for labeling (as explained in Section by means of
active learning techniques [I5]. Such techniques have been applied in [292].

In general, incremental approaches (supervised or unsupervised) lack maturity
in the early stages of learning (when models have not yet been fed with enough
data) [I0I]. To overcome this problem, some off-line data may be provided before
deployment. An initial model is trained using batch learning, thus assuming an
initial distribution of the data. After that, the model is incrementally updated
as new samples arrive [I41] 293, 250, 45 292]. This approach has the advantage
of relying on a well-learned detector in the initial phases, while overcoming the
limitations of pure batch processing.

[ “ Misuse [ Hybrid [ Anomaly [

Batch [225] (159, 218, 149, 294} | [162], [327, [40, 148, [35, |[198) (236} 283} 176 319,
137, 27, (13, 123, [15} 14} [74, 118 223, 267, 1326} 52, 305,
(16T}, (320} 163} 257, 288, 19, 181, 170, 233, 167,
[72], 266, 264, 107, 213} [106], 86, 173, [175] 220,
259, 166} 149, 185, 230, [114]
186, 262

Re-train [227] 59

Incremental ||[293] 140} 292] 192] [16], 120, 194, [82] [45], 60,

(141}, 250} 312, [5]

Table 2.5: Classification of surveyed NIDS proposals, arranged by learning and
detection approach.

Most incremental NIDS methods are based on unsupervised approaches (see
Table. The main reason is that labels are not always easy to obtain, especially
in real time. Unsupervised methods used in NIDS base their detection mechanism on
thresholds (over frequencies, densities or distances). Those thresholds are generally
fixed, even though these methods assume that traffic data evolves over time. As
such, this evolution may not be captured adequately and this may result in a rise
in the false positive or negative ratios [16} 120, 250]. In some cases, it is assumed that
the thresholds follow some statistical distribution, used to dynamically estimate the
confidence interval in which most normal observations should be found [5l [45]. Care
must be taken with some distributions, such as the Normal, that are sensitive to
outliers, as attackers may use this characteristic to evade detection, e.g., generating
a high number of anomalies to widen the threshold and make attacks undetectable.
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A small number of NIDS proposals are based on supervised incremental meth-
ods (see Table . They should be able to learn to differentiate normal from
malicious activities with the arrival of new (labeled) data. However, some super-
vised algorithms have difficulties adapting to changes in the distribution of the
data [292]: they can adapt to the appearance of new classes in the data, but not
to modifications of the characteristics of previously known classes. The adaptation
rate depends on the specific characteristics of the algorithm. It can be slow unless
a change-detection component is added, which would help to quickly forget the
characteristics of old data [102].

2.8 Evaluation Stage

The objective of the evaluation stage is to measure how well the previous stages
have performed. Ideally, this evaluation should be as rigorous as possible, using
different criteria such as detection accuracy, complexity, adaptability, understand-
ability, security, etc.

It is not easy to define valid metrics and comparison criteria for all these char-
acteristics. Let us focus on complexity, very closely related to the ability to deploy
a NIDS in a real environment. Only a few papers report complexity computations,
and we find them incomplete [19] [162] 123} 250]: computational complexity of the
data mining algorithm in use defines only a part of the cost of the system. The
remaining steps of the KDD process also have a cost, and implementation issues
(such as programming languages used, compilers, libraries, run-time environments
etc.) play an important role in the processing ability of the NIDS. A fair evaluation
of all these aspects is an extremely complex exercise that requires a comprehensive
testing environment —something that is beyond the scope of this survey. Similar
limitations could be stated for adaptability, understandability and security.

The predictive performance of a NIDS, however, can be measured, with many
different metrics that have been proposed. These metrics are quantitative measures
that are commonly used as yardsticks to compare NIDS proposals. This is why
most authors have mainly paid attention to this performance criterion, and that is
why we do the same in this review. Things are easier when comparing proposals
following the same learning paradigm (either batch or incremental). However, note
that different aspects have to be considered when evaluating batch and incremental
models. Thus, making their comparison more difficult.

2.8.1 Validation Frameworks

In a typical batch setting, where a static distribution of the data is assumed, k-
fold cross-validation is a common approach to estimate the true predictive error
of a model. Cross-validation (CV) is an honest performance estimation framework,
where the dataset is randomly split into various subsets or folds, and the error esti-
mate is calculated as the average of the results of the evaluations performed over the
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different folds [I28]. Cross-validation entails several incompatibilities with the on-
line and incremental framework: (1) samples are assumed to be time-dependent and
(2) incremental models evolve as new data arrives [43]. As folds in cross-validation
are selected at random and samples are assumed to be independent, the progressive
evolution and time-dependencies of samples are broken, i.e., the evaluation does not
reflect the detector’s ability to deal with concept drift [I0T].

In incremental CV frameworks, the data folds used for training and evaluation
are created in an online manner. There are a few variations but, in the most simple
approach, each time a sample arrives, it is randomly assigned to one fold. A model
is learnt with each fold and incrementally updated every time its fold receives a new
sample. As in standard CV, each model is evaluated using all the folds not used
to train it. The final performance metric is obtained as an average of the metrics
calculated for all the models. A slightly more complex approach assigns the new
incoming sample to k£ — 1 folds and updates the corresponding k& — 1 models. All
models are evaluated on the data that has not been used to learn them (assigned
to their fold).

A different approach is called prequential evaluation. Every time a new sample
arrives, the prediction made by the model is compared against the actual label of
the sample. After this evaluation, the model is updated using the sample. The final
prequential error is computed as the accumulated sum of all the errors obtained.
Incremental cross-validation and prequential evaluation can be combined as k-fold
prequential evaluation. The result is a more robust error estimate [43].

All these approaches assume that the labels of samples are known beforehand.
They can deal with partially labeled data, computing the error using only the
labeled samples [101]. However, note that when very few records contain labels, the
estimation of the error might be poor, as the approximation of the error converges
to the true error as more labeled data is available [I0T], 43].

A characteristic problem of the previous incremental error estimation methods
is the high number of errors reported at the initial stages of learning, when the
models are immature. Also, the number of errors may increase due to concept drift.
To reduce this effect, forgetting mechanisms, such as sliding windows and fading
factors, have been proposed. With sliding windows, an error estimate is computed
for the most recent k samples, while fading factors apply a weight to discount older
information from the computation of the error estimate [I0I]. In both cases, the
chosen window size and the decay factor parameters are critical to perform fast
detection, i.e., rapid adaptation of the model to recent changes [T00)] [T0T].

2.8.2 Evaluation Metrics

In terms of ML, predictive performance metrics measure how well the predictions
provided by an algorithm match with the true labels of the input samples. The
confusion matrix, see Table[2.6] is used to easily visualize the detection performance
of a NIDS. For binary detection problems (normal vs. attack), it is common to see
the positive class as attacks, while negative means normal activity. For multiclass
problems, where more than two classes of traffic can be detected, it is common to
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Actual class
Positive Negative
Positive | True Positive (TP) | False Positive (FP)
Negative|False Negative (FN)|True Negative (TN)

Predicted

Table 2.6: Confusion matrix. Rows correspond to the predicted class and columns
to the actual class. The value represented in each position of the matrix indicates
the number of instances predicted, as stated by the row, that actually belong to
the class indicated by the column.

Metric Formula Metric Formula
TP TP
DR, TPR, Recall, Sensitivity TP+ FN Precision TP+ FP
o . FP TP+ TN
FAR, FPR, Specificity FPTTN Accuracy TPITN L FPTFN
TN FP+FN
TNRFPJriTNflfFPR Error Rate TP+TN+FP+FN717A“

. FN Precision * Recall
FNR, Miss Rate TPTFN — 1 — TPR|F-score/F-measure 2 x

Precision + Recall

Table 2.7: Common evaluation metrics derived from the confusion matrix.

use a one-vs-all procedure: the positive class is the one that we want to measure,
while the negative class groups all the instances of the remaining classes.

As can be seen in Table several metrics (that receive different names in
different works) can be derived from this matrix, each one focusing on a different
facet of the prediction capacity of a NIDS. Note that some of them, such as the
Detection Rate (DR), the True Negative Rate (TNR), Accuracy and Precision, must
be interpreted as the higher, the better, taking values close to 1 when the detector
performs very well. Most of these metrics account for the proportion of samples for
which the model predicts its class correctly. In contrast, the best detectors should
report values close to 0 for the False Positive Rate (FPR) and the False Negative
Rate (FNR), as they represent failure ratios.

Another common metric is the ROC curve. It visually shows the trade-off be-
tween the TPR and the FPR of classifiers, by means of a bi-dimensional plot, for
different values of the decision threshold. The area under the ROC curve (AUC) is
also used as a metric to evaluate NIDS.

Not all the metrics used by the machine learning community are meaningful for
the specific NIDS problem. Network traffic is a highly unbalanced scenario in which
normal traffic is much more common than attacks. Moreover, network attacks may
have a severe impact on the victim and, thus, metrics used for NIDS should well
reflect the effects of not detecting an attack (false negatives). A robust metric in
unbalanced scenarios is the Kappa statistic. It quantifies the behavior of a predictive
model in contrast to a random chance detector [66]. The kappa statistic can be seen
as a correlation coefficient between the predictions of the model and the true labels,
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taking a value of 1 when the predictive model always guesses the class of the samples
correctly, 0 when it behaves as a random chance detector and -1 when it fails all
the predictions.

The most common metrics reported in the surveyed NIDS literature are the
DR (Detection Rate) and the FPR (False Positive Rate), as they inform about
complementary detection abilities. The DR measures how well the system identifies
abnormal behaviors as attacks, while the FPR measures the ratio of normal obser-
vations incorrectly flagged as attacks. The goal of a good IDS is to maximize the
former while minimizing the latter. Summary metrics that combine others (such
as the F-measure) are also used, but should be considered as supplementary in-
formation due to its poor explainability. ROC curves are useful as they provide a
graphical way to compare detectors [82], [45]. However, when plots are very similar,
additional metrics may be needed for further clarification. Although being a useful
indicator for NIDS, where imbalance is common, the Kappa statistic is not reported
in the literature. This fact contrasts with the use of some metrics, such as the Accu-
racy, which do not properly reflect the performance in unbalanced scenarios [25§],
and has been reported in several works [35] [213] 185, [T48], 320, 230].

2.9 Discussion and Conclusions

An ideal NIDS should fulfill a large set of desirable characteristics including, among
others, the following: early detection of attacks, high attack-detection coverage
(ability to detect the maximum number of attacks), high detection rate with low
false alarm rate, ability to scale according to network requirements, and robust-
ness to attacks targeting the detector [105] [53]. In this section we summarize the
conclusions extracted from our literature review.

In order to have a general view of the use by NIDS authors of the techniques
discussed in this chapter, we have rendered two graphs (see Figures and
that represent the paths followed when designing (and evaluating) a NIDS, for both
misuse and anomaly-based systems. In these graphs, each level corresponds to a dif-
ferent phase of the KDD process, and the nodes within each phase correspond to the
methods used in the surveyed articles. Nodes are joined by arrows, whose thickness
represents the proportion of works that apply a particular (destination) method
after the (source) method of the previous phase. To allow a better understanding
of the graphs, we have simplified them by removing nodes for methods with low
utilization (below 5%). In general, note that main paths (sequences of thick arrows)
are characterized by the presence of acronym “ND” (method Not Discussed for that
phase), due to two main reasons: (1) many articles do not mention the methods
applied to the data, and (2) oftentimes, data mining algorithms are applied directly
to “cooked” records obtained from public datasets.

2.9.1 Reproducible Research

A first conclusion of our literature review that can be inferred from the previous
paragraph is that most papers provide insufficient detail about their pipeline and,
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more specifically, about the procedures used for feature derivation, transformation
and validation. In some cases, this is due to the use of public datasets in which
all this work has already been done. However, we have found several articles that
apply data mining algorithms that can only deal with numerical data over the
set of heterogeneous records provided by a public dataset, without specifying any
feature removal or feature transformation method [259, [I8T], (186}, [5, [45] 250, 227].
In some other cases, transformations are vaguely described: “we transformed cat-
egorical variables to a numerical representation”, without stating how [40] [266].
Such a lack of details about the procedures carried out to build NIDS hinder their
analysis, evaluation and comparison. A fact that has been reflected in our analysis,
where some discussions may seem superficial given the difficult to properly find the
grounds behind the use of some techniques for NIDS.

2.9.2 Data Collection, Feature Extraction and Public Datasets

Graphs and show how, in the first phase of KDD (data collection), most
NIDS use public datasets for both model construction and evaluation purposes.
In Section [£:4] we have already explained how these datasets were generated, also
pointing out their deficiencies (short capture periods, discontinued captures, uncer-
tainty during the labeling process and lack of realism, among others). A NIDS that
works successfully with any of these datasets is not guaranteed to operate equally
well in real scenarios. Thus, it is not possible to perform a proper evaluation of NIDS
with a single dataset; the use of various datasets, with different characteristics, has
to be considered. Ideally, datasets which satisfy most of the mentioned character-
istics, and that reflect the current use of the network by applications/nodes, are
desirable. These databases should be captured at different network locations, and
should thus provide different views of the network.

Another potential weakness related to the use of public datasets lies in that
each one provides a particular set of already derived features, and most researchers
work only with them. Available features may be useless when trying to detect
newer attacks, or may contain data that is impossible to obtain in real scenarios,
for example features annotated by human experts. To guarantee the derivation of
custom features and provide more flexibility to researchers, the availability of raw
packet data in public datasets is a must. Indeed, a few NIDS authors derive their
own set of features from raw data (see Figures and [2.7b)), normally SFD, MFD
or payload features, that have shown to improve the accuracy of the detector [136].

Regarding payload features, we have already mentioned that the trend is that
most applications interchange data in a secure, encrypted form. Nonetheless, most
public datasets do not contain this kind of traffic (another reason that makes them
unrealistic). This absence of encryption has allowed the extraction of payload fea-
tures, useful to detect some attacks that leave their footprint in the content of
a connection. However, either ciphered or in cleartext, obtaining these features is
barely possible in real world high-speed networking scenarios.

Precisely because dealing with payload data is anything but easy, many authors
have limited their detectors to use SFD and MFD features in order to identify point
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and collective malicious patterns. However, these derived features are usually very
simple: flow, packet or byte counts and average rates.

2.9.3 Feature Transformation and Dimensionality Reduction

Our graphs (see Figures and again) show how feature scaling methods
or transformations of categorical features into numerical representations are more
common in misuse systems than in anomaly detectors. The main reason is that
some data mining algorithms (mainly supervised classifiers) require datasets which
are free of outliers, balanced in terms of labels and homogeneous in terms of data
type natures (numerical or categorical) to work properly.

Numerical transformations of categorical data allow the use of data mining
algorithms that can only deal with numerical data. Some of these representations,
such as dummy features or frequency encoding, substantially increase the size of the
feature vectors. Consequently, dimensionality reduction methods, such as FSS and
projections, become mandatory. Some anomaly-based NIDS performs this reduction
through the manual removal of unwanted features.

This combination of techniques is used to enable the use of data mining algo-
rithms and also to increase their detection accuracy. While this may be a good
solution for static environments, what happens when network traffic changes? New
threats may leave traces in features incorrectly modified (discretized or scaled, with
unknown categories...) or selected for removal, as this was done using criteria based
on obsolete traffic patterns.

2.9.4 Data Mining Algorithms and Learning Schemes

As regards the data mining phase, misuse systems are mainly based on supervised
classifiers, while unsupervised and weakly supervised methods are the choice for
anomaly detection. Based on our review of the literature, we have seen that many
works based on supervised classifiers have erroneously used the term “anomaly
detection” to refer to their detection approaches. In view of this, we have concluded
that the existing definitions for the concepts of misuse-based and anomaly-based
NIDS do not allow a clear categorization of the existing NIDS, and in this work we
have provided a new taxonomy to avoid such miscategorizations.

Also, we have pointed out the limitations of batch learning methods when deal-
ing with evolving traffic patterns. Despite this, we have shown that most published
works use batch learning, implicitly assuming static and unrealistic traffic patterns.
Sometimes retraining mechanisms are implemented and the training of the new
model is done while the NIDS is operating with the obsolete model, which in fact
is dangerous as the number of false alarms may increase, while attacks may pass
undetected [53]. The number of incremental learning methods that consider net-
works as continuously evolving scenarios is very small for both misuse and anomaly
detectors.
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The small interest paid by the authors to temporal dependencies in the input
data when designing detectors also needs to be highlighted. A few works apply ele-
mentary time series analysis to exploit temporal relations, but a thorough study of
the temporal relations is missing. Most proposals analyze traffic data once connec-
tion statistics have been computed, i.e., detection is carried out over connections
that have already occurred; therefore, an attack is detected after it starts taking
place.

2.9.5 NIDS Evaluation Beyond Accuracy

A common issue when comparing NIDS papers is the lack of an adequate framework
to evaluate and compare different proposals. Authors often use unfit metrics (we
have already discussed how some metrics that are commonplace in ML literature are
meaningless in NIDS) and obviate the evaluation of important properties beyond
those related to accuracy. Complexity, adaptation ability and resistance to attacks
towards the NIDS itself should be assessed.

Complexity is sometimes discussed in the NIDS literature (see the lower part
of Figures and but, in our opinion, this issue deserves further research
efforts. A theoretically excellent detector is not practical if response times are high
and attacks are reported only after the attacker has fulfilled his/her purpose. An
effort to collect the training complexity of NIDS proposals was made in [53], but
the computational cost associated to this phase is only critical for retraining pro-
cedures. In addition, and as we have seen throughout this survey, the operational
cost of NIDS detectors may be dependent of any other steps apart from detection
(data preprocessing, data transformation...). Such costs should be reported, as they
would indicate whether or not a NIDS may work in real time, and with how many
resources.

The evaluation of the adaptability of incremental learning approaches is also
ignored [I72]. These learning mechanisms need to be robust to noise (or attacks)
while being able to adapt to newer traffic patterns. In other words, a balance be-
tween sensitivity and robustness has to be found by means of a proper evaluation of
different variability scenarios, a fact barely discussed in NIDS that use incremental
learning.

Finally, assessments of the security features of NIDS proposals are also infre-
quent. As can be seen in Figures and there is no node representing this
aspect of the evaluation. A NIDS plays an important role in the protection of the
corporate network, and should be resistant against attacks that target it [28]. To
the best of our knowledge, the first article discussing this risk dates from 2006 [37];
posterior research also tackles this issue [217, [46), [228] [136]. After that, a reduced
number of NIDS proposals incorporate some protection mechanism, but of lim-
ited scope or without performing any evaluation [19] [305] 293]. More effort must be
placed on researching NIDS security, as well as on applying a framework to evaluate
it [47].
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Background

The second part of this thesis focuses on Android malware detection using Al
techniques, and more specifically, machine learning (ML) algorithms. To perform
the detection of Android malware using ML, Android apps need to be preprocessed
to extract the set of features that best describe their behavior. This chapter presents
basic information required to understand the contents of the following chapters.
We first describe what the structure of an Android app file is and the type of
information that can be extracted by statically analyzing its contents. Then, we
detail how supervised classifiers, a type of ML algorithms, are used to perform the
detection of Android malware using static analysis features. Finally, we describe
what obfuscation techniques are, and how they can be used to hinder static analysis
and avoid the extraction of the features used by detectors.

3.1 Android Apps

An Android app is distributed and installed via an Android Application Package
(APK) file, which is a compressed (ZIP) file containing all the resources needed (e.g.,
code, images) to execute the app. Figureshows the internal structure of an APK
file. During the building process, the APK file is signed with the private key of the
developer. To validate this signature, the APK includes the public certificate of the
developer inside the META-INF folder. This mechanism guarantees the integrity
of the APKE In a nutshell, before installing an app, Android verifies if the files in
the APK match a pre-computed signature and continues with the installation only
if the integrity check succeeds.

Android apps are generally developed in Java or Kotlin (Google’s recommended
language for Android development) and transformed into Dalvik bytecode format
during the compilation process. The Dalvik bytecode runs on the Android virtual

! Note that Android does not verifies the validity of the developer’s certificate but instead,
uses this mechanism to validate the integrity of the content within the APK. Therefore,
the developers’ certificates can be self-signed.
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machine, which serves as a platform-independent environment. Interactions between
the hardware components of mobile devices, directly managed by the operating
system, and the apps, managed by the virtual machine, are performed through API
libraries. These APIs provide a common way to access to the hardware capabilities
required by the apps. Thus, abstracting the programmer from the particularities of
devices.

The Dalvik bytecode of apps is located inside the APK in the classes.dex file. An
Android app can contain one or multiple DEX file(s) (i.e., classes*.dex). Each .dex
file can reference up to 64k methods [70], such as the Android framework methods,
other library methods, and the app-specific methods. It also includes constant and
variable definitions.

When an app has to meet very strict performance constraints, or interact di-
rectly with hardware components, Android allows developers to introduce native
components written in C and C++ (i.e., native code). For the native components,
Android provides an Android Native Development Kit (NDK) [248] that generates
native libraries in the form of Linux shared objects. Such objects are stored into
the lib folder.

cert.rsa

cert.sf

META-INF/

manifest.mf

ihi

assets/

APK

uUEu

res/

classes.dex

4{ AndroidManifest.xml }

Fig. 3.1: Structure of an APK file

The AndroidManifest.xml file of an Android app defines a set of properties and
components that the app requires from the platform in order to work. This file is
in XML format and it is divided into three main blocks or sections:

e The Application Components block defines the elements of the app that interact
with the OS during the app execution or when a specific action is requested to
the OS by the user. These components implement background functionality
(services), manage user screens and app interactions (activities), enable app
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interactions with other OS components or apps (broadcast receivers and intent
filters) and the interfaces to share data with other processes (content providers).

e The Hardware and Software Features block defines the OS properties and func-
tionalities that the app requires to function. This includes software features such
as backup support, user account management, input methods, etc. Hardware
features include elements such as the camera, bluetooth transmission, finger-
print sensor, etc. Declaring requested features is useful, for example, to prevent
an app from running on a phone that does not fulfill the required specifications.

e The Permissions block indicates the features that are required by an app but are
protected by the OS. Access to these functionalities must be explicitly granted
by the user. By default, Android apps do not have permissions to perform actions
that could compromise the OS, user information, or other apps. For example,
to access to the microphone, camera, contact list, Internet connection, location,
etc.

Finally, the res folder contains the compiled resources (e.g., images, and strings),
and the assets directory includes the raw resources, providing a way to add arbitrary
files such as text, HTML, font, and video content into the app.

3.1.1 Static Analysis of Android Apps

As will be explained in the next sections, in order to use ML methods for malware
detection in Android, the apps have to be described/characterized by means of a set
of features. In this sense, static analysis is a software technique that inspects apps to
study their characteristics without needing to execute their code and monitor their
behavior at runtime [I83]. Ideally, by means of static analysis, all execution paths
present in the code and all the information in the files of an app can be inspected.
This is done by using tools with code inspection and interpretation mechanisms
that extract understandable structures and data describing the internal functions
of apps. These include tools such as AXMLprinteIEI that enables access to fields
and components declared inside the AndroidManifest.xml file, and bakSmahﬂ, that
decompiles and converts the classes.dex file(s) to a higher level (more readable)
format.

Through static code analysis, different features can be obtained, including in-
formation about instructions, methods, classes, strings and the usage of API calls
[88]. It is also possible to build different graph structures representing the code.
These include Call Graphs, built following the call instructions (invoke) present in
the code; and Control Flow Graphs, which are created considering also the jumps
in the code caused by conditional and loop statements (if, switch, for, while...). In
both types of graphs, a node represents a method or a block of instructions that
can only be executed sequentially, i.e., a basic block; and the edges represent the
execution flow between nodes [I83].

2 https://github.com/tracerOtong/axmlprinter
3 https://github.com/JesusFreke/smali
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Fig. 3.2: Binary encoding of the strings (in orange), API calls (in black) and per-
missions (in blue) for three apps

After performing static analysis, the data obtained from APKSs is mapped into
feature vectors that represent the apps in a structured way, suitable for processing
by ML algorithms. Figure depicts a binary mapping that represents three apps
by means of their strings, API calls and permissions. It uses the values 1 or 0 to
denote whether a feature is present in an app’s code or not. Other mappings are
also possible, for example, frequency encoding accounts for the number of times a
feature is present in the app code.

3.2 Supervised Classification for Android Malware Detection

Once the feature vectors for malware and goodware apps are obtained by means
of static analysis, supervised classification ML algorithms can be used to build a
malware detection classifier with this data. Supervised classification is a popular
ML task in which the objective is to learn a mapping or classifier H:Xx - C,
where X is a space of features that describes the samples (the input), and C is the
space of class labels (the output). To do so, the ML algorithm is fed with a set of
labeled samples D = {(z!,c!), ..., (™, c")} called the training set.

In the context of Android malware detection using ML classifiers, the training
set consists of a set of labeled Android apps. Each app or sample is described as a
vector of t features x* = (z1, 2, ..., 2;) which, in the context of this dissertation,
are computed through the static analysis of its APK file. The binary class label
¢! takes a value of 0 for goodware apps and a value of 1 for malware apps. Once
the classifier is trained, given the feature vector of a new app x*, it will return its
predicted class label ¢* (0 for goodware and 1 for malware). This is what we call
throughout all this work a ML-based Android malware detector.
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3.3 App Obfuscation in Android

The performance of malware detectors is highly dependent on the information pro-
vided by the collection of features used to represent samples (apps). Accordingly,
malware authors employ obfuscation as a means to evade detection by obstructing
static analysis, rendering most features ineffective for ML classifiers used in malware
detection.

Obfuscation is the process of modifying an executable without altering its func-
tionality [322]. It aims to counteract automatic or manual code analysis. In the An-
droid context, many strategies can be applied to modify the code or resources within
the APK file: from simple operations that change some metadata to bypass basic
checks (e.g., signature-based anti-malware), to techniques that explicitly modify the
DEX code or resources of the app [328]. It is worth emphasizing that obfuscation in
Android is more common than in other binary code (e.g., x86 executables), because
analyzing and repackaging an Android app is straightforward [253]. The rest of this
Section describes the most common modifications.

A. Renaming

As we mentioned, the DEX file of an APK stores the compiled code of an app, in-
cluding the original string-valued identifiers (names) of fields, methods and classes
[I13]. Often, these identifiers leak information about code functionalities, lifecycle
components and how they interact with each other. For instance, a common prac-
tice by programmers is to add “Activity” to each Java class that implements an
activity component. The renaming technique replaces these identifiers with mean-
ingless strings, aiming to remove information about the functionality of the app.
Consequently, renaming involves modifying the .dex files and the Manifest file (An-
droidManifest.zml). Note that this technique cannot be applied to methods of the
Android lifecycle (e.g., onCreate, onPause) or Android framework components be-
cause that would break the execution logic.

B. Code manipulation

These techniques manipulate the DEX code to insert useless operations, hide spe-
cific API invocations, and modify the execution flow. The main techniques in this
category are:

e Junk code insertion (JCI) This technique introduces sequences of useless in-
structions, such as nop (i.e., no-operation instructions that do nothing). Other
JCI strategies transform the control-flow graph (CFG) of apps by inserting goto
instructions or arithmetic branches. For example, a goto may be introduced in
the code pointing to an useless code sequence ending on another goto instruc-
tion, which points to the instruction after the first goto. The arithmetic branch
technique inserts a set of arithmetic computations followed by branch instruc-
tion that depends on the result of these computations, crafted in such a way
that the branch is never taken [17].
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Call indirection (CI) This technique aims to modify the call graph and there-
fore, the CFG of the app. It introduces a new intermediate chain of method
invocations in the code, adding one or several nodes between a pair of nodes in
the original graph. For example, given a method invocation from m,1 to Mmoro
in the code, m,1 is modified to call to the start of a sequence of n intermediate
methods (m; : 1 <=1 <= n) that end in a call to m,2. In this way, the analysis
could not reveal that m,,. is actually invoked by my,.; [246].

Reflection This technique uses the reflection capability of the Java language to
replace direct method invocations with Java reflection methods that use class
and method identifiers as parameters to perform the call. This makes actual
method invocations difficult to inspect [246]. Listings and show an ex-
ample of this transformation. In Listing the method m1 (of the class My-
Object) is accessed through the operator “.” from the object instance, whereas
Listing [3.2] shows the same invoked method using the Java reflection APIL. In
this example, a java.lang.reflect. Method.invoke() object is created (lines 2-3)
and invoked (line 4) for a specific object instance (i.e., obj), whereas the class
and method names are passed as parameters of these functions.

Listing (3.1) Java direct method invocation

—

CUR W N

public class com.example.MyObject implements
MylInterface {
public Object ml(Object prm) {}

}

public Object
standardInvoke (com. example. MyInterface obj,
Object arg) {
return obj.ml(param) ;

Listing (3.2) Java reflective method invocation

U W

public Object
refectionInvoke (com.example. MyInterface
obj, Object arg) {
Class<?> cls =
Class.forName ("com.example.MyObject");
Method m = cls.getDeclaredMethod ("m1");
return m.invoke (obj, param);

C. Encryption

This technique prevents accessing to parts or the entire code or resources (e.g.,
strings and asset files) of the app by using symmetric encryption algorithms. It
involves storing the original code or resources in an encrypted form so that a de-
cryption routine, inserted in the code, is invoked whenever an encrypted part needs
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to be accessed. The decryption key is stored somewhere in the APK or calculated at
runtime. This technique introduces extra latency during app execution and severely
complicates the analysis of the functionality of the encrypted part [32§].

Listing (3.3) Java reflective method invocation with encrypted values

1 public Object
refEncrInvoke (com.example. MyInterface
obj, Object arg) {

2 String className =
decrypt ("AXubduuiao ...ZXW");
3 String methodName =
decrypt ("uibdadBUID...ncu");
4 Class<?> cls = Class.forName(className) ;
5 Method m =
cls . getDeclaredMethod (methodName) ;
6 return m.invoke (obj, param);
7 }

It is worth emphasizing that different obfuscation techniques can be combined
to improve their effectiveness. For example, encrypting the strings of reflective calls
can hide the method and class names invoked at runtime. This makes it difficult
to recover these values by static analysis of the apps. Listing[3.3| shows an example
of the application of both obfuscation techniques to the code in Listing 3.1] In
particular, the class and method names are decrypted at runtime (lines 2-3), hiding
which methods are actually invoked. Note how these values are exposed only in an
encrypted form, and could change if a different encryption key or algorithm was
employed.






4

Toward realistic AI-based Android malware
detection

As in other areas of cybersecurity research, such as in the network intrusion detec-
tion works described in the first part of this thesis, Al techniques have emerged as
promising solutions for detecting Android malware. In this regard, many proposals
have been presented to date that employ a variety of algorithms and feature sets to
create Android malware detectors. The reported results are, in some cases, impres-
sive. However, the lack of reproducibility and the absence of a standard evaluation
framework make it difficult to compare these proposals. In this chapter, we ana-
lyze ten influential research papers on Android malware detection using a common
evaluation framework.

We identify five factors that, if not taken into account when creating datasets
and designing detectors, significantly affect the trained ML models and their per-
formances. In particular, we will analyze the effect of (1) the presence of duplicated
samples, (2) label (goodware/greyware/malware) attribution, (3) class imbalance,
(4) the presence of apps that use evasion techniques and, (5) the time-changing
nature of apps. Based on extensive experimentation, we can conclude that the
ML-based detectors presented in the literature have been evaluated optimistically,
which justifies the good published performance. Our findings also highlight that
it is imperative to generate realistic experimental scenarios, taking into account
the aforementioned factors, to foster the rise of better ML-based Android malware
detection solutions.

4.1 Introduction

Over the past decade we have witnessed impressive advances in mobile devices.
Along with the hardware, operating systems (OS) designed for the mobile mar-
ket have experienced pairwise functionality improvements. With a market share
near 72% as of the last quarter of 2021 [277], the Android platform is the leading
mobile OS. It has an open source nature and is available for multiple processor
architectures. These facts, along with the availability of a well documented devel-
opment framework that enables a rich set of services (voice and image recognition,
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contactless payments, etc.), have contributed to the adoption of Android beyond
smartphones [8], 194] [78].

Coupled with this growing popularity, the increasing attention paid by malware
writers to this OS has highlighted the risks to which users are exposed [3T1]. Data
stored on mobile devices is of vital importance, sensitive for users, and has become a
valuable target for attackers. According to Kaspersky, adware and banking malware
targeting these devices were two of the main security threats in 2020, even being
detected in trusted app markets such as Google Play [174].

Aware of these problems, researchers have seen Al techniques, and more specif-
ically ML algorithms, as a promising solution for the implementation of Android
malware detectors [282]. ML methods leverage on app data to identify signals that
are useful for detecting malware. To this end, malware detection can follow one of
these strategies (or both in combination): (1) anomaly-based detection focuses on
building profiles from goodware so that deviations from those profiles are flagged
as dangerous; (2) misuse-based detection, instead, focuses on learning the charac-
teristics of both malware and goodware in order to identify their presence in new
apps [207]. Most of the Android malware detection research belongs to the second
group, relying on supervised ML algorithms [88] 281].

To perform the detection of malware using ML algorithms (either for misuse or
anomaly-based systems), apps need to be preprocessed in order to extract the set of
features that best describe their behavior. This task is performed using dynamic or
static software analysis techniques. In dynamic analysis, the behavior of an app is
monitored in a controlled environment (sandbox), where user and system interac-
tions are simulated. Static analysis is based on the inspection of the files contained
in the APK without needing to run the code. These techniques have their own ad-
vantages and drawbacks. On the one hand, through dynamic analysis, it is possible
to access the code that is loaded and executed in runtime. However, the success
of this analysis, in terms of coverage of code, greatly depends on the simulation
mechanism and the absence of sandbox evasion instruments in the apps [I]. On the
other hand, as we previously stated in Chapter [3| static analysis is able to eval-
uate all the information present in the APKs, but its success lies in the absence
of evasion techniques such as obfuscation or dynamic loading of code [210]. Both
analysis approaches are complementary and can be combined for Android malware
detection [275] 25].

One of the main difficulties faced by researchers when proposing, developing and
testing Android malware detectors is the absence of a common and realistic evalu-
ation framework. This framework should include appropriate and labeled datasets,
essential for training and/or testing ML algorithms. However, the literature shows
that authors opt for building ad-hoc, custom datasets by downloading app samples
from different sources and labeling them using tools such as VirusTotaﬂ This pro-
cess is not only expensive, but also complicates the reproducibility and comparison
of ML-based malware detection proposals.

! https://www.virustotal.com
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The issue of reproducibility is aggravated by the unavailability of the code that
implements the proposed methods, or by the omission in their respective publica-
tions of important details that allow their implementation. For methods using ML
algorithms that require tuning a large number of parameters in order to perform
properly [232)], this information is not often provided. The same is true for the eval-
uation procedures. In many cases, they are not clearly described or are designed
assuming very optimistic scenarios [9, 232].

The main objective of this chapter is to perform a fair comparison of An-
droid malware detection proposals already published in the literature, shedding
light about their actual effectiveness. Given the vast amount of proposals presented
over the years, as well as the absence of common and realistic evaluation criteria,
performing a fair comparison of methods is not a straightforward task. We have
chosen 10 popular detectors based on static analysis that use different features
and ML methods, and compared them under a common evaluation framework. In
many cases, a re-implementation of the algorithms used in the detectors has been
required due to the lack of the original authors’ implementations. The result of this
extensive implementation and experimental work is, to the best of our knowledge,
the most comprehensive comparative study on Android malware detection methods
presented to date. The scientific contributions of this chapter are summarized as
follows:

1. We present a number of factors that negatively affect the accuracy of Android
malware detectors. In particular, we consider five conditions that are present in
real life but are often ignored when proposing malware detectors: (1) datasets
contain a large amount of apps that are almost identical to others; (2) there is
not always agreement on what is goodware and what is malware, and some apps
lack enough consensus to be considered malicious or benign; (3) there is more
goodware than malware; (4) malware authors may resort to evasion attempts
using obfuscation techniques; and, (5) the time-changing nature (evolution over
time) of malware and goodware. Then, we argue that it is imperative to consider
all these factors when designing and evaluating Android malware detectors in
order to provide realistic performance values.

2. We analyze the performance of state-of-the-art ML-based Android malware
detection approaches when the above factors are taken into account. For this
purpose, we selected 10 highly influential detectors that make use of static
analysis techniques. We show that the outstanding performances provided by
the authors of these approaches are unrealistically optimistic due to design and
evaluation flaws.

3. We highlight the lack of reproducibility of published work in this area. In this
sense, we make the code and datasets used in this comparative work publicly
available.

The structure of this chapter is organized as follows. Section [4.2] reviews the
most important works related to the topic of this chapter. The state-of-the-art de-
tectors based on supervised ML classifiers that are considered in this chapter are
presented in Section Section [£.4] describes how datasets for malware detection
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are typically built, their limitations (factors that should be considered when con-
structing them but are often ignored) and the reproducibility problems that the use
of custom datasets entails. In Section [4.5] we present our experimental setup. Sec-
tion 6] discusses the limitations of the selected Android malware detectors based
on the analysis of the factors identified in Section [£.4] Section [£.7] discusses the
characteristics that a realistic evaluation framework should take into account for
Android malware detection. We conclude this chapter in Section [4.8]

4.2 Related Work

Android malware detection is a well-studied area in the information security litera-
ture. Despite this, only a few experimental studies have focused on analyzing what
factors impact the performance of malware detectors, which is the main theme of
this chapter. Most of them focus their analysis on a small group of detectors with
similar characteristics. To date, the most comprehensive study is [232]. This article
analyzed two different sources of bias in the evaluations of three detection algo-
rithms. The first, known as spatial bias, comes from the differences between the
proportion of samples from each class in the dataset. The second type, temporal
bias, is related to the inclusion of future knowledge during model training. Experi-
ments to test for spatial bias concluded that the ratio between classes is determinant
in the results reported by the authors. Experiments on the impact of temporal bias
demonstrated that models tend to misclassify malware as time passes, whereas the
accuracy of goodware remains stable over time. The conclusions drawn from this
work are similar to those obtained in two other previous studies, each of which
considers only one detector in their experiments [251] 9].

The use of obfuscation techniques with malware apps to evade detection was
studied in [247]. The work presented an analysis for ten Android commercial anti-
virus products, testing them by applying different obfuscation techniques to mal-
ware. The results proved that all the analyzed tools worsened their effectiveness to
detect malware with at least one type of obfuscation. This work served to highlight
the weaknesses of these commercial solutions. However, given that the details of
the detectors are not public, specific conclusions about how obfuscation may affect
ML detectors for Android cannot be drawn from this study. Another work assessed
the ability of a ML malware detector for Windows to identify packedﬂ malware [4].
An extensive set of experiments was performed to confirm whether packed samples
were identified due to the presence of traces left by packers or by the behavior of
the sample. The authors concluded that ML detectors relying on static analysis fea-
tures tend to focus on signs of obfuscation. Thus, putting in question the feasibility
of these approaches against Windows malware due to the amount of false positives.
Nonetheless, further studies need to be conducted to evaluate if these findings also
apply to Android malware detectors.

2 Developers of malware apps use packers to evade detection and analysis. A packer tool
compresses and encrypts together data, resources and the code of executable files. These
elements are unpacked and executed at run time.
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The presence of duplicates in datasets when designing and evaluating detectors
is partially discussed in [280]. Preliminary experiments are carried out for two
ML detectors, one based on the usage of API calls and one using permissions.
The authors of that work postulate towards the existence of a relation between
duplicates and the obtention of overestimated performances for models. However,
additional analysis would be required to confirm this hypothesis, as the implicit
reduction of the size of the dataset for extreme duplicate removal configurations
(using ample similarity thresholds) may eventually originate similar results.

In summary, previous works have focused on the analysis of some specific eval-
uation flaws affecting detectors, including: spatial bias [10, 251 [232], temporal bias
[10, 232], the impact of obfuscation [247, [201] or the influence of duplicates in the
data [280]. However, these analyses were conducted over a small number of methods
[251], @, 280], in some cases, making use of similar feature sets [232]. Some studies
were not deep enough [280] or were performed exclusively for commercial black-box
detectors, so that the details about their detection mechanisms, i.e., their features
or whether they are based on signatures or ML algorithms, are not disclosed and
results cannot be extrapolated [247, 201]. None of these published works has taken
into consideration the bias caused due to the removal from datasets of apps that are
neither clearly goodware or malware, or has analyzed the effect of using different
thresholds to label an app as malware on many existing detectors. Thus, we believe
that a more comprehensive analysis, that includes all the identified factors and
a higher number of detectors using different features and ML methods, becomes
mandatory in the Android malware detection area. This chapter not only provides
a comparative framework that evidences the lack of realistic proposals and illus-
trates many extended design and evaluation biases, but also, gives recommendations
towards the proposal of realistic malware detectors.

4.3 Android Malware Detectors

For this analysis we selected 10 malware detection methods for Android. Eight of
them are selected because they have been published in in top-tier journals and
represent the most important papers in this area of study, in terms of relevance,
according to IEEExplore, Scopus and Google Scholar. We have also added two
additional proposals, which have been considered in other experimental comparative
works, namely the Drebin [24] and BasicBlocks [9]. All of these are misuse-based
detectors, using different supervised ML classification algorithms and with different
sets of features extracted from the apps. In addition, given the large number of
features they obtain from APKs, some approaches apply dimensionality reduction
algorithms [207].

Table [I.] outlines the key aspects of these detectors. As can be seen, they were
published between 2014 and 2019. Due to the lack of standard datasets, an aspect
which is studied in depth in the next section, they all used custom collections of apps
to perform their experiments. In many cases, for these proposals, sample selection,
class ratios or labeling criteria not only vary, but are not properly documented
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Table 4.1: Android malware detection methods included in this analysis. They are
the most relevant works according to the literature

Pub. Dataset . Dim. ML Reported
Method Year (#samples) APK Features | Encoding Reduction|Algorithm| Performance
- Google Play’(1846) Permissions . Bayesian TPR: 0.955
. s € ) . _ )
AndroDialisys ] | 2017 Drebin (5560) Intent Filters Binary Network FPR: 0.044
. Google Play’(52000) . . . , Random TPR: 0.91
BasicBlocks [9] 2016 Android Genome (1 260) Basic Blocks Binary |Mutual Info Forest Precision: 0.94
Permissions
App. Components
. Benign'(123 453) Hw. Components . , TPR: 0.939
Drebin 2] 2014 Drebin (5560) Intents Binary - SVM FPR: 0.01
Strings
APT calls
. 1 Permissions e .
DroidDet [334 2018 G(?O"]e, Pldyl (1065) Intents Binary | tf-idf rank Rotation TPR 0.884
y VirusShare'(1065) Forest  |Precision: 0.886
API calls
Google Play’(20 000) s R
DroidDetector [323] | 2016 | Android Genome (1260) Permissions Binary |Mutual Info DBN TPR: 0.981
? ! API calls FPR: 0.201
Contagio'(500)
. . .| Google Play™(5 560) ) . . . Random TPR: 0.968
HMMDetector [57] | 2016 Drebin (5560) Opcodes Sequence HMM Forest Precision: 0.96
. .| Google Play’(12026) Intents Binary and |, TPR: 0.931
ICCDetector [310] | 2016 Drebin'(5264) App. Components| frequencies Mutual Info SVM FPR: 0.006
Google Play’(8447) ) o
MaMaDroid [222] |2019 Drebin (5560) API call graph |Frequencies - R;“:{‘?i“ P;}:Eﬁ%@,
VirusShare'(29 933) ores catsion: B9
App. Components
Intents
Google Play'(20000) | Hw. Components TPR: 0.99
MultimodalDL [164]| 2018 |Android Genome (1260)|  Permissions Binary - DL Precisién‘AO 08
VirusShare’(20 000) Opcodes T
Strings
API calls
Benign'(6 993)
Android Genome (1 264)
- . Drebin'(2764) o . | Sequential | Nearest TPR: 0.951
PermPair [21] 2019 Contagio'(250) Permissions Frequencies removal | Neighbors FPR: 0.042
Koodous*(2975)
PwnZen'(300)

! Unspecified set or labeling criteria from this source.
2 In the original paper, authors use a filtered set of API calls without stating the criterion used to extract this set. As this
information is unavailable, we decided to use Mutual Information to select the most important API calls based on the

training data.

also. This makes it difficult to reproduce the experiments, compare proposals or
measure their contribution level. Furthermore, none of their authors, excepting
those of HMMDetector and MaMaDroid, have made their code publicly available,
hindering the possibility to re-run the detectors, and complicating their use for
comparison purposes. Because of these, a direct comparison of the performances
reported in the corresponding articles does not provide useful information.

Given the unavailability of the code of most of the detectors, we have had to
re-implement them in order to perform the experimental analysis contained in this
chapter. We tried to reimplement every proposal in the best possible way, so that we
can offer fair and accurate comparisons. However, this was a complex task, mainly
due to the lack of details concerning crucial aspects such as parameter values, the
feature extraction and training processes of the classifier, etc. The most problematic
approaches in this sense have been MultimodalDL and PermPair. Unfortunately, we
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were unable to implement MultiModalDL [164], due to its complexity and the omis-
sion of information regarding feature computations (number of centroids, thresholds
for similarity computation). As for PermPair [21], we implemented the detector as
indicated in the original publication. However, the results obtained by us are far
from those originally reported by the authors. For these reasons, we omit these
works from subsequent analysis.

We have implemented the remaining eight malware detectors listed in Table [41]
in Python languageﬂ To obtain the feature sets specific to each detector, we used the
Androguard framework [75], a widely-used static analysis and reverse engineering
tool for Android APK files. For dimensionality reduction, ML algorithms and the
assessment of the performance of detectors, we employed well-established libraries
such as scikit-learn [231] and numpy [127]. Our goal is not only to perform a
comparative analysis between Android malware detectors, but also to contribute
to the reproducibility and progress in the area by releasing our programs and the
instructions for their use in our GitLab repositor

4.4 Datasets. Drawbacks and Reproducibility Issues

When building a supervised classifier, the dataset and the procedures used for train-
ing and evaluation are key factors in order to develop robust and well-performing
models [128]. Consequently, for ML-based malware detection, the collection of apps
and the process for their generation are particularly important, both in terms of
applicability to real-world scenarios and reproducibility. In this section, we identify
and discuss a set of factors that must be considered when creating datasets. We
then describe the datasets most commonly used by the Android malware detection
research community, pointing out their main drawbacks from the point of view of
the identified factors.

4.4.1 Factors Under Analysis

We have identified five factors that have a major impact on the performance of
ML based malware detectors for Android, and that should be considered when
creating the datasets used to train and evaluate them. It should be noted that, in
our opinion, these factors are very important, but this does not imply that they
are the only influential aspects in the design and evaluation of malware detectors
based on supervised classification.

4.4.1.1 REDUNDANCY

The purpose of Android malware detectors is to identify every type of malware re-
gardless of their level of incidence. This includes a wide range of samples pertaining

3 In the case of DroidDetector [323], we were able to implement the detector assuming
that feature selection was used to identify the set of most relevant API calls used by
the algorithm.

4 https://gitlab.com/serralba/androidmaldet_comparative
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to different malware families and subfamilies. Typically, malware samples within
a family or subfamily exhibit analogous code and data structures to perform the
same malicious activities [299]. This characteristic of malware results in datasets
with groups of samples that are very similar from the point of view of detectors.
This means that, within these groups, samples tend to be represented using identi-
cal feature sets, resulting in redundancies in the data fed to ML models. On the one
hand, redundant samples in the training set cause bias in ML algorithms because
decisions towards groups with many representatives have a great impact in the
accuracy of the model [128]. This makes models to ignore non-redundant samples,
since predictions for these instances yield little improvement in accuracy. Resulting,
thus, on detectors with a limited ability to identify uncommon (less represented)
forms of malware. On the other hand, the presence of duplicates in the evaluation
set leads to inflated or poor performances, depending on whether or not these large
groups of similar apps are correctly classified. Even if the presence of duplicates or
very similar apps has an important effect on the results obtained by a detector, to
the best of our knowledge, only preliminary work has considered it as an issue [280].
As a matter of fact, none of the detectors considered in our comparative analysis
were assessed taking into account redundancies in the data as an major source of
bias.

4.4.1.2 LABELING-GREYWARE

One of the main problems when building datasets for Android malware detectors
based on supervised classification lies in the need to have labeled samples. The true
nature of an app is not known in many cases. This implies that apps need to be
analyzed in order to assign them a label concerning their maliciousness. Ideally, la-
beling should be carried out manually, by experts, to guarantee the highest number
of error-free labels. However, using human annotators to perform this task is costly,
both in terms of time and resources [I84] and it is not error-free either. Accord-
ingly, researchers usually rely upon automatic procedures to label their customized
datasets.

In the simplest labeling approach, apps are labeled according to the source they
were obtained from [21], e.g., those downloaded from trusted repositories (such as
Google Play) are goodware, whereas those from repositories such as VirusShare
are labeled as malware. This procedure relies on the analysis, either automatic
or manual, performed by the managers of these repositories. In other cases, apps
are scanned using a collection of antivirus programs and labeled depending on the
number of positive (malware) alerts [273]. In this context, VirusTotal is a tool that
allows users to upload files, including APKs, and scan them using a collection of
antivirus engines. VirusTotal results, based on the number of positive alerts raised
by a file (we refer to this number as VID, from VirusTotal Detections), are widely
used as the criterion to label samples. To this end, a common procedure makes
use of thresholds to establish the level of consensus required to label an APK as
malware or goodware [255].
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Leveraging on the VTD leads authors to decide what threshold is adequate for
malware and goodware, so it is common to find disparities in the literature. For
example, [251] set a threshold of VID>10 to flag an app as malware, while in [232],
authors set this threshold at a much lower value of 4. In both cases, the condition
for labeling an app as goodware was set to VI'D=0. The choice of thresholds not
only means that the malware or goodware definitions vary among articles, but also
influences the amount of apps that fall between these categories. These apps, which
we refer to as greyware, lack enough consensus by antivirus programs to be consid-
ered as goodware or malware with guarantees. Because of that, many researchers
discard these apps when training their detectors. However, greyware is an impor-
tant part of the Android ecosystem [I11] and will appear whenever the detector is
deployed in a real environment. Thus, discarding them at training time will hinder
the effectiveness of a detector once deployed. Indeed, even if common thresholds
were applied to label the data, the VID value provided by VirusTotal changes
over time [335], for example, due to engine updates aimed at improving detection
capability, or as engines are added or removed from the platform. Consequently,
disparities may occur between models validated with exactly the same collection of
apps but labeled at different times [255].

4.4.1.3 IMBALANCE

The third factor we consider is related to the ratio of malware and goodware in the
dataset, especially in the data used for training. In real life, most apps are innocuous
in the security aspect, with the actual proportion of malware being about 10% of
the total number of Android apps [232], but with this ratio being highly dependent
on the particular market from which apps are downloaded [I12] [I87]. As can be seen
in Table researchers have trained their detectors following their own criterion
and assuming different class proportions. However, the choice of the class ratio is
important when training ML models, since classical ML classifiers tend to be biased
towards the majority class in highly unbalanced scenarios. Therefore, ignoring class
imbalance can lead to a false perception about the true performance of detectors
under real working conditions [232].

4.4.1.4 EVASION

Some malware authors are aware that their apps will be examined by malware de-
tectors, so they try to bypass detection by using different evasion techniques. As
technology evolves, different threats may appear and authors should be aware that
their systems will be the target of attacks. Thus, a proper evaluation of the robust-
ness of malware detectors against such threats should be taken into consideration.
Unfortunately, none of the proposals included in this comparative work have con-
sidered the effects of evasion techniques, such as obfuscation, in their evaluations.
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4.4.1.5 EVOLUTION

The last factor we highlight is related to the time-changing nature of malware and
goodware. This implies that the behavior of apps rarely remains static for a long
time. Thus, the characteristics of newer or mutated apps may differ from those
obtained from apps observed earlier, during the training of a detector. Despite
that, most authors design and/or evaluate their ML detectors on the assumption
that future malware and goodware will remain similar to that used at design time
[251, 232].

4.4.2 Available Android Datasets and their Drawbacks

Android datasets that are used for building supervised classifiers consist of collec-
tions of apps and their associated labels, which indicate whether an app is malware
or goodware. We have searched in the literature for datasets of Android APKs de-
signed for research on misuse-based Android malware detectors, and have found
five popular ones. Their characteristics have been summarized in Table taking
into account all the factors identified in the previous section.

Table 4.2: Characteristics of popular Android Malware Datasets. The “?” symbol
means that no information about this characteristic is reported

Labeling method Obfuscated |Redundant

Dataset Time period (Type of labels) #samples samples samples Timestamps
Android Genome [333]| 2010-2011 Manual (Binary) 1260 malware ? ? X
Drebin [24] 2010-2012 | VirusTotal (Binary)| 5560 malware ? ? X
AMD [299] 2010-2016 Hybrid (Binary) | 24553 malware ? ? X
CICAndMal2017 [I77]| 2014-2017 |VirusTotal (Binary) séfag ;ﬂ‘gi;ie ? ? X
AndroZoo [1]' 2011- VirusTotal (VTD) |13 045285 mixed ? ? v

! This dataset is continuously growing

In two of the reported datasets (Drebin and CICAndMal2017), the labels of
the samples were obtained by setting some threshold over the VID. For example,
in Drebin, an app is tagged as malware when its VID>2, for a subset of eight
antivirus engines from VirusTotal that are selected as reliable by the authors. Only
the Android Genome dataset was built based on manual labeling. A combination of
both labeling approaches was used in the AMD collection: automatic labeling was
first carried out using VirusTotal to filter and cluster apps into malware families,
and then a small subset from each family was manually verified. Finally, note that
AndroZoo does not provide labels, supplying VID values instead —so it is up to the
user how to use this information for labeling.

To properly train detectors based on ML classifiers, both malware and goodware
samples are needed. Ideally, greyware should also be included. Nonetheless, Drebin,
Android Genome and AMD comprise exclusively malware samples and only Andro-
Zoo allows samples to be labeled as greyware. Another drawback of these datasets
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is related to obfuscated malware. In this sense, the authors neither identify, or ex-
plicitly include, obfuscated versions of malware, which makes it very difficult to
analyze the possible effects of evasion attempts on the performance of detectors.
Something similar occurs for redundant samples, as none of the papers describing
the datasets provide information about their presence.

Finally, as can be seen in Table most of these datasets were created more
than five years ago and may contain old-fashioned malware. The most recent dataset
is CICAndMal2017, which comprises a small set of apps released between 2014 and
2017. This small number of instances may not be enough for training and evaluating
anti-malware methods based on some ML algorithms [249]. In addition, in most
cases the samples included in these datasets cover only a small period of time or
their release date is not available. These facts complicate the elaboration of proper
analysis about the evolution of the characteristics of apps.

The limitations of these datasets have led researchers to build custom datasets,
in a similar way as AndroZoo was created, i.e., by combining APKs downloaded
from various sources or repositories. AndroZoo constitutes the most important pub-
lic source of Android apps for researchers [II]. Sources of AndroZoo include app
marketplaces (such as Google Play), malware datasets, torrents and different mal-
ware repositorie Since 2011, these sources are continuously tracked to keep the
collection up to date. Additionally to the APKs, AndroZoo provides a file with in-
formation about the apps contained in the dataset. The contents of this file, which
is updated daily, can be used to filter the samples to be downloaded according to
different criteria, such as the market from which an APK was obtained, the SHA
and the date of the APK, and the VTD value.

From the above discussion, it is clear that the decisions made by the authors
during the construction of custom datasets make them unique, and that particulari-
ties of these datasets influence the performance of detectors. Moreover, performance
is not only dependent on the data used, but also on the design of the experiments
using these data. In our opinion, and as mentioned in the previous section, the
use of different datasets and the consideration of different guidelines in the design
of the experiments, makes the comparison of the metrics reported for these pro-
posals meaningless, entails an obstacle to the reproducibility and seriously impairs
progress on this relevant topic.

4.5 Experimental Setup
In this section we present the experimental setup devised for this chapter. We

describe the datasets used, the process to build and evaluate the Android malware
detectors and the evaluation metrics considered to measure their performance.

5 For example: ContagioDump (https://contagiodump.blogspot.com/), Koodous
(https://koodous. com), VirusShare (https://virusshare.com/)).
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4.5.1 Master Dataset

Our starting point is a “master” dataset that allows us to derive datasets use-
ful to evaluate on the selected detectors every factor presented in Section
i.e., REDUNDANCY, LABELING-GREYWARE, IMBALANCE, EVASION and
EVOLUTION.

To build our master dataset we selected apps from AndroZoo, taking into ac-
count their origin, the reported VITD and the date. We use apps from Google Play,
AppChina and VirusShare. The date of the apps was used to select 100 monthly
samples of each class (malware, goodware and greyware) during the period starting
from January 2012 to December 2019. As we mentioned earlier, there is a lack of
ground truth in the area, and automated labeling methods based on VirusTotal
have become commonplace. Given the lack of standard criteria in the literature to
interpret the results obtained from VirusTotal [255], in this chapter we resort to
a simplified but operational automated labeling method: the use of VTD values
and the application of a set of pre-defined thresholds. With this method we have a
practical definition of what is goodware, what is greyware and what is malware that
allows us to fairly compare detectors and to show different sources of experimental
bias. In particular, we used the median of the thresholds used in two previous works
[251], 232] to label the malware, i.e., a VITD>7. Goodware samples were considered
as those with VI D=0, whereas samples with a 1<VTD<G6 rating were labeled as
greyware. Moreover, we restricted our analysis to samples discovered at most in
2019 to ensure that malware signatures for samples in our dataset are well stabi-
lized. Such criteria are in concordance with what is recommended in [335] to obtain
reliable labels from VirusTotal.

In total, our master dataset consists of 28,800 samples. The complete list of
APKs and the instructions to download this dataset, along with our code, are
available in our GitLab repository. In contrast to the datasets introduced in Sec-
tion this dataset is more comprehensive as: (1) it considers greyware; (2) it
provides a sufficiently large number of goodware, malware and greyware samples
to properly train and test ML detectors; (3) it considers a larger time period and
the organization of samples by months allows us to split our dataset according
to the age of the apps. Additionally, compared to the datasets used for training
the detectors included in this analysis (see Table , the procedure followed to
build our master dataset and its derived datasets is more systematic, rigorous and
transparent.

4.5.2 Model Training and Assessment Process

For model construction and evaluation, the dataset is divided into training and test
partitions. In order to obtain unbiased results, the test partition is always kept as
a completely separate set and is never used for training nor for feature engineer-
ing processes (extraction, preprocessing or dimensionality reduction). The model
parameters are selected using standard k-fold cross validation (with k = 5) within
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Table 4.3: Evaluation metrics used in this chapter
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the training set and following a grid search approach. In scenarios where EVOLU-
TION is considered because the distributions of the data are assumed to change
over time, time-aware k-folds are used [20], i.e., all the apps of the evaluation sets
are more recent than those for training. In all cases, folds are created maintaining
the original ratio between the classes in the given experimental scenario. This is a
common process in the ML literature for estimating the generalization error of the
final model [128].

4.5.3 Evaluation Metrics

We considered a set of evaluation metrics (see Table which are common in the
ML and computer security literature [207]. The TPR, the FPR or precision make use
of: true positives (TP), which indicate the number of correct positive predictions;
false positives (FP), that account for the number of incorrectly predicted negative
elements; and P and N, which make reference to the number of positive and negative
elements in the data. F1 represents the harmonic mean between precision and TPR,
A can 18 the arithmetic mean of the accuracies for the positive and negative classes,
and the kappa statistic quantifies the level of correlation between the predictions
made by a classifier and the actual labels in the data (P, being the accuracy of
the detector, P, being the weighted sum of the predictions, p; being the actual
proportion of samples of the class k£ in the data and pj being the proportion of
samples predicted as pertaining to class k). Unlike the F1 score (as it does not
consider True Negatives), the kappa and A,,c., metrics are especially useful under
unbalanced problems.

4.6 Comparative Analysis

In this section we run a complete set of experiments, designing specific scenarios to
analyze the effect of the factors presented in Section [4.4.1] First, a basic scenario
is used as the departing point for subsequent experiments. In all scenarios, the
selected detectors are compared in equal conditions.
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Table 4.4: Composition of Balanced and Unbalanced datasets derived from the
2012-2015 period of the Master Dataset

Training Testing
Y%malware |%goodware . || Y%malware |%goodware .
(#samples) | (#samples) ratio (#samples) | (#samples) ratio
Balanced | 70% (3360) | 70% (3360) | 1:1 || 30% (1440) | 30% (1440) | L1
Unbalanced| ~7% (~336) | 70% (3360) |~1:10|| ~3% (~144) | 30% (1440) |~1:10

Departing from the master dataset, two different datasets have been extracted,
namely balanced and unbalanced (see Table . For the balanced case, it is as-
sumed that malware and goodware are equally probable. Thus, from the period
2012-2015, ~70% of all the goodware and ~70% of all the malware are uniformly
sampled on a monthly basis and used for training, keeping the remaining 30% of
the samples for testing purposes. On the contrary, under the unbalanced configura-
tion, malware is assumed to be less frequent than goodware and, consequently, the
malware is downsampled to become ~10% of the goodware. This process is per-
formed by randomly sampling malware on a monthly basis according to a Gaussian
distribution with parameters N(0.1,0.02).

4.6.1 Baseline Scenario

Before analyzing the scenarios related to each factor, we test detectors under the
most basic and unrealistic assumptions, i.e., discarding greyware, considering a
balanced ratio between the classes, omitting evasion attempts and ignoring the
evolution of the apps. The aim of this scenario is to mimic the (favorable) condi-
tions that are commonly assumed in the literature and try to reproduce the results
obtained in the original papers.

As shown in Table half of the detectors showed promising detection perfor-
mances in this scenario, achieving detection rates (TPR) over 0.8 and moderately
low false positives of about 0.1. The best detector under this scenario in terms
of summary metrics (0.91 for kappa), despite being one of the first works in the
area, was Drebin, with TPR and FPR values of 0.95 and 0.04, respectively. An-
other two well-performing detectors were DroidDet and MaMaDroid, with similar
kappa figures of 0.84, despite using different features and ML algorithms. The good
results reported for some methods contrast with those obtained for DroidDetector,
HMMDetector and AndroDialysis. Given the high number of false positives of these
detectors (above 20%), one could conclude that these models are inappropriate even
under optimistic working conditions.

4.6.2 Redundancy Scenario

This scenario aims to study the impact of the presence of very similar samples in
Android datasets. To this end, we filter out malware and goodware apps from our
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Table 4.5: Performance of detectors for the baseline scenario

Method TPR|FPR|Precision| F1 |A,.c.n|Kappa
AndroDialysis|0.848(0.291| 0.744 |0.792| 0.778 | 0.556
BasicBlocks [0.823|0.097| 0.894 |0.857| 0.863 | 0.726
Drebin 0.953]0.043| 0.956 [0.955| 0.955 | 0.910
DroidDet [0.936]|0.088| 0.913 ]0.925| 0.924 | 0.848
DroidDetector |0.472(0.335| 0.585 |0.523| 0.568 | 0.137
HMMDetector|0.8240.560| 0.595 |0.691| 0.631 | 0.263
ICCDetector |0.800[0.093| 0.895 [0.845| 0.853 | 0.706
MaMaDroid [0.930(0.085| 0.915 [0.923| 0.922 | 0.845

initial balanced dataset. This is done by computing intra-class similarities between
samples and then applying the algorithm proposed in [280]. The algorithm works
by randomly selecting one sample at a time and removing the samples lying in its
neighborhood, according to an € radius threshold.

For our experiments, we use call frequencies of APIs as the representation of apps
and the Euclidean distance to compute the degree of similarity between samples.
The intuition behind the consideration of this representation lies in that API call
frequencies make reference to both the set of API calls that describe the actions
carried out by apps, and the prevalence of these calls in the code. Thus, we assume
that when the Euclidean distance for two slightly different apps is below or equal
to €, both apps perform identical actions, e.g., they are variations of the same app.

We perform the filtering process using a redundancy tolerance value € equal to
0, which means that we consider as duplicates two apps with ezactly the same API
call frequencies. As a result of this process, a dataset without exact duplicates is ob-
tained. A summary of the characteristics of this dataset are presented in Table [1.6]
As can be seen, the size of the malware subset is reduced substantially (almost half
of the malware was filtered out), whereas for goodware the number of removed du-
plicates is considerably smaller. Details about the groups found for malware during
the deduplication process are shown in Figure It depicts the number of groups
found in the malware dataset arranged by group size. As can be seen, our filtered
dataset is heterogeneous in terms of unique malware behaviors. More specifically,
2285 samples only contain a duplicate, which represent 88% of the filtered mal-
ware. Groups with a small number of duplicates represent the majority of the data,
with 70% of the original malware containing less than 10 identical samples. Large
groups are also present. In this regard, about 2% of the resultant malware groups
have more than 10 duplicates.

In order to confirm the influence of the presence of very similar apps in the gen-
eralization ability of ML models, the results for detectors trained with filtered dataﬁ
and evaluated with the unfiltered test set used for the baseline scenario are shown in
Table [£.7] As can be seen, almost all approaches improve their performances, with

6 As in the baseline scenario, a balanced ratio between goodware and malware is used for
training. This is achieved by randomly downsampling the majority class (goodware).
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Table 4.6: Composition of the full dataset used for the filtered scenario (data from
2012 to 2015)

Dataset |#malware|#goodware
Original 4800 4800
Filtered 2588 4291
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Fig. 4.1: Number of malware groups per group size. Note the logarithmic scale in
the Y axis.

Table 4.7: Performance of detectors trained using the filtered dataset and evaluated
with the baseline test set

Method TPR|FPR|Precision| F1 |A,.c.n|Kappa
AndroDialysis [0.904|0.365| 0.712 |0.796| 0.769 | 0.538
BasicBlocks [0.893]0.044| 0.952 ]0.922| 0.924 | 0.849
Drebin 0.933]0.031| 0.966 [0.949| 0.950 | 0.901
DroidDet [0.933]|0.056| 0.942 ]0.937| 0.938 | 0.876
DroidDetector |0.6540.403| 0.618 |0.635| 0.625 | 0.250
HMMDetector|0.796{0.488| 0.619 |0.697| 0.653 | 0.307
ICCDetector |0.800[0.053| 0.937 [0.863| 0.873 | 0.747
MaMaDroid [0.914]0.046| 0.951 |0.932| 0.934 | 0.868

similar TPR and lower FPR values, compared to the results for detectors trained
with the unfiltered training set (see Table . Among the most benefited meth-
ods in terms of performance are ICCDetector and BasicBlocks, with improvements
of 5% and 16% in their kappa values, respectively. The results observed for this
scenario support the hypothesis that duplicate samples in the training set result
in biased models, since accurate predictions for these large groups at training time
result in higher accuracy, and the models are less prone to pay attention to minority
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Table 4.8: Performance of detectors trained and evaluated with filtered sets

Method TPR|FPR|Precision| F1 |A,.c.n|Kappa
AndroDialysis|0.913|0.362| 0.716 |0.802| 0.775 | 0.551
BasicBlocks [0.880(0.065| 0.930 ]0.904| 0.907 | 0.814
Drebin 0.925[0.056| 0.942 [0.933| 0.934 | 0.868
DroidDet [0.926]|0.073| 0.926 |0.926| 0.926 | 0.853
DroidDetector|0.7280.395| 0.647 |0.685| 0.666 | 0.332
HMMDetector|0.774]0.545| 0.586 |0.667| 0.614 | 0.229
ICCDetector |0.797[0.070| 0.918 |0.853| 0.863 | 0.726
MaMaDroid [0.900(0.072| 0.925 ]0.913| 0.914 | 0.828

groups. Thus, removing duplicates from training is translated into models that are
able to generalize better to different types of instances.

The previous experiment was carried out with an unfiltered test set. However,
to evidence the impact that the presence of duplicates in the testing set has on
the reported performances, we perform evaluations using a filtered test set. Table
depicts the performance for detectors both trained and evaluated using data
without duplicates. Among all the methods, the best scoring are Drebin and Droid-
Det with kappa values of 0.86 and 0.85, respectively. However, as expected, most
detectors report lower detection performances in this scenario than in the previous
experiments (see Table and Table [.5). With duplicates in the test set, cor-
rectly identifying larger groups has a significant positive effect on the measured
performance, whereas erroneously classifying these groups penalizes it. This effect
disappears when duplicates are removed and only one representative per group is
left. Therefore, the measured performance is a better indicator of generalization
ability of detectors.

4.6.3 Labeling-Greyware Scenarios

As previously mentioned, manual, exhaustive and error-free labeling is not afford-
able. For this reason, the community has agreed to use tools such as VirusTotal
to automatically label apps. In this sense, using thresholds on the VTD value is
the most common class separation criteria. However, different interpretations and
thresholds have been used, which impacts on the obtained datasets. Two interesting
analyses arise here: (1) how the selection of the threshold affects performance and,
(2) what is the behavior of detectors when they examine apps that were discarded
during labeling.

First, we evaluate how the selection of different criteria for labeling datasets
affects detectors and thus, the reported performance. Specifically, we want to ana-
lyze whether the uncertainty and difficulty of the problem is greatly reduced when
higher VTD values are used for labeling malware. To do so, models are trained sim-
ilarly to the baseline scenario, i.e., using a balanced ratio between both classes with
samples selected from 2012 to 2015, but varying the threshold used for labeling.
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Results for this experiment are shown in Table[4.9] As can be seen, the TPR of
models is directly correlated with the VID used for labeling the dataset i.e., the
higher the VTD, the higher the TPR of the detector. The contrary is true for the
FPR, since it follows a reverse trend with respect to the VI'D. This confirms that
the malware detection problem becomes easier whenever the separation between
both classes, in terms of the VID, is enlarged. Figure exhibits this effect for
the values of A,,cqn obtained for the different detectors.

The second scenario is devoted to show how detectors behave when facing grey-
ware. Specifically, we want to analyze whether the uncertainty and difficulty of the
problem increases when adding greyware and, thus, the omission of these apps re-
sults on the oversimplification of the problem and leads to unrealistic and unfair
evaluations. To do so, models are trained using the balanced dataset and tested
exclusively on greyware samples from the period between 2012 and 2015.

We have compiled the responses of the detectors when classifying greyware sam-
ples in Table G indicates how many input samples are identified as goodware,
whereas M refers to how many samples are classified as malware. The total results
are in the right column of the table. The other columns show the partial results for
the input samples grouped by their VTD scores. As can be seen, on average 35%
of the total samples are considered goodware by detectors. As expected, the results
show certain correlation between the VIT'D and the decisions made by the detectors:
given an app, the higher its VTD is, the more likely the detectors are to classify it
as malware. We can observe a high uncertainty for samples with lower VTD val-
ues, explaining why authors opt to discard greyware from their experiments. As a
result, the problem solved by detectors is simplified, therefore providing artificially
boosted performance results and hiding an effect that will appear in real-working
conditions.

In addition, we also analyze how the VTD value and thus, the labels, change over
time. For the labeling of our dataset we used the VTD scores provided by AndroZoo.
We completely reanalyzed the apps in our dataset with VirusTotal and computed
the confusion matrix to represent the label swaps between the two analyses. As
can be seen in Table most swaps occur for the greyware class. In this sense,
more than half of the apps change their label from greyware to goodware (27.2%)
or malware (28.1%). Also, 9.9% of the goodware and 6.9% of the malware apps fall
into the category of greyware after being reanalyzed. These changes illustrate the
downsides and limitations of using the VTD score for labeling. On the one hand,
the need of providing the labels of samples when releasing datasets to avoid class
swaps caused by the reanalysis of apps and to guarantee reproducibility. On the
other hand, the need to reconsider greyware as part of the datasets, as 44% of the
apps remain in this category even after being reanalyzed.

4.6.4 Imbalance Scenario

According to previous literature, around 10% of apps are actually malware [232].
Similarly, in this scenario we assume that there will be a strong imbalance between
malware and goodware. In order to analyze the behavior of the different detectors
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Table 4.9: Performance of detectors trained with data labeled using different thresh-
olds over the VTD for the malware. TPR stands for the True Positive Ratio and
FPR is the False Positive Ratio

VIiD>1|VID>2 | VID>3 | VID>4 | VID>5 | VTD >6
Method |TPR FPR|TPR FPR|TPR FPR|TPR FPR|TPR FPR|TPR FPR
AndroDyalisis |0.547 0.258|0.622 0.275/0.549 0.183]0.692 0.305|0.798 0.369|0.861 0.298
BasicBlocks [0.731 0.184]0.869 0.112]0.885 0.107(0.904 0.134|0.909 0.090{0.916 0.083
Drebin 0.731 0.227]0.860 0.113|0.901 0.107|0.914 0.131{0.935 0.0810.923 0.062
DroidDet  |0.752 0.236]0.873 0.153[0.901 0.152|0.904 0.174]0.935 0.154{0.930 0.083
DroidDetector |0.526 0.384|0.826 0.625[0.937 0.813|0.865 0.757|0.751 0.467{0.763 0.506
HMMDetector|0.759 0.600{0.775 0.588]0.804 0.589|0.794 0.536|0.733 0.506|0.784 0.562
ICCDetector |0.612 0.180(0.732 0.120{0.780 0.096|0.797 0.156]0.832 0.141|0.833 0.055
MaMaDroid |0.756 0.199]0.879 0.136/0.923 0.159|0.923 0.187]0.901 0.145|0.895 0.076
1.0
0.9
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Fig. 4.2: A, eqn values for different VTD labeling thresholds

in this context, the unbalanced dataset is used. It is worth noting that making
the test set balanced (or unbalanced) does not harm the capabilities of the model,
but only has an effect in some performance metrics. In this sense, the problem of
imbalance in the test set is easily solved by using suitable metrics, such as the
Kappa or A,,can, that do not conceal the errors for the minority class [207].

Table 12l shows the results obtained for detectors under this scenario. The use
of unbalanced data for training results in a reduction in the proportion of correctly
classified malware (TPR), with respect to the results obtained using the baseline
configuration (see Table . Imbalance in the training data is translated into less
malware information provided to the algorithms, making it difficult for detectors
to learn the characteristics of this class of samples. On average the performance of
most methods decreased about 12% as measured by their A,,cq, values. Among the
best scoring methods in the baseline scenario, MaMaDroid is one of the methods
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Table 4.10: Decisions made by baseline detectors when dealing with greyware sam-
ples from the period 2012-2015, for different VTD values. G stands for the ratio of
identifications as goodware, while M is the ratio of identifications as malware

VID=1|VID=2|VID=3|VID=4|VID=5|VTID=6|1<VTD<6
Method G M| G M|G M| G M| G M| G M|G M
AndroDyalisis |0.504 0.496]0.356 0.644(0.272 0.728|0.307 0.693]0.275 0.725|0.200 0.800{0.319 0.681
BasicBlocks |0.675 0.325(0.452 0.548|0.394 0.606(0.333 0.667|0.248 0.752|0.248 0.752]0.392 0.608

Drebin 0.696 0.304|0.460 0.540/0.379 0.621{0.323 0.677(0.251 0.749|0.148 0.852|0.376 0.624
DroidDet  |0.700 0.300(0.437 0.563|0.336 0.664/0.297 0.703|0.221 0.779|0.159 0.841{0.358 0.642
DroidDetector [0.629 0.371|0.691 0.309|0.607 0.393]0.659 0.341|0.607 0.393|0.536 0.464|0.622 0.379
HMDMDetector|0.415 0.585(0.296 0.704(0.311 0.6890.259 0.741|0.255 0.745|0.163 0.837]0.283 0.717
ICCDetector |0.683 0.317{0.460 0.540(0.386 0.614|0.381 0.619{0.295 0.705|0.240 0.760(0.408 0.593
MaMaDroid [0.677 0.323|0.423 0.577|0.366 0.634|0.313 0.687|0.217 0.783]0.137 0.863|0.356 0.645

Table 4.11: Label swaps for goodware (G), greyware (X) and malware (M); between
annotations of samples in the master dataset using information contained in An-
droZoo (rows) and VirusTotal reanalysis reports (columns)

VirusTotal
reanalysis
G X M
G (8563| 954| 83
X |2613(4284(2703
M| 17| 663|8920

AndroZoo
analysis

Table 4.12: Performance of detectors trained with 1:10 malware/goodware ratio

Method TPR|FPR|Precision| F1 |A,.c.n|Kappa
AndroDialysis|0.373|0.032| 0.543 |0.442| 0.670 | 0.396
BasicBlocks [0.460[0.017| 0.734 ]0.565| 0.721 | 0.531
Drebin 0.740(0.017| 0.816 [0.776] 0.861 | 0.754
DroidDet [0.686|0.013| 0.837 |0.754| 0.836 | 0.731
DroidDetector | 0.266 |0.162 0.145 0.188| 0.552 | 0.076
HMMDetector|0.106|0.010| 0.516 |0.176] 0.548 | 0.149
ICCDetector |0.520(0.013| 0.795 [0.629| 0.753 | 0.599
MaMaDroid [0.513]0.008| 0.865 |0.644| 0.752 | 0.617

that suffered a more significant decrease in this scenario, with a reduction of 18%
in its A,ean value.

4.6.5 Evasion Scenario

This scenario is devoted to test the robustness of ML-based malware detectors
under conditions where attackers attempt to bypass detection using obfuscation.
Our aim with this section is to illustrate the need of carrying out the security
analysis of detectors. We focus our evaluation in obfuscation because it is a classical
evasion technique that is commonly overlooked by the authors of proposals [124].
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In addition to the analyses presented in this section, the effect of obfuscation in
detectors leveraging static analysis information will be studied in more detail in
Chapter

For this experiment, we selected a set of obfuscation strategies that are com-
monly used in the wild to hide Android malware behaviors [80]. For each obfuscation
strategy considered, as well as for the combination of all of them, a new obfuscated
dataset is obtained by: (1) randomly sampling 10% of the apps from 2012 to 2015
in our master dataset and, (2) applying the required transformations to such apps
using the ObfusAPK [I7] and the AAMO [237] tools. These transformations are:

e Renaming. The original name and identifiers of user-defined classes, fields and
methods are changed by meaningless strings.

e Changes in the structure of the code. This form of obfuscation includes: (1) call
indirections to add an intermediate function that calls the function originally
present in the code, (2) insertion of goto instructions, (3) inversion of condition-
als to modify the execution flow of the app, (4) insertion of junk code, and (5)
reflectionq] to hide function calls to internal code and to the Android framework
(APIs).

e Encryption. This technique involves: (1) the generation of a encryption/decryp-
tion random key, (2) the encryption of native libraries, strings and assets, and
(3) the insertion of a decryption code which is called from every part of the app
where these resources are requested.

The results are summarized in Table On average, when considered sepa-
rately, the most successful strategies for evading detection are changes in code struc-
ture and encryption. However, generally speaking, individual obfuscation strategies
are not as effective as a combination of all of them. Most detectors are prone to
misclassify obfuscated malware as goodware, as shown by the decrease in their TPR
values for the combined scenario. In this regard, the least affected model is Drebin,
being able to identify 79% of the obfuscated malware, with 13% false positives.
Others, such as DroidDet and MaMaDroid obtained more moderate performance
figures, both identifying around 70% of the obfuscated samples according to their
A ean values when using the three obfuscation techniques in combination.

4.6.6 Evolution Scenario

Both malware and goodware evolve over time, i.e., do not follow a stationary dis-
tribution. Therefore, it is logical to think that static detectors trained with apps for
a certain period of time will not necessarily work well with more recent apps. To
prove this assumption, the models trained using the balanced configuration (with
data from the period 2012-2015) are tested with goodware and malware obtained
between 2016 and 2019.

” Reflection is a feature of some programming languages that allows an executing pro-
gram to examine or “introspect” upon itself, and manipulate internal properties of the
program.
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Table 4.13: Performance of detectors with obfuscated apps for the evasion scenario

Changes in code Encryption
structure (Co) (Enc) Rn+Co+Enc
Method |TPR|FPR|A .con||TPR|FPR|A icon ||TPR|FPR|A can || TPR|FPR|A can
AndroDialysis |0.793]0.288| 0.752 {|0.376 [0.072| 0.652 {|0.431|0.074| 0.678 ||0.459{0.086| 0.686
BasicBlocks [0.624(0.163| 0.73 {/0.211|0.631| 0.29 |/0.418|0.137| 0.64 |/0.172]0.095| 0.538
Drebin 0.95 [0.012| 0.968 |/0.968 [0.025| 0.971 ||0.738]0.138| 0.799 ||0.796|0.136| 0.829
DroidDet  |{0.931]0.028| 0.951 |{0.560[0.024| 0.767 {/0.934|0.021| 0.956 ||0.586{0.029| 0.778
DroidDetector|0.154|0.216| 0.469 ||0.049|0.102| 0.473 |[0.133]0.126| 0.503 || 0.157|0.211| 0.473
HMMDetector|0.895[0.489| 0.702 |{0.892]0.786| 0.553 {|0.802|0.684| 0.558 ||0.911|0.779| 0.565
ICCDetector |0.246(0.033| 0.606 ||0.667[0.023| 0.822 ||0.668|0.023| 0.822 ||0.279|0.024| 0.627
MaMaDroid |0.733(0.034| 0.848 ||0.737|0.042| 0.845 || 0.92 [0.037| 0.941 |0.533|0.048| 0.743

Renaming (Rn)

Table 4.14: Performance of baseline detectors using evaluation data between 2016
and 2019

Method TPR|FPR|Precision| F1 |A,.c.n|Kappa
AndroDialysis|0.656 |0.268| 0.709 |0.682| 0.694 | 0.388
BasicBlocks [0.390(0.771| 0.336 |0.361| 0.309 | -0.381
Drebin 0.78710.171| 0.820 [0.804| 0.808 | 0.616
DroidDet [0.752]|0.108| 0.873 |0.808| 0.821 | 0.643
DroidDetector|0.685(0.175| 0.796 |0.736| 0.755 | 0.510
HMMDetector|0.795]0.488| 0.619 |0.696| 0.653 | 0.306
ICCDetector |0.440(0.153| 0.741 |0.552| 0.643 | 0.286
MaMaDroid [0.721]0.086| 0.893 |0.798| 0.817 | 0.635

The overall performance of most of the methods under this scenario is charac-
terized by an increment of both false positives and false negatives (see Table .
Figure provides a more detailed view of the evolution of the TPR, FPR and
A ean values throughout the period between 2016 and 2019. As can be seen, the
performance of detectors changes in a notable manner from one period to another.
Our hypothesis is that the popularity of some malware families decreases with time,
and, at some point, they are replaced with newer families for which a detector may
not have been trained. Also, at some point, an old behavior may become popular
again, resulting in a sudden increase in the performance of that detector. This is
why the lines in Figure do not follow clear, decreasing trends. In addition, con-
trary to what is stated in [232], the incremental trend in the number of false alarms
of detectors (see Figure indicates that goodware also changes its behavior
over time. At any rate, our observations demonstrate the non-stationary nature of
malware and goodware, and show how classic, batch-trained ML algorithms are not
an appropriate solution for Android malware detection given the instability of their
decisions.
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Fig. 4.3: Evolution of the performance of baseline detectors for the period 2016-2019
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4.7 Discussion: Towards a Realistic Framework for Malware
Detection

Based on the factors analyzed in the previous sections, this section presents a col-
lection of ideas or recommendations to consider when designing and evaluating a
realistic proposal for Android malware detection.

Undoubtedly, one of the main problems encountered when researching mal-
ware detectors for Android is the lack of reproducibility of many proposals in the
literature. The datasets and code used in the experimental processes are rarely
public, and the details provided in the papers are often not enough for a correct
re-implementation of the methods. In addition to this general aspect, the experi-
ments conducted in the previous section have highlighted the importance of using
adequate datasets when training models and assessing their performance. Indeed, as
we have seen, depending on the datasets used, the same model can show near-perfect
performances or be almost irrelevant. Thus, we can conclude that the datasets and
experimental scenarios considered in the literature are unrealistic and should be
revised.

Related to the previous statements, our analysis has shown that the presence of
highly similar apps in the datasets influences the performance of models. This also
opens the possibility to perform evasion attacks against classifiers, for example, by
developing malware apps with snippets of code from minor malware variants. Dur-
ing training, models tend to focus on large groups of duplicates, instead of trying to
generalize the variety of apps in the data. During model assessment, duplicates are
the cause of misleading performance indicators that tend to overestimate the detec-
tion ability of models. We can conclude that training and evaluation efforts should
leverage on datasets without duplicates to improve and demonstrate the general-
ization capacity of models [12§]. Training should be carried out after balancing the
representatives within each of the classes, i.e., between groups of similar samples;
to avoid biases and exploit the generalization capacity of ML models. Also, contex-
tual evaluations that take into account the prevalence of different malware families
or groups are desirable to describe the actual reasons behind the performance of
detectors. The removal of duplicates has an additional advantage, as the implicit re-
duction in the dimensionality of the data is useful to speed up the labeling, training
and evaluation processes.

In relation to the labeling of the apps, we have seen that VirusTotal is widely
used, but relying only on the VTD reported by this tool entails some risks [335].
To begin with, there is a lack of consensus on the labeling of the apps and on the
inclusion of greyware in the training and evaluation of models. We should bear in
mind that the line between malware and goodware is not clearly defined. As we
demonstrated, the choice of the labeling criteria highly influences the generated
model and the detection performance, simplifying the problem as the VTD is in-
creased. This lack of consensus also results in the omission of a large amount of
greyware which lies in between. However, such apps are present in the Android app
ecosystem [I11], [22], so, realistic proposals should not ignore these type of apps but
include them in their training and evaluation processes.
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Also regarding labeling, a more general problem is that not all antivirus engines
in VirusTotal are equally reliable, with some of them being correlated or specialized
in specific types of malware [205]. In addition, two engines from the same vendor
but specific for different platforms may differ [256]. Although reliable labels can be
derived from the VID [335], setting simple thresholds to the VID assumes that
all antivirus engines are equally reliable in all situations and makes no distinctions
between them. In order to overcome these aspects, techniques such as crowd learning
[303], which measure the relevance of the different antivirus engines present in
VirusTotal, have been used. As a last problem with labeling, we have seen in the
experimentation that the VID, and thus, the labeling, changes over time [335].
Weakly labeled data and changes in the labeling can hinder the generation of robust
classifiers, leading to detection errors.

Another important aspect is that malware and goodware apps are found in
different proportions in the wild, depending on the source of the apps, but mal-
ware being the minority class [232]. Ideally, a detector should perform well when
analyzing apps regardless of the source of the samples. Thus, proposals should
be trained and tested assuming unbalanced datasets. Additionally, the adoption
of suitable performance metrics for unbalanced scenarios, such as the kappa and
A-mean metrics, should be contemplated as opposed to using others, such as the
accuracy, that do not reflect the real performance of detectors in these contexts.
We have demonstrated that classical ML supervised classification algorithms used
for malware detection do not properly manage imbalance, as they expect data to
be equally balanced in order to build a robust model [129].

Next, detectors have to work in a hostile scenario where attackers will try to
evade them to infect a system. These are one of the first lines of defence, so security
of malware detectors is important. In this Chapter, our evaluation was limited to
simple evasion attacks based on the use of obfuscation techniques. We evidenced
that most detectors are not designed with security in mind and are, in fact, vulner-
able to these attacks. Throughout Chapter [5} we investigate the informativeness of
the most common static analysis features when obfuscation is used, and propose a
detector that is robust against obfuscation-based evasion attempts.

Finally, the malware detection problem is non-stationary, i.e., classes evolve over
time and rarely show constant characteristics. A realistic detector should be able
to cope with the non-stationary nature of Android apps. We demonstrated that
the analyzed detectors, which are based on classical ML classifiers, are not able to
manage such changes. We analyze and propose efficient techniques to tackle this
aspect in Chapter [6] of this dissertation.

4.8 Conclusions

One of the main conclusions of this chapter is that authors of MIL-based Android
malware detectors tend to be very optimistic when designing and evaluating their
systems, ignoring factors such as the presence of duplicates in the datasets, the
lack of robust labeling methods, the presence of greyware, the imbalance between
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malware and goodware, the existence of apps trying to evade detection and the
evolution of apps. Our evaluation work has shown how these factors substantially
affect the performance that can be achieved with the tested detectors. We have seen,
therefore, that malware detectors are not ready for deployment in real environments.
Another important problem we have studied is the lack of a common design and
evaluation framework, stemming, among other things, from the unavailability of
codes and standardized and appropriate datasets. This fact greatly complicates the
reproducibility of experiments. Our contribution in this regard has been to release
our data and codes so that they can be used by other researchers.



5

Dealing with obfuscation

As we described in Chapter[d] malware authors often employ obfuscation as a means
to evade malware detectors that rely on static analysis features. However, we also
showed how this crucial aspect has received insufficient attention within the domain
of malware detection research. This lack of comprehensive assessments has led to a
notable disparity in the literature, with some authors stating that detectors based
on static analysis information are ineffective against obfuscation, while others claim
their proposals to be obfuscation-resistant.

In this context, the primary aim of this chapter is to determine the extent to
which the use of specific obfuscation strategies or tools poses a risk to the effec-
tiveness of different Android malware detection approaches that rely on features
extracted through static analysis. Our experimental results indicate that obfus-
cation techniques indeed impact static analysis features to varying degrees across
different tools. Nevertheless, certain features maintain their validity for ML-based
malware detection even in the presence of obfuscation. These findings present an
opportunity for the development of obfuscation-resilient detectors utilizing static
analysis features and, in consequence, we propose a robust Android malware detec-
tor that outperforms state-of-the-art solutions, even when facing obfuscated apps.

5.1 Introduction

The most typical approach of evasion techniques is to complicate the extraction of
the information that explains the behavior of apps and that is used for detection
[87]. In this regard, obfuscation is a security through obscurity technique that aims
to prevent automatic or manual code analysis. It involves the transformation of
the code of apps, making it more difficult to understand but without altering its
functionality [269]. This characteristic has made obfuscation a double edged sword,
used by both, goodware and malware authors. Developers of legitimate software
leverage obfuscation to protect their code from being statically analyzed by third
parties, e.g., trying to avoid app repackaging or intellectual property abuses [67].
Malware authors have seen obfuscation as a mean to conceal the purpose of their
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code [80], preventing static analyses from obtaining meaningful information about
the behavior of apps.

It may seem common sense that the application of any, or the combination of
several, obfuscation techniques will make malware analysis relying on features ex-
tracted using static analysis fruitless. However, it is unclear to what extent this
aspect is true. Some studies on Windows and Android executables have demon-
strated that obfuscation harms detectors that rely on static analysis features. For
example, packingﬂ prevents obtaining informative features [4, 253], which are es-
sential to train classifiers. Similar conclusions have been drawn for other forms of
transformation [124], 209], showing a major weakness in Android malware detec-
tors. However, other studies contradict what has been stated in the aforementioned
works, proposing feature extraction techniques via static analysis that enable a
successful identification of malware even when apps are obfuscated [279, 29, [T03].

All of these works appear promising in demonstrating either the flaws or the
strengths of static analysis features for malware detection. However, these dis-
crepancies complicate the extraction of sound conclusions regarding the validity
of static analysis features for Android malware detection. In addition, many of
these works focus solely on the labels predicted by the detectors, without analyz-
ing the effect of the obfuscation on the apps and/or features used to train them
[247, 201, [124], 29}, [209]. This additional feature-centered information is important
to understand and explain why the detectors are working or failing when obfusca-
tion is present, and is crucial for building more robust detectors. Finally, another
evident flaw of some of these studies is the lack of details concerning their datasets
and the configuration of their experimental setups [279] [103], 180, B08]. Apart from
the lack of reproducibility, biases in the datasets may lean the results towards non-
generalizable results. Therefore, the conclusions drawn from all these works may
have limited applicability beyond the evaluated scenarios, and can be the cause of
the contradictions found in the literature.

To the best of our knowledge, this work presents the first comprehensive study
about the impact of common obfuscation techniques in the information that is
obtained through static analysis to perform malware detection in Android with ML
algorithms. The contributions of this chapter can be summarized in the following
highlights:

e We provide an agnosti(ﬂ evaluation of the strength, validity and detection po-
tential of a complete set of features obtained by means of static analysis of APKs
when obfuscation is used.

e We analyze the impact of a variety of obfuscation strategies and tools on static
analysis features, providing insights about the use of these features for malware
detection in obfuscated scenarios.

! Packing is a particular form of obfuscation which hides the real code through one or
more layers of compression/encryption. At runtime, the unpacking routine restores the
original code in memory to be then executed.

2 In this context, we refer agnostic as an analysis carried out without focusing on a specific
malware detection proposal.
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e We propose a high-performing ML-based Android malware detector leveraging a
set of robust static analysis features. We demonstrate the ability of this detector
to identify goodware and malware despite obfuscation, outperforming the state-
of-the-art.

e We present a novel dataset with more than 95K obfuscated Android apps, al-
lowing researchers to test the robustness of their malware detection proposals.

e In spirit of open science and to allow reproducibility, we make the code publicly
available at https://gitlab.com/serralba/robustml_maldet.

The rest of this chapter is organized as follows. Section [6.2] introduces the lit-
erature that has previously tackled obfuscation as a problem in malware analysis.
Section describes the construction of the app dataset and presents the features
that are considered in our experiments. Section [6.7] evaluates the impact of different
obfuscation strategies and tools in static analysis features, as well as their validity
for malware detection. Section [5.5] is devoted to assess the robustness of our ML
malware detection proposal. Section [5.6] includes a discussion of the main findings
made along this chapter. Finally, we conclude this chapter in Section

5.2 Related Work

The related work can be divided into two groups: (1) studies that analyze the
vulnerabilities of malware detectors when obfuscation is present, and (2) works
that propose novel malware detectors which are purposely robust to obfuscation.

5.2.1 Study of the Vulnerabilities of Malware Detectors

The works that evaluate the negative effects of obfuscation on Android malware
detectors have mainly been carried out for black box malware detectors, i.e., the
system or model is analyzed and evaluated based solely on its input-output behav-
ior, without direct access to or knowledge of its internal workings. The first work of
this type [247] studied how obfuscation impacts the detection ability of 10 popular
anti-virus programs available in the VirusTotal platform. The work demonstrated
that these detectors are vulnerable and loose their reliability in the identification
of obfuscated malware. Similarly, in [201], 13 Android anti-virus programs from
VirusTotal are assessed using different obfuscation strategies to modify malware.
The results showed a meek improvement in detection accuracy concerning the find-
ings of previous works [247] and proved that companies responsible of developing
these tools are trying to counteract obfuscation. A more comprehensive analysis
for 60 anti-virus tools in VirusTotal has been presented in [I124]. Again, the work
demonstrated the vulnerabilities of most detectors when facing obfuscated mal-
ware. However, this analysis shows that the success on bypassing detection highly
depends on the obfuscation tools and strategies considered.

In the mentioned studies, the detectors are commercial products with unknown
characteristics. Some other works have focused on assessing the impact of obfusca-
tion in published ML based detectors. In [29], an analysis of the effect of obfuscation
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in two detectors, one relying on static and the other on dynamic analysis features,
is presented. It is shown that the performance of the detector using dynamic anal-
ysis features is not altered by obfuscation, contrary to the detector that uses static
analysis features. However, authors indicated that this effect can be easily mitigated
by including obfuscated samples during the training phase of ML models. In [209],
eight state-of-the-art Android malware detectors leveraging static analysis features
and ML algorithms are assessed using obfuscated malware samples. The authors
demonstrated that obfuscation is a major weakness of these popular solutions, since
all of them suffered a drop in their performance. One of the most recent and com-
prehensive studies is carried out in [4]. This work analyzes the effect of packing
in ML malware detectors relying on static analysis for Windows executables. The
conclusions drawn from the extensive set of experiments indicate that ML malware
detectors for Windows fail to identify the class of transformed samples due to the
insufficient informative capacity of static analysis features.

All these works prove the added difficulty that obfuscation entails for malware
detection. However, most of them fail to provide explanations behind accurate or
erroneous detections. In this sense, they treat the detectors as black-box tools and
do not analyze the effect of different obfuscation strategies and tools on the apps
and, specifically, on the features that will be used for training the detectors. This
makes it difficult to extract meaningful insights and provides no useful information
to build more robust classifiers.

5.2.2 Obfuscation-Resilient Detectors

A second group of proposals focuses on the development of obfuscation-resilient
detectors, specifically designed to operate effectively in the presence of obfuscated
apps. Two of the most relevant works in this regard are DroidSieve [279] and Reveal-
Droid [103]. The former categorizes static analysis features as obfuscation-sensitive
and obfuscation-insensitive based on theoretical aspects. Feature frequency is stud-
ied for different datasets with obfuscated and unobfuscated malware samples to
support the idea that most changing features provide better information. In con-
sequence, they proposed a detector that relies on the features of both groups, and
exhibits good performance in terms of malware detection and family identification.
The latter work argues against static analysis features such as Permissions, Intents
or Strings for robust malware detection. Contrary to the authors of DroidSieve,
they suggest that obfuscation-sensitive features do not provide useful information
to detect malware. Instead, the authors propose a new set of static analysis features
based on a backward analysis of the calls to dynamic code loading and reflection
APIs. In this way, the functions invoked at runtime are identified, nullifying the
effect of obfuscation and making the proposed detector obfuscation-resilient.

Two allegedly obfuscation-resilient detectors leveraging deep learning algorithms
are presented in [180] and [308]. The authors of these works suggest that the capacity
of deep learning to embed and extract useful information from the features is enough
to tackle obfuscation. The first work relies on strings extracted from the app code.
Strings are then transformed into sequences of characters to obtain an embedded
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representation of the app that is then used for classification. Despite the excellent
results reported for malware detection, the ability of the detector to identify obfus-
cated apps is based on (unproven) statements that are not specifically tested. The
latter proposal incorporates obfuscation-sensitive and insensitive features, including
permissions, opcodes and meta-data from Apkﬂjﬂ a signature-based fingerprint-
ing tool. Similarly to the previous proposal, the obfuscation-resiliency of this work
cannot be confirmed based on the results, since the effect of the use of obfusca-
tion in the detector is based on theoretical aspects not specifically covered by the
experiments.

The experiments carried out in all these works present some flaws that, in our
opinion, put in question their capability. For example, most of them do not de-
scribe, or vaguely analyze, the composition of their datasets in terms of the number
of obfuscated malware or goodware samples, as well as the tools and strategies
considered to obfuscate the samples. Some articles focus their analyses exclusively
on obfuscated malware, either for the training or evaluation of the detectors, but
what about obfuscated goodware? How do detectors behave in the presence of such
apps? The use of different obfuscation tools or strategies for malware and for good-
ware introduces biases in ML algorithms, since the generated models may associate
obfuscation, or the use of a particular obfuscation tool, to a specific class in the
data []. Additionally, experiments performed with malware and goodware cap-
tured from different periods can cause biases in the detectors [23]. These aspects
may justify the good published results and cause contradictions concerning other
analyses carried out for ML-based detectors [29] 209]. Finally, we also found that
most of them do not provide enough details to reproduce their systems and thus,
lack of reproducibility.

5.3 Dataset

For our experiments, we rely on a dataset containing obfuscated and non-obfuscated
apps. From this collection of apps and by means of static analysis, we obtain a set
of feature vectors that constitute the object of this study. This section describes
how the app dataset is built and the types of features derived from the apps.

5.3.1 App Dataset

We use the malware and goodware apps from the dataset presented in Section
of this dissertation to derive new datasets for these experiments. Firstly, apps are
filtered out to derive a new dataset free of obfuscated samples, which we call “fil-
tered”. To do so, we leverage APKi]:EI, ruling out the samples flagged as “suspicious”
of including obfuscation.

In a second step, we generated obfuscated versions of the apps in the filtered
dataset. To perform this process, we used the DroidChameleon [246], AAMOI[237],

3 https://github.com/rednaga/APKiD
4 https://github.com/rednaga/APKiD
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and ObfuscAPK][I7] tools. We chose these tools because (1) they are open source,
(2) they provide a wide range of obfuscation techniques, and (3) they have previ-
ously shown to effectively evade Android malware detectors. Specifically, for each
obfuscation tool, we try to obfuscate every app in the filtered dataset using six ob-
fuscation techniques: Renaming, Junk Code Insertion, Reflection, Call Indirection
and Encryption. The configuration of the tools was left as default for all techniques.
The results of this process are summarized in Table [5.1]

Note that some tools failed due to errors during the APK decompilation process.
It is worth noticing that there were more failures in the case of malware apps than
in goodware apps. ObfuscAPK was the tool with the best success rate, correctly
obfuscating an average of 85% of the apps. On the contrary, we were unable to
obtain obfuscated samples when trying to apply Encryption with AAMO, due to
bugs introduced in the code by this tool that prevent the APK from being rebuilt.
The attempts to use Renaming with DroidChameleon were also unsuccessful due to
an error in the implementation of the tool. For other techniques, DroidChameleon
and AAMO had average success rates of 55% and 28%, respectively. During this
process, we realized that for some apps all the tool-technique combinations failed,
and thus these apps were removed from the filtered dataset. We ended up with a
“Clean” dataset that consists of 4749 goodware and 4067 malware (presumably)
non obfuscated samples.

Table[5.2] summarizes the different datasets that will be used in the experiments.
The criteria for the composition of these datasets will be explained in Section

e NonObf: It includes the non obfuscated versions of the apps for which we could
not obtain an obfuscated version with all the tools for at least one technique,
i.e., apps that can be obfuscated using a specific tool and technique but not
with the remaining tools using the same technique.

e (leanSuccODbf: includes the subset of non obfuscated apps present in Clean, but
not in NonObf. That is, all the apps for which all the tools have worked for at
least one technique.

e The remainder datasets (Renaming, JCI, Calllndirection, Reflection, and En-
cryiption) contain the obfuscated versions of the apps in CleanSuccObf for a
particular technique using all the tools.

5.3.2 Feature Dataset

An app dataset has to be transformed into a dataset of feature vectors prior to
perform malware detection using ML. Following a detailed literature analysis, we
identified seven families of static analysis features that have proven to be useful
for ML-based malware detection [296]. We used two well-known and widely used
static analysis frameworks for Android to extract these features: Androguard [75]
and FlowDroid [26]. Sources of these features include: the classes.dex and Android-
Manifest.xml files, as well as the contents of the res and assets directories of APKs.
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Table 5.1: Success rate of different technique-tool obfuscation combinations for the
apps in the Clean dataset. The first part of the name refers to the tool used to
obfuscate the apps, with DC for DroidChamaleon, AA for AAMO, and OA for
ObfuscAPK. The characters after the underscore refer to the strategy followed to
obfuscate the apps: renaming (rnm), junk code insertion (jcins), call indirection
(ci), reflection (refl) and encryption (encr).

Obf.
tool-technique #S:;zgrézre #Sl;/lri:iljse Success

Rate
DC_rnm - - 0%
AA_rnm 2244 1953 34%
OA_rnm 5690 4317 81%
DC_jcins 1855 1123 24%
AA _jcins 2289 2019 35%
OA _jcins 6003 4755 7%
DC_ci 3664 2209 47%
AA ci 1337 1362 22%
OA _ci 6050 4765 7%
DC_refl 6200 3993 82%
AA refl 1332 1402 22%
OA _refl 6080 4802 38%
DC_encr 5008 3746 70%
AA _encr - - 0%
OA _encr 6074 4814 88%

Table 5.2: Composition of datasets used in this work. The columns indicate the
number of samples that comprise each set. The CleanSuccODbf dataset contains the
clean (original) apps for which we obtained obfuscated versions with all tools for
at least one technique.

Dataset #Goodware|#Malware
samples samples
Clean 4749 4067
NonObf 1345 1211
CleanSuccODbf 3404 2856
Renaming 3238 2868
JCI 1515 1008
Calllndirection 2118 1737
Reflection 2667 2484
Encryption 4790 4060
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5.3.2.1 Permissions

Permissions have commonly been used as a source of information for malware de-
tection in Android [24] 295] [01] B34]. In this category, we consider as features the
full set of permissions provided by Google in the Android documentatiorﬂ as well
as the set of custorﬂﬂ permissions that developers may declare to enforce some
functionality in their apps. Following this procedure, we extracted a set of binary
features, each corresponding to the presence or absence of a given permission.

5.3.2.2 Components

An app consists of different software components that must be declared in the
AndroidManifest.zml file. These elements have been widely used as a source of
information for malware detectors [307, [24], 310, O1]. We extract a list of hard-
ware and software components that can be declared using the uses-feature tag from
the Android documentatiorﬂ as well as every identifier for Activity, Service, Con-
tentProvider, BroadcastReceivers and Intent Filters. In total, we obtained a set of
85476 binary features, whose value is set to True or False for an app according to
the presence of the feature in its AndroidManifest.zml file. We additionally derive
seven frequency features accounting for the number of elements of each type in the

app.

5.3.2.3 API functions

API libraries allow developers to easily incorporate additional functionality and
features into their apps, being the main mean of communication between the pro-
gramming layer and the underlying hardware. As such, analyzing the calls to meth-
ods of these libraries (API functions) constitutes a good instrument to characterize
the functionality of apps, and, therefore, for malware detection. Following similar
approaches to those proposed in the literature [307, 24, [334] [169], we extract a
binary feature for each API method, and set its value to True if the app contains
any call to that method within its code. In total, this set consist of 66 118 binary
features.

5.3.2.4 Opcodes

The compiled Android code (Dalvik) consists of a sequence of opcodes. Opcode-
based features provide insights about the code habits of developers as they repre-
sent fine-grained information about the functionality of apps [I64]. Subsequences
of opcodes, or simply n-grams, have been used for Android malware detection in

5 https://developer.android.com/reference/android/Manifest.permission

6 https://developer.android.com/guide/topics/permissions/defining

" https://developer.android.com/guide/topics/manifest/uses-feature-element.
html
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[147, [56], [153] 204]. Concerning the size of the subsequences, |Jerome et al.| [I47] and
Canfora et al.|[56] observed that n = 2 offers a good trade-off between the size of the
feature vector generated and the performance obtained by detectors. Therefore, we
extract unique opcode subsequences of length 2 (or bi-grams) from the code of the
apps, and create a feature to represent the number of appearances of each bigram
in the code. The resulting vector contains a total of 25354 frequency features.

5.3.2.5 Strings

The APK file strings are a valuable source of information for malware detection.
In this regard, the most common strings include IP addresses, host names and
URLs [24] 297]; command names [318] [329] and numbers [297]. We processed app
files and found 2 425 892 unique strings. Following the procedure in [4], we observed
that 98.5% of the strings were present in less than 1% of the samples. After removing
these rare strings, we obtained 39 793 binary features, each representing the presence
or absence of a specific string within the app files.

5.3.2.6 File related features

This type of features includes the size of code files and different file types inside the
APK [116] 318, 297, [279]. We base our file type extractor on both, the extension of
the file and the identification of the first bytes of the content (i.e., magic numbers)
of files. The result is a new frequency feature for every unique combination of the
extension (ext) and magic type (mtype), identified as ext_mtype. For files without
extension, we use the complete file name instead. In total, this set consist of 65986
frequency features per app.

5.3.2.7 Ad-hoc Features

As explained earlier, some specific detectors claim to use obfuscation-resistant fea-
tures. We call the features used by these detectors that do not fall into any of the
above categories ad-hoc features. They include: semantic features based on sink
and source relationships in the code [329]; certificate information [279]; flags about
the use of cryptographic, reflective, and command execution classes [116), 297 [169];
and resolved function names for native and reflective calls [103]. Due to the com-
putational cost of obtaining these features, we limited the time spent computing
them to 15 minutes per sample. The result is a set of 35387 frequency features,
each representing the number of occurrences of the feature within the app.

5.4 Feature Validity

As a first step in this study, we have designed a set of experiments to determine the
robustness and detection ability when obfuscation is present of the seven feature
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families described in the previous section. The first experiment analyzes the impact
that different obfuscation strategies and tools have on the features. In the second
experiment we evaluate the performance and stability of ML algorithms when using
these features for malware detection.

5.4.1 Feature persistence

In this experiment, we aim to examine the impact of obfuscation on the features
presented above. We analyze when and how much the features change in the pres-
ence of obfuscation. We highlight the disparities among obfuscation tools and how
different implementation strategies to achieve the same obfuscation objective can
affect the features.

To analyze these aspects, we calculate the feature persistence for each tool-
technique obfuscation combination. This is done by determining the average level
of overlap between the features of an original (clean) app and its obfuscated coun-
terparts. To compute the feature overlap, we compare each pair of feature vectors
calculated for an original app and its obfuscated version, and quantify the propor-
tion of features with exact value matches. Note that for binary-featured representa-
tions (Permissions, Components, Strings and API functions), this is equivalent to
computing the Jaccard index that measures the ratio between the shared elements
and the total number of elements in the union of both feature vectors. Note also
that, for frequency vectors, an increment or decrease in one unit or ten units has
the same effect in this metric.

Table 5.3: Persistence of static analysis features when comparing clean and obfus-
cated apps using ObfuscAPK (OA), DroidChameleon (DC) and AAMO (AA).

Renaming Jﬁlr;l;rﬁzie Indi(t?:::ltion Reflection Encryption ||Avg.

OA |[IDC| AA || OA | DC | AA||OA | DC | AA || OA | DC | AA || OA | DC |AA
Permissions {0972 - | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 ||0.932|0.799| 1.0 || 1.0 | 1.0 | - ]|0.977
Components ||0.219 - 10.999| 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | - |[0.939

API functions||0.480| - |0.717|| 1.0 | 1.0 | 1.0 ||0.493]0.718|0.489(/0.985|0.407|0.487/0.994|0.999| - |/0.751
Opcodes 0.985| - 10.993]/0.269(0.107|0.116|0.832|0.832]0.970/0.979(0.919|0.826{/0.959|0.982| - ||0.751
Strings 0.995| - | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 ||0.906] 1.0 |0.897|/0.028|0.009| - {/0.833
File Related |0.895| - [0.993]/0.803|0.880|0.987|/0.791|0.874/0.983/0.845|0.904|0.987(/0.926/0.923| - |/0.907
Ad-hoc 0.923| - |0.942/0.655|0.345(0.560|0.455|0.667]0.409 ||0.888|0.859|0.850|| 0.92 |0.922| - |/0.722

The results of this experiment are shown in Table We find various degrees
of persistence, in most cases over 0.8, with many exact matches between the feature
vectors of clean and obfuscated APKs. Components and Permission features suffer
the smallest changes when applying strategies such as Junk Code Insertion, Call
Indirection, Reflection and Encryption (independently of the tool). Despite being
affected by all techniques, File-Related features are also among the least affected
on average. On the contrary, Ad-hoc, API functions and Opcode feature vectors
change the most when obfuscation is applied. Nonetheless, the average persistence
values for these features indicate that most fields (about 75%) are not affected by
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obfuscation. Therefore, in most cases, we conclude that the use of obfuscation is
not reflected as a radical change in the feature vectors.

Persistence values refer to the proportion of features that remain unchanged, but
do not tell us which particular features change the most when a tool-technique com-
bination is applied. To shed some light on this regard, we selected the 15 features
that change the most when obfuscation is applied. They may belong to different
families. To obtain them, we measured the degree of discrepancy in the number of
occurrences of each of these features, comparing the original application and the
obfuscated version. To simplify the visualization, we show the results for each tech-
nique, averaging the discrepancy values for the three tools. The resulting rankings
are shown in Figure The name of each bar is the feature name (which includes
its family). The number at the right of each bar is the degree of discrepancy, i.e., the
average difference in the frequency of the feature between original and obfuscated
versions of apps. Note that for easier interpretation, the scales are specific to each
figure.

Regarding the persistence of the different feature families, Renaming mainly
affected Components and API functions features, due to changes in the names of
user-defined packages, classes, methods and fields. It also alters the declaration of
custom permissions present in the code, since they depend on the name of the class
where they are declared. However, as can be seen in Figure none of these
features are among the 15 most affected, mainly because the names assigned to the
classes are app-specific. In contrast, Opcode features are among those most signifi-
cantly affected, due to changes in the order of methods when processing class files.
This mainly changes the frequency of sequences that present invocation instructions
(opcodes 110, 111 and 112).

In concordance with persistence values in Table Figures and show
that Call Indirection and Junk Code Insertion techniques are particularly detri-
mental for features based on code information, with Opcode and Ad-hoc features
being the most sensitive to both types of obfuscation. In particular, Ad-hoc fea-
tures are the most affected by Call Indirection (see Figure due to the added
complexity in the analyses required for their extraction. This is the case of sink and
source relations between API functions such as Cursor.getString and Log.i. Also,
due to the addition of indirect calls, this technique increases the frequency of some
opcode sequences such as “90_110” formed by an iput (90) instruction followed
by an invoke (110). This technique involves adding hundreds of auxiliary (indirect
caller) methods per class, either in separate or in the API classes inside the API.
However, these methods are randomly named, which limits their impact (their pop-
ularity will be low). As shown in Figure Junk Code Insertion greatly alters
the frequency of most Opcode sequences due to the inclusion of useless instructions,
mainly goto (40) and invoke (110, 112, 113). The introduction of useless code also
greatly impacts on the size of the APK file (File-related feature file:apk-_size).

Reflection changes the persistence of features extracted from code analysis. This
effect is clearly perceptible in Figure With this technique, the code is modified
to hide the originally called methods and use reflective calls instead. This mainly
affects the API functions that are called more frequently in the code, including
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adhoc::unr_class.unr_meth tringBuilder.toString 0.328
opcode::91_110 api::StringBuilder.append 0.328

adhoc::free api:String.equals 0.316

adhoc:: __stack_chk_fail apiz:String.length 0.307
adhoc::__cxa_finalize api:intent.putExtra 0.305

adhoc::strlen api::String.substring 0.302

adhoc::malloc adhoc::TM.getDevid_WcomeAct. startService 0.301

adhoc:mememp adhoc::Cursor.getString_ConfAct.setResult 0.301

adhoc:memepy adhoc::TM.getLineINumber_Log.d 0.301
adhoc::Cursor.getString_Log.i adhoc::cert_1294212991 0.301
adhoc::Loc.getLong_Log.w adhoc::Loc.getLong_BuffWriter.append 0.301
adhoc::Loc.getLong_OB.startActForResult adhoc:TM.getSimSN_ShPref$ Ed. putFloat 0.301
adhoc::eglinitialize adhoc::CntntRslvr.query_PbServ.sendBcast 0.301
adhoc::Cursor.getString_BaseAct startService adhoc::Loc.getLatitude_BaseAct.rgstrRevr 0.301
adhoc::strtod adhoc::URLConn.getinpStr_Cntx.rgstrRevr 0.301

(c) Call Indirection (d) Reflection

str::android.intent.action VIEW
str::connectivity
strtype
str::phone
str:UTF-8
strtrue

strnull
strzname
strizurl
stri:text/html
str::audio

str:id
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oc
strztitle

stri:mounted

(e) Encryption

Fig. 5.1: Top 15 of most changed features for each obfuscation strategy. The values
on the right indicate the disparity or difference in the frequency of features between
the obfuscated apps and their original versions. Results from the three tools have
been averaged.
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string-related functions such as toString, append, equals, or length. Ad-hoc functions
are among the most changed due to the added complexity of identifying sink and
source relationships that contain reflective code. Reflection also results in new string
features that contain the class and function names invoked by reflection. However,
these are declared once in the code, so their frequency is kept low. Permission
features are affected because Reflection can hide the presence of protected API
functions that require specific permissions to be granted.

Encryption adds helper classes with the decryption routines that are used to hide
user-defined strings and parameters. Therefore, API, Opcode, Ad-hoc, and File-
related features are affected by the modifications introduced in the code. However,
the main target of this technique are String features, as illustrated in Figure [5.1¢
and Table These are heavily affected because their original values are encrypted.
In this regard, the top 15 features most changed by encryption are strings related
to the app’s user interface (UTF-8, phone, id, title, type).

5.4.1.1 Differences between Obfuscation Tools

As seen in Table changes in features depend on the tool used, mainly due to im-
plementation particularities. Indeed, because of these peculiarities, obfuscation can
even alter features that are not the primary target of the chosen obfuscation tech-
nique. Figure depicts the average level of overlap between the features obtained
for the same apps when obfuscated using different tools. Darker colors indicate less
overlap in the obtained feature vectors, while lighter colors represent higher agree-
ment. To better explain the differences obtained, we manually examined the code
of these obfuscation tools as well as the features obtained from different samples.
Due to space limitations and in order to make this chapter more readable, we omit
very specific implementation details and limit our discussion to the more prominent
differences.

We observed that of all the tools analyzed, none of them considered parameter
randomization when implementing the different obfuscation techniques except for
Junk Code Insertion. As such, for a given tool, the extracted feature vectors are
only dependent on the input (app data). In other words, given the same input,
a particular tool-technique combination will always return the same output. It is
worth mentioning that all tools obfuscate (modify) the Android or Java libraries
when this type of content is included in the APK, mainly due to poor checks
during obfuscation. Since this code is not user-related, such changes may break the
execution flow of apps.

The largest differences between obfuscation tools are present for API function
and Ad-hoc features. This aspect is clearly perceptible in Figures In the case of
Reflection, we noticed that ObfuscAPK and AAMO perform a fine-grained check-
ing when selecting the set of candidate function calls to be transformed, so that
errors introduced by obfuscation are minimal. In contrast, DroidChameleon obfus-
cates calls whose package matches any of the prefixes included in a pre-defined list,
without making any additional checks. In consequence, as shown in Figures
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Fig. 5.2: Feature overlap between every pair of obfuscation tools using different
obfuscation strategies. Note that because Rename and Encryption do not work for
DroidChameleon and AAMO, respectively, the corresponding columns are omitted.

and feature overlap is low since DroidChameleon results in a higher number of
transformed API calls with respect to ObfuscAPK and AAMO.

The way in which the files to be transformed are selected is also the explanation
behind the differences observed between AAMO and ObfuscAPK with Renaming
(see Figure |5.2b). By default, ObfuscAPK selects all the files within the APK as
candidates for Renaming. This translates into changes in the content of files even
if they belong to the Java library or the Android framework. Hence, features in
the Components and API functions families are greatly modified by this tool. In
contrast, AAMO performs some additional checks aiming to avoid modifying this
type of content and presents a reduced impact on these features. Nonetheless, as
shown by the persistence values for API-related features in Table these checks
are insufficient. For example, classes that are part of the “com.android” package are
obfuscated because they do not match the name of the AAMO blacklisted “android”
package.

The disparities observed for API function features with Calllndirection between
the three tools (see Figures [5.2a] [5.2b] and [5.2d) are due to the way intermediate
methods are created. ObfuscAPK and AAMO insert the code of intermediate meth-
ods within the class file of the original calling method, whereas DroidChameleon
adds this code to a (separate) helper class. As a result, methods inserted by Obfus-
cAPK and AAMO inside the class files of the Android framework are considered
as API features by the feature extraction process. Since these tools use different
naming conventions for these new methods, the resulting features do not overlap.

When applying encryption, ObfuscAPK and DroidChameleon use different algo-
rithms and parameters. This explains the differences observed between both tools in
Figure[5.2a] In particular, ObfuscAPK uses the AES cipher for encryption, whereas
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DroidChameleon uses Caesar’s algorithm. In both cases, the encryption key is hard-
coded in their respective code.

5.4.2 ML Performance

We devise a second set of experiments to 1) analyze the ability of static features
to detect malware, and 2) study the stability of these features for malware detec-
tion within ML algorithms in the presence of obfuscation. In all experiments, the
RandomForests classification algorithm is used without any parameter optimization
[50], as implemented in scikit-learn, a widely-used python library for ML [231].

The first scenario is focused on analyzing the predictive power of the different
feature families in a fully non-obfuscated (clean) environment. For model training
we use the NonObf datasetﬂ For evaluation purposes we used the apps from the
CleanSuccODbf dataset. Our objective is to evaluate the ability of an off-the-shelf
classifier to approximate the class y of apps (malware or goodware) as a function
of the original (non-obfuscated) features x,,; obtained from clean apps.

Table [5.4] shows the performance of the trained models. As can be seen, most
features present high true positive rates (TPR above 0.8) and moderately low false
positive rates (FPR below 0.2). Therefore, it can be concluded that most feature
families provide enough information to enable effective malware detection using
ML algorithms. This is particularly true for API functions and String features. On
the contrary, the model generated using File-Related features performs similar to a
random choice model (an A, cq, value of 0.5) and therefore, we can say that these
features are not suitable for the purpose at hand.

Table 5.4: Performance of static analysis features for malware detection using non-
obfuscated apps for both training and evaluation. TPR stands for the True Positive
Rate, i.e., the number of malware correctly identified. FPR stands for the False
Positive Rate, i.e., the number of goodware erroneously identified as malware. The
A, ean s the average of the TPR and the True Negative Ratio (1-FPR).

TPR|FPR|A .can
Permissions |0.867(0.156| 0.855
Components [0.808(0.157| 0.825

API functions|0.928 |0.081| 0.923

Opcodes 0.88410.252| 0.816
Strings 0.907(0.082| 0.912
File Related |0.265|0.197| 0.534
Ad-hoc 0.76810.143| 0.812

8 Note that an error during the obfuscation process of an app from this set for a given tool
can be due to an error in the obfuscation tool, since the same app has been successfully
obfuscated using other tools for the same and other strategies.
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Table 5.5: Feature insensitivity, i.e., the overlap between the classifications made by
the ML models for original and their obfuscated variants using ObfuscAPK (OA),
DroidChameleon (DC) and AAMO (AA).

Junk Code Call

Renaming Insertion Indirection Reflection Encryption ||Avg. Over.
OA |[DC| AA || OA | DC | AA || OA | DC | AA || OA | DC | AA || OA | DC |AA

Permissions [|0.986| - | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 ||0.934]0.674| 1.0 || 1.0 | 1.0 | - 0.968
Components ||0.506| - | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | - 0.961
API functions||0.986| - [0.992| 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 |{0.946|0.305]0.998| 1.0 | 1.0 | - 0.939
Opcodes 0.950| - ]0.964/0.446|0.235(0.087/0.899(0.963|0.900{|0.922|0.954|0.893{/0.923|0.940| - 0.774
Strings 10| -(10 10|10 10 || 1.0 | 1.0 | 1.0 || 1.0 | 1.0 | 1.0 ||0.296|0.078]| - 0.874
File Related {|0.027| - |0.805(/0.013(0.052{0.384(0.013]0.072|0.380(|0.025|0.106{0.575|(0.091{0.030| - 0.197
Ad-hoc 0.624| - ]0.813|0.706|0.012{0.583/0.434|0.751|0.415|0.621|0.370|0.238{/0.7200.741| - 0.540

Even with high persistence values, small changes in feature vectors can lead to
large changes in the performance of an ML algorithm. This may be the case if the
small set of changed features is the most informative for a classifier and strongly
influences its prediction. Consequently, this second scenario investigates the sensi-
tivity of ML algorithms to the changes induced by feature vector obfuscation.

We use the ML models trained in the previous experiment (i.e., with clean apps
from the NonODbf set) and compile two separate evaluation sets for each obfuscation
strategy. The first set, known as the obfuscated evaluation set, consists of (obfus-
cated) samples from the corresponding Renaming, JCI, Calllndirection, Reflection
or Encryption datasets. The other set comprises the clean versions of those apps in
the obfuscated dataset. By comparing the predictions made by the ML model for
the clean and obfuscated versions of the same app, we can assess whether or not
obfuscating an app can change the decision made by the ML model. We leverage
the Jaccard index to compute the overlap between the predictions for the clean and
obfuscated apps, and we refer to this measure as insensitivity. Thus, a high level
of insensitivity indicates that the predictions made by a model are preserved even
when obfuscation is applied to the apps.

The measured insensitivity values are compiled in Table [5.5] As can be seen,
the decisions of ML models for most feature families are consistent. Permissions,
Components or API functions result in stable predictions regardless of the obfus-
cation status of the apps, with insensitivity levels exceeding 90%. On the contrary,
Ad-Hoc, Opcode and File-Related features exhibit high fluctuations in the deci-
sions made by the models. This suggests a greater sensitivity of models to changes
introduced by obfuscation in these features.

We wondered if the persistence of features when obfuscation is applied is some-
how related to the insensitivity of ML models based on those features. In Figure[5.3
we represented the persistence and insensitivity values for the different feature fam-
ilies. As can be seen, in general, there is a high correlation between low persistence
and high sensitivity, meaning that larger changes in the features vectors induce
larger changes in the predictions of the ML algorithm. See for example Opcode fea-
tures with JCI in Figure and String features with Encryption in Figure .
However, high persistence values do not necessarily mean that the retained features
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Fig. 5.3: Relation between persistence and insensitivity to changes of the different
features for each obfuscation technique and tool. Every color makes reference to
a feature family, with red for Permissions, green for Components, blue for API
functions, yellow for Opcodes, gray for Strings, violet for File-Related, and orange
for Ad-hoc features; whereas symbols make reference to the values reported on each
feature family for ObfuscAPK (circles), AAMO (triangles) and DroidChameleon
(squares). The average of all tools is represented by the croos symbol.
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are the ones that are more helpful to the ML models in making accurate predic-
tions. For example, Ad-hoc features show high persistence values when applying
Reflection (changed features are only 16% of the total). Still, the insensitivity is
rather low, indicating those include the features that play an important role in the
accuracy of predictions (see Figure . Another example is File-related features,
which show the most irregular behavior for ML models despite the small propor-
tion of features altered by obfuscation (10% on average as shown in Figure [5.31).
In this regard, in the previous scenario we evidenced that File-related features lack
informativeness for detection (see Table [5.4).

The previous results highlight an important finding: while persistent features
are commonly considered reliable predictors for malware detection, persistency is
not the sole factor influencing the robustness of the detection model. On the con-
trary, high insensitivity values implicate a high persistence on features, so it is a
more adequate indicator of robustness. Therefore, it is crucial to carefully examine
the impact of obfuscation-induced changes on the informativeness of the features,
as even small changes can significantly impact prediction performance. In the next
section, we explore the selection of different feature vectors based on ML perfor-
mance and feature insensitivity to changes to develop robust malware detection
models.

5.5 Robust Malware Detection

We hypothesize that it is possible to build a robust classifier (one with accurate
predictions when dealing with both clean and obfuscated apps) by using features
that are both relevant (generate good models with clean apps) and insensitive (the
decision of the classifier does not change between the clean and the obfuscated
version of an app). We call these robust features. On the contrary, features that
obtained low insensitivity values (i.e., are highly sensitive) or are irrelevant for
ML models are prone to cause fluctuations in the predictions of ML models when
obfuscation is used.

To select a set of robust features based on the previous statements, we use the
A ean metric reported in Table and the average feature insensitivity reported
in Table Specifically, we set three thresholds (0.8, 0.85, and 0.9) for both met-
rics (Ajean and feature insensitivity values) as criteria for selecting different sets
of robust features — to be used for training and testing ML-based detectors. Table
[E.6] shows the feature families selected at each threshold: the strictest threshold
selects only the API functions family (A), the intermediate threshold selects API
functions, Permissions, and Strings (PAS), and the lowest threshold selects Permis-
sions, API functions, Components, and Strings feature families (PACS). Given the
large number of features in the selected groups (particularly in PAS and PACS), we
rank the features of each family based on the relevancy value computed by the cor-
responding RandomForest models from Section [5.4.2] and select only the best 2 000
features of each family. This selection does not apply to the Permissions family, as
it only includes 683 features.
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Three RandomForest classifiers are trained using the apps in the NonObf dataset
(which does not include obfuscated samples): one for A features, another one for
PAS features and the third one for PACS features. For evaluation, we use the
CleanSuccObf dataset for the non-obfuscated scenario, whereas for the obfuscated
scenario, we use the apps from the Renaming, JCI, Calllndirection, Reflection and
Encryption datasets. The prediction performances of these three models are sum-
marized in Table[5.7] As expected, results are good for the tests without obfusca-
tion, with true positive rates over 90% and low ratios of false positives (under 8%).
When tested with obfuscated apps, the model trained with API function features
(A) showed a performance reduction of 3% in terms of A,,cqn, With respect to the
use of the non-obfuscated versions of the same apps, mainly due to the effect of
Reflection. The use of additional features (PAS, PACS) seems to provide valuable
information to models: with PAS features, we can observe a 2% reduction in the
number of false positives, while the ability to correctly detect malware increases
3% with respect to the performance numbers obtained for the model using API
functions. The addition of Components features (PACS) did not improve the per-
formance with respect to PAS, obtaining 2% fewer true positives and a reduction of
1% in the number of obfuscated goodware being misclassified. Therefore, the best
model is PAS, i.e., the one that uses Permissions, API functions and Strings.

For comparison, we also evaluate the performance of our RandomForest classi-
fier with PAS features against RevealDroid [103], a robust state-of-the-art malware
detector, and Drebin [24], the detector that showed the best performance through-
out Chapters [4 and [f] Both detectors use their own sets of static analysis features
and ML algorithms. RevealDroid features include API function and package counts,
native calls extracted from binary executables and function names resolved from re-
flective and dynamic code loading calls. These account for a total of 59 072 features
that are used to train a RandomForest model to perform malware detection. The
features used by Drebin comprise declared and requested permissions, app com-
ponents, hostnames, IPs, commands and suspicious and restricted API functions.
This totals 253881 binary features that are used to train a linear Support Vector
Machine (SVM) goodware-malware classifier.

Table shows the performance of our best model (RandomForest with PAS
features) against RevealDroid and Drebin. As can be seen, PAS outperformed both
state-of-the-art detectors for the non-obfuscated and obfuscated scenarios. With ob-
fuscated apps, our robust proposal presented a 1% and a 6% higher detection rate,
and 4% and 8% lower malware misclassification, with respect to Drebin and Re-
vealDroid. These good numbers demonstrate that using a small set of Permissions,
API functions and Strings is enough to perform malware detection in Android. In
contrast to RevealDroid and Drebin, which mainly rely on Strings and API fea-
tures, PAS considers a more balanced feature vector and hence, it is more robust
against different obfuscation strategies. This experiment demonstrates that obfus-
cated malware and goodware can be identified using off-the-shelf ML algorithms
and features obtained from static analysis, even without providing the algorithms
with any information about the strategy or tool used to obfuscate apps.
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Table 5.6: Features selected for robust malware detection based on different thresh-
olds for the A,,cqn and feature insensitivity.

Threshold Feature types #Features
0.8 Permissions, API functions, Components, Strings 6683
0.85 Permissions, API functions, Strings 4683
0.9 API functions 2000

Table 5.7: Performance of different robust feature combinations for ML malware
detection. A, stands for the model using exclusively API functions. PAS, refers to
proposal using Permissions, API functions and Strings, whereas PACS uses Permis-
sions, API functions Components and Strings.

Non-Obfuscated

A |PAS|PACS
0.928(0.920| 0.930
0.081(0.065| 0.065
0.923(0.927| 0.932

Obfuscated
A |PAS|PACS
0.858|0.889| 0.876
0.060|0.044| 0.035
0.898/0.922| 0.914

TPR
FPR
Amean

Table 5.8: Performance of robust ML detectors based on static analysis features.
PAS refers to our robust detection proposal using Permissions, API functions and
Strings.

Non-Obfuscated Obfuscated
RevealDroid |Drebin|PAS || RevealDroid |Drebin| PAS
TPR 0.856 0.914 (0.920 0.832 0.876 [0.889
FPR 0.117 0.103 |0.065 0.12 0.088 (0.044
Ancan 0.869 0.905 10.927 0.856 0.893 [0.922

5.6 Discussion

The experiments carried out in this chapter evidence that, as commonly assumed
[317], static analysis features can be affected by specific obfuscation techniques.
Feature persistence showed that all the feature families are affected by at least one
obfuscation technique. Among them, the features obtained from the manifest of
applications proved to be the most stable. Nonetheless, and contrary to what is
commonly argued [32], our experiments also demonstrate that static analysis fea-
tures can be a reliable source of information for ML malware detection. In this
regard, we observed that some obfuscation strategies can result in additional fea-
tures while leaving the original features unaltered. For example, this is the effect
of Calllndirection in API functions, or Reflection in Strings. In most cases, the im-
pact of obfuscation is limited to less than 20% of all the features derived from the
samples (for example, at most 20% of the features are affected by Call Indirection
and about 15% of them are altered by Reflection).

We also observed that the alterations caused by obfuscation on the features vary
significantly between different tools, mainly due to implementation particularities.
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However, the lack of randomization in these tools makes them produce the same
output for the same input value, even for different source apps or executions of
the same tool. Such behavior is useful to hide the explicit information provided
by, for example a class name, but it is insufficient to conceal the intrinsic infor-
mation, i.e., relationships between features, such as correlations. This means that
apps that contain a similar characteristic, when obfuscated using the same tool,
will maintain similar relations between the obfuscated values than for the original
(unobfuscated) features. Additionally, most obfuscators need to improve the imple-
mentation of some obfuscation techniques due to the high failure rates they present.
From the point of view of the users of these tools, these aspects pose a limitation
of obfuscators.

The performance analysis of ML models trained with static analysis features
revealed that some feature types (families) typically proposed for malware detec-
tion [226], such as file-related features, are not effective in differentiating malware.
This experiment, conducted on non-obfuscated applications, identified API func-
tions and Strings as the most informative features for malware detection, achieving
detection rates of over 90% and a low false positive rates of 8%. We analyzed the im-
pact of obfuscation-induced changes on the informativeness of features and showed
that even small changes can have a significant impact on performance. Therefore,
feature persistence should not be considered as the sole criterion for robust malware
detection. This finding demystifies a common assumption in the Android malware
detection field, which is to consider highly persistent features as robust.

By combining features that exhibited high insensitivity to changes and that
presented high ML accuracy with non-obfuscated apps, we demonstrated that ML-
based malware detection using static analysis features can be robust in the presence
of obfuscation. Remarkably, this remains true even in scenarios where no knowledge
about the obfuscation techniques applied to the apps is assumed, i.e., the obfus-
cated data is not taken into account during the training process. In this scenario,
our proposed robust detection approach based on a stock classifier outperformed
RevealDroid, the current state-of-the-art obfuscation-resilient detector, and Drebin,
the best proposal for malware detection in Android according to a recent compar-
ative [209]. Specifically, our detector achieved 92% of correct classifications, com-
pared to 89% and 85% for Drebin and RevealDroid, respectively. This result shows
that Android malware detection goes beyond the selection of a ML algorithm.

Finally, we are aware that the work done for this chapter has some limitations.
The main one is that our analysis is limited to individual obfuscation strategies.
However, these strategies can be combined to increase the probability of evading
detectors. Also, the order in which these obfuscation strategies are combined affects
the results obtained (note that the information hidden by a previous obfuscation
technique also becomes invisible for the next obfuscation strategy). Evaluating all
these combinations would drastically increase the number of scenarios to be eval-
uated. The cost of the required experiments would be impractical because: (1)
samples would have to be obfuscated using combinations of different strategies and
tools, and (2) feature extraction and model training would have to be performed
on the resulting obfuscated samples. In addition, we believe that such an extensive
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analysis would also make it difficult to draw clear conclusions about the impact
of each individual obfuscation strategy. In this respect, this work can be seen as a
first step in investigating the impact that the combination of different obfuscation
strategies can have on static analysis features.

5.7 Conclusions

This chapter delved into the effectiveness of static analysis features for ML-based
Android malware detection in the presence of obfuscation. To perform this assess-
ment, we generated a variety of datasets by applying different obfuscation strategies
to apps with the help of three state-of-the-art obfuscators. Seven families of static
analysis features were defined and evaluated throughout an extensive set of ex-
periments. We identified which families are more persistent when obfuscation is
applied, and which families are more informative for correct Android malware de-
tection. Based on these findings, we proposed the use of Permissions, API functions
and Strings for ML-based malware detection. A stock implementation of the Ran-
domForest classification algorithm using these robust features was used to generate
a ML model able to separate malware from goodware with a remarkable success
rate, without any prior knowledge of the specific obfuscation techniques applied
to apps. In particular, it correctly identified 89% of evasion attempts with a low
false positive rate of 4%, outperforming the current state-of-the-art solution for
obfuscation-resistant Android malware detection.
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Dealing with concept drift

In the Chapter [4] we evidenced that the rapidly evolving nature of Android apps
poses a significant challenge to static batch machine learning algorithms employed
in malware detection systems, as they quickly become obsolete. Nonetheless, the
existing literature has paid limited attention to this issue, with many advanced An-
droid malware detection approaches, such as Drebin, DroidDet and MaMaDroid,
relying on static models. In this chapter, we will show how retraining techniques are
able to maintain detector capabilities over time. Particularly, we will analyze the
effect of two aspects in the efficiency and performance of the detectors: 1) the fre-
quency with which the models are retrained, and 2) the data used for retraining. In
a first set of experiments, we will compare periodic retraining with a more advanced
concept drift detection method that triggers retraining only when necessary. In the
second set of experiments, we will analyze sampling methods to reduce the amount
of data used to retrain the models. Specifically, we consider fixed size windows of
recent data and state-of-the-art active learning methods that select those apps that
help keep the training dataset small but diverse. A third set of experiments shows
how the combination of change detection and sample selection techniques results
in very efficient retraining strategies which can be successfully used to cope with
concept drift while maintaining the performance of state-of-the-art static Android
malware detectors.

6.1 Introduction

Drift, which refers to the phenomenon where the statistical properties of the data
being analyzed change over time, can be caused by data drift and/or concept drift.
Data drift refers to changes which occur in the distribution of the input data over
time, whereas concept drift or model drift is caused by changes in the relationship
between the input data and the outcome of models, i.e., the conditional probability
distribution of the class variable given the input [102]. Even if both drift types
are interesting and deserve analysis, it has been demonstrated that concept drift is
an urgent issue in Android malware detection since it causes the trained static ML



112 CHAPTER 6. DEALING WITH CONCEPT DRIFT

models to experience a steady decrease of their performance over time [232] 209, [63].
In this sense, in the rest of this chapter, whenever we mention the term drift, we
will refer to concept drift.

It is evident that the Android app ecosystem has an evolving nature, because
for example, new types of malware appear or new software features are added to the
development framework [209]. However, most current anti-malware research solu-
tions for Android rely on batch ML algorithms [I90]. Under laboratory conditions,
these algorithms have demonstrated extraordinary malware detection rates with low
numbers of false positives, which make them a promising solution against malware
[289]. However, batch ML algorithms are designed for static environments. They
are used to train models offline on large datasets of labeled samples of malicious and
benign apps, which are then used to enable accurate detection of new, previously
unseen malware. Therefore, detectors that rely on these algorithms quickly become
obsolete and lose effectiveness due to concept drift [102] [38].

In recent years, concept drift management methods have emerged as a promising
solution to the challenges posed by drift in non-stationary apps [193] and in a
variety of domains, including fault diagnosis [338], credit card fraud detection [48],
network intrusion detection [207], and game recommender systems [7]. Concept
drift management methods can be classified into two major groups: (1) retraining,
which consists of replacing old models with new ones trained on the latest available
data, and (2) incremental algorithms, which continuously update models as new
data arrives. While incremental solutions are specific learning algorithms, retraining
offers the advantage of being an agnostic approach that can be applied to any ML-
based detector.

For Android malware detection, several researchers have proposed adaptive so-
lutions to overcome the challenges posed by concept drift, either relying on incre-
mental algorithms [2I5] [309] or retraining procedures [155] [I17]. These algorithms
propose completely novel detection approaches and ignore the relevance of most
available state-of-the-art Android malware detectors, which rely on static analysis
of code to extract the features that represent the apps, and leverage batch ML
algorithms to perform detection [T90]. At this point, it remains interesting whether
these existing static detectors can be enhanced and adapted to changing scenarios
using simple retraining mechanisms, avoiding the need to develop new detectors.

The successful implementation of retraining on existing detectors hinges upon
a series of critical implementation decisions. These decisions involve establishing
an retraining policy that determines when and with what data to perform the
model retraining and replacement operations [298]. An inadequate retraining policy
may result in unnecessary, too frequent, or insufficient retraining operations that
render the model unable to adapt to changes in the distribution of data [31, [44].
Equally crucial is the selection of representative data reflecting current trends in the
distribution but without forgetting reoccurring or stable patterns. New data has to
be continuously stored, analyzed (sometimes manually) and labeled prior to being
used for retraining Android malware detectors. Moreover, as the volume of the new
incoming data increases, the storage, labeling efforts and computing requirements
for retraining also increase proportionally [281].
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The purpose of this chapter is to investigate the potential of retraining as a valid
approach to enhance state-of-the-art batch Android malware detectors. Indeed we
focus on retraining existing detectors and analyze techniques that reduce the cost
of retraining. Particularly, we focus on two critical aspects: (1) the frequency of re-
training and (2) the data used for this operation. Since the factors that cause drifts
and thus, model aging, could be diverse and variable, model performance is moni-
tored to trigger an update procedure whenever a degradation of the performance is
observed. Regarding the training set used for model updates, we propose strategies
to keep its size small and reduce the cost of labeling new data. Thus, minimizing the
cost of retraining supervised models. Through a comprehensive set of experiments,
we demonstrate that retraining offers a practical solution to address concept drift
in solutions that use batch ML algorithms for Android malware detection.

The rest of this chapter is organized as follows. Section[6.2]analyzes the literature
related to the present work. Section|6.3|introduces batch Android malware detection
and how retraining can easily be applied to achieve model evolution. Then, in
the next two sections, we focus on the specific methods that we analyze in this
chapter to determine the retraining frequency (Section and the data used for
retraining (Section. Section presents our experimental setup, introduces the
three state-of-the-art batch Android malware detectors used in our experiments and
describes the evaluation procedure followed for the analysis. Section presents
the obtained results and, finally, we discuss the main findings of our work, future
research lines and conclude this chapter in Section

6.2 Related Work

Learning in evolving environments requires defining two main aspects: 1) the mech-
anism used to update the model and 2) the data used to update the model. In this
section, we briefly review the related proposals in the area of Android Malware
detection, considering these two axes.

6.2.1 Adaptative Malware Detectors

As mentioned, the first decisive aspect when building a classifier in environments
with drift is the mechanism used for adapting the model. Indeed, among the pro-
posed adaptable Android malware detectors, we can find incremental learning al-
gorithms that update their models with each data point, or retraining approaches,
that train new models and replace the existing ones.

In a recent work [II7] propose the use of a pool of batch RandomForest clas-
sifiers and an anomaly detection model fed with system call features. Detection is
performed by majority voting the output of the models. Whenever models in the
pool disagree, the anomaly detector is used to conclude the class of samples. In
order to enable model adaptation, true labels are assumed to be known and the
worst performing RandomForest model from the pool and the anomaly detector are
retrained at fixed time chunks. In [2I5], the use of an incremental learning detector
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that leverages contextual APT call information as the feature set is proposed. The
model is updated with every incoming sample. However, it assumes that the true
label of every sample is known at real-time. The detector proposed in [I55], uses
a pool of Convolutional Neural Networks (CNN) fed with sequences of method,
object and field names invoked in the code. Retraining is performed at fixed time
chunks and using only samples for which the predictions are sufficiently reliable, so
that labels obtained with majority voting of the pool are assumed to be accurate.
In each retraining round the entire pool of CNN models is replaced. In DroidE-
volver [309], a pool of incremental linear models is presented. For updates, models
with low agreement decisions with respect to the rest of the models in the pool are
adapted. For labeling the data, the approach uses pseudo labels obtained through
majority voting of model decisions.

As mentioned in the introduction, all these approaches are completely novel
detectors, which do not leverage any previously published state-of-the-art batch
detector, at least not directly. In this sense, the difference between these works and
our proposal is that we attempt to directly use the existing research using model
agnostic retraining policies to enhance or maintain their performances when concept
drift is present. Additionally, these proposals present issues related to the labeling
of samples. For instance, using pseudo labels computed from model decisions has
been shown to cause model contamination over time [I52], while obtaining true
labels incurs a cost that is often overlooked.

6.2.2 Out-of-Distribution Samples

The second aspect that must be taken into account when using retraining policies
in drifting environments is the selection of data used for retraining. This data must
be representative of the current concept, but the cost of labeling this data and
retraining the model is proportional to the amount of data we use in this process.
In this sense, some data selection strategies have been proposed in the Android
literature.

The most common approach is to use the confidence of the current model in
the prediction of a new sample as a way to analyze whether this new sample has
been generated by the same probability distribution or not [313]. Confidence of a
new sample can be measured by analyzing the consensus of several classifiers when
predicting its class. In [309] and [330], low confident samples (for which models
disagree the most) are used to update the models. Contrary to these approaches
and despite it being potentially detrimental to the adaptation ability of models,
in [2T5] and [I55] low-confident data is treated as noisy and discarded from the
update process to avoid model contamination when using pseudo labels. Similarly,
[36] presents a decision rejection framework which aims to keep model decisions
accurate over time by discarding unreliable model decisions for drifting samples.
The framework presents a non-conformity measure which identifies drifting samples
with respect to a set of reference samples used to train the model.
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Other authors have proposed using specific models based on clustering ideas.
[314] uses a neural network based on contrastive learning to group samples into
either goodware or a specific malware family. A sample is identified as drifting if
it lies far from all the identified groups in a certain retraining step. This proposal
has been recently improved in [62] using a hierarchical contrastive learning classifier
that ranks samples according to the fitness of the CL embedding and the prediction
score of the classifier. The aim is to provide a more robust drifting sample selection
in unbalanced scenarios.

All these OOD (out-of-distribution) selection proposals, focus on identifying
the best samples to increase the detection ability of models. However, none of
them can be directly used in a simple retraining framework that is model agnostic
(i.e., is built over any detector). Additionally, they are general approaches that do
not leverage the particular behavior of the Android environment to design specific
sample selection strategies. In this chapter we will analyze, CL approaches and
uncertainty sampling as model-agnostic retraining policies, and an ad-hoc sample
selection method specifically designed for this problem.

6.3 Preliminary Concepts

We have discussed how most of the published literature on Android malware detec-
tion ignored concept drift as a foundational feature of Android malware detection.
This section briefly describes how malware detection is typically performed using
batch ML algorithms, as well as how these state-of-the-art detectors can be inte-
grated into a retraining pipeline.

6.3.1 Batch Malware Detection

Typically, the Android malware detection process using batch ML consists of three
main phases: a preprocessing stage, a training phase and a prediction phase [289].
This process is depicted in Figure To begin with (preliminary step), a set of
apps is required, and two tasks must be carried out. First, all the apps must be
labeled. The labeling process consists of analyzing the code, metadata, and app
behavior to identify any suspicious activity or known malware signatures, tagging
the apps in the dataset as goodware or malware. Additionally, in this preprocessing
stage, apps are examined, extracting the features indicative of their functionality
and representing them in a structured manner. Examples of these features include
permissions, function names, strings in the code, etc. Once the app labels and their
features are obtained, in the training phase, ML algorithms help determine the most
characteristic patterns of goodware and malware. As a result of this training stage,
a ML model capable of predicting the class label (goodware or malware) of new
apps is obtained. Finally, the prediction phase consists of extracting the features
identified during the training phase from a new incoming app. Afterwards, these
features are fed into the previously trained ML model so that it determines whether
the app is goodware or malware.
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Fig. 6.1: Diagram of the batch learning process. (1) Preprocessing phase: a struc-
tured feature set and a label is obtained for each app; (2) Training phase: the
structured and labeled training dataset is used to generate a model using ML al-
gorithms; (3) Prediction phase: the generated model is used during the prediction
phase to determine the class of new apps.

6.3.2 Retraining for Batch Malware Detectors

Retraining mechanisms consider a detector as a black box tool. This means that
any existing batch detector can be integrated into the retraining process without
modification. Figure [6.2] depicts how the retraining mechanism can be integrated
into any existing detector. In order for new models to correctly represent the current
data distribution, the training data has to be continuously updated with represen-
tative apps. Since Android malware detectors rely on supervised algorithms, these
apps must be labeled. Retraining is signaled by a supervisor. Whenever the signal
is raised, a new model is trained to replace the old one. This involves preprocessing
all (or some) apps in the dataset to extract their features, training the new model
with this information, and replacing the old model.

A very simple retraining policy is to activate the update process at fixed time
intervals, for example, once a month. It can also be triggered whenever a certain
number of new labeled apps become available, e.g., when 10 000 new apps have been
identified. Nonetheless, the most effective strategy would be to trigger retraining
whenever a drift is detected. The supervisor can monitor the performance of the
model, or measure the degree of dissimilarity between training apps and incoming
apps. In the following sections, we investigate the impact of some of these retraining
strategies, as well as the impact of different retraining data management policies
on the efficiency of batch Android malware detectors. Particularly, we focus on two
mechanisms: fixed-period retraining and using a monitor that identifies changes
to trigger updates. In addition, we explore three approaches for choosing the data
used for retraining the models: a forgetting mechanism that discards old apps, three
active learning methods that select highly-relevant data and a problem-specific
sample selection technique based on clustering.
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Fig. 6.2: Diagram of the batch learning process with retraining. The supervisor
firstly monitors when changes take place, once a change is detected, the data is
updated to reflect the current trend and a model retraining signal is raised. This
trains a new model with the updated data that is used to replace the old model.

6.4 Retraining Frequency

In this section, we discuss the two different retraining policies mentioned above: (1)
scheduling the update operation periodically and (2) using a change monitor that
triggers the update when the performance of the detector drops.

6.4.1 Fixed Period Retraining

A naive update policy is to retrain Android malware detectors in batches using a
fixed periodicity: weekly, monthly or any other. This method has several advantages,
including ease of implementation and predictability. By following a fixed schedule,
the system can regularly retrain the model to keep it up-to-date with the latest
malware trends and behavioral patterns. However, this approach also has some
limitations, because the rate of change of the data distribution might not be uniform
or periodical. Due to the unpredictability of changes in Android data, choosing a
fixed update frequency may be suboptimal. If the time between updates is long, the
model may miss malware that has appeared and lasted for a short period of time.
On the other hand, a high retraining frequency would eliminate this problem, but
would result in unnecessary costs if changes in the data distribution are slow [9§].

6.4.2 Change Detection Mechanisms

An alternative update policy to fixed period retraining is to use a change detec-
tion mechanism which monitors the current data or the performance of the model,
triggering an update round only when there is evidence of change.

For this purpose, in this chapter we consider the Page-Hinkley (PH) test [224]
132], a popular (and easy to implement) drift detection algorithm that detects
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changes by monitoring the performance of the model. The PH test has several
advantages over other change detection methods. First, it is non-parametric and
does not make any assumptions about the underlying data distribution. Secondly,
it is computationally efficient and requires minimal memory, which makes it suitable
for monitoring high-speed data streams. Finally, it is also robust to outliers and can
detect gradual changes in the data distribution [44].

0 ifn=1
c, =" ) nn (6.1)
min (0, Cr,—1 + (Amean,, — Tn-1)) ifn>1

n—1
Zt:l Ameant

Tpn—1 = n—1 (62)
1 ifA+C, <0
pH, =4 "ATOn< (6.3)
0 ifA+Cp>=0

The PH test is applied as follows: it periodically (or whenever a certain batch of
new instances are obtained) monitors a test value calculated based on the perfor-
mance of the model, in our case, measured by the A,,cqn (see Table. Specifically,
at each instant n, the PH method computes the CUSUM (C,,) of the deviations
between the current performance value (Anean, ) and the mean of the performance
values obtained in all the previous periodic checks (see Equations 1 and 2). If the
CUSUM of the deviations falls below a pre-defined A threshold (see Equation 3),
the PH test signals a change (PH,, = 1) that triggers a model update at instant n.
Note that a higher tolerance value may result in a lower rate of false alarms, but
also in a lower performance, as updates can be delayed. When a change is detected,
the values used for the test are reset. This means that the instant n, at which the
test flags the change, is set as the starting point (0) for subsequent calculations of
the test.

TPR=TE\TNR = TN | Apean = TEELTNE

Table 6.1: Metrics used in this chapter to assess the performance of detectors. TPR
= True Positive Rate. TNR = True Negative Rate.

6.5 Data Used for Retraining

The effectiveness and efficiency of retraining depends not only on the frequency
with which the models are updated, but also on the data used for this purpose. In
this section, we analyze state-of-the-art methods such as fixed-size sliding windows
and active learning methods such as uncertainty sampling and contrastive learning



6.5. DATA USED FOR RETRAINING 119

OOD techniques. These methods have been chosen due to their popularity and also
taking into account the availability of code. Finally, we present a problem-specific
sample selection strategy.

6.5.1 Sliding Windows

In this approach, a fixed-size sliding window is used to select the m most recent
instances for retraining. The window moves forward whenever new data becomes
available, and instances that fall within the window are stored and subsequently
used for retraining, while older apps are discarded. We depict this policy in Fig-
ure Its implementation is straightforward, but it may have some drawbacks.
First, it assumes that the m most recent apps are sufficiently representative to gen-
erate a good model, which may not always be true: behaviors of discarded apps may
reappear later. Secondly, this method does not consider the characteristics of the
instances within the window. A common feature of the Android app environment is
the presence of majority groups, that is, apps that are nearly identical and appear
in large quantities. Not considering the characteristics of the last m apps might
result in datasets where some types of apps are over-represented while others are
largely underrepresented, thus leading to biased models which ignore the minority

samples [108].

o
]
]
(]
]
L

o WO T

....................................

= BB EEL]
Fig. 6.3: Sliding window (dotted line) of size m = 5 which is used to train the model
at each instant. Colored cubes represent apps with different behavioral patterns and
whose predominance may vary over time. A model trained at time ¢ may be biased
towards the “yellow” behavior, while being unable to recognize the “blue” behavior.

6.5.2 Uncertainty Sampling

Uncertainty sampling is a technique commonly proposed in the active learning
literature to reduce labeling efforts and improve the learning ability of models
[313]. The method measures the reliability or uncertainty of the decisions provided
by models for samples. The degree of uncertainty of a sample is computed as the
complementary of the absolute difference of the class (goodware and malware)
probabilities returned by a model [3]. Since low confident decisions for samples
result in similar probability values for both classes, the uncertainty value will be
high (close to 1), whereas samples where one class probability dominates the other
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will obtain low uncertainty values close to 0. The method assumes that samples
with the highest uncertainty are the most representative of changes and better
candidates for learning a new model. Therefore, two alternative criteria can be
used to build the training dataset: (1) set a fixed number n of samples to select
and, (2) set a minimum uncertainty value to select the samples. Finally, the selected
samples are added to the samples used for the previous retraining period and a new
model is built with all this data.

6.5.3 Contrastive Learning OOD

More advanced sampling mechanisms use contrastive learning (CL) schemes that
rely on an encoder-decoder architecture to identify drifting samples and incorporate
them to the training set in order to capture the new dynamics in the data. The
CL model is trained to generate similar embedded representations (or embeddings)
for samples of a same class or malware family, whereas the embeddings for sam-
ples of different classes (malware vs goodware) or malware families are dissimilar.
CL methods then, measure the dissimilarity between the embeddings of new sam-
ples and the embeddings of the training data; the idea is that new samples whose
representation differs a lot from the training data are drifting samples. Similar to
uncertainty sampling methods, a ranking is constructed based on this dissimilarity
measure. This is the case for CADE [314] and HICL [62]. Afterwards, samples are
selected by: (1) taking the n most dissimilar samples, or (2) setting a threshold
over the dissimilarity measure. Finally, the selected samples are appended to the
training samples of the previous retraining period.

6.5.4 Problem Specific Sample Selection

As mentioned previously, in the context of Android malware detection, apps with
some specific features may be more prevalent than others. Recurring malware that
fades away and resurfaces is also a reality. To exemplify this, Figure[6.4] depicts the
distribution of goodware and malware into known and unknown behaviors for every
quarter between January of 2013 and December of 2019. In this context, an app
behavior is represented by a particular set of API call frequencies extracted from
its code. We assume that apps with similar behavior present equivalent APIT call
frequencies in their code. The exact process for the computation of known and un-
known behaviors is explained more in detail later in this section. Green slashed bars
represent the proportion of samples on each period that contain similar behaviors
to apps observed in previous periods (known), whereas grey dotted bars represent
the proportion of samples whose behavior has not been observed previously (un-
known). As can be seen in Figures and the apparition of unknown app
behaviors from one period to another confirms the existence of data drift in the An-
droid app ecosystem, which can cause model degradation [63]. It also shows that the
incidence of drift is variable (for example, differences in malware between 2015Q2
and 2015Q3). In this regard, goodware tends to present more novel patterns over
time, whereas malware frequently exhibits more known behaviors that have been
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observed in preceding periods. Indeed, the fluctuations observed for the malware
follow a common infection pattern. Each time a new form of infection emerges, the

apps (samples) exploiting this method will be initially classified as unknown (see,

for example, 2015Q1). Then, the infection mechanism becomes popular as new mal-

ware apps use it. This is shown, for example, by the increase of known groups in

the subsequent periods to 2015Q1. This popularity keeps increasing until the infec-

tion pattern is detected and a new form or a variation of the original exploitation

mechanism is developed.
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Fig. 6.4: Diversity of the dataset throughout the evaluation period (2013-2019).
The bars represent the percentage of apps captured in the indicated period that
are very similar to apps that have already appeared in previous periods (“Known”),

or apps that exhibit new behaviors (“Unknown”).

The over-representation of malware with known behaviors during most peri-
ods can lead to biased detectors when retraining ML models, as algorithms are
designed to optimize performance metrics and may focus solely on these majority

groups [331]. Hence, using all the data for training can hinder the ability of detec-

tors to accurately distinguish minority (unknown or new) malware. With the aim
of improving the effectiveness of the adaptation mechanism and producing more

we propose the use of an ad-hoc sample selection ap-

proach for Android malware detection. This technique ensures that the retraining

reliable malware detectors,

data is diverse and informative [209]. It involves filtering out uninformative or du-

and reducing the labeling costs

)

controlling the size of the dataset

and training complexity of ML algorithms.

plicated apps,

in this chapter we propose a sample selection method using the

Particularly,
continuous clustering process described in Chapter

and initially proposed in [236].

For this algorithm, and based on previous findings, we represent the apps as a

vector of frequencies of their Android API calls. The process works in two phases:

the calibration phase, where samples in the training set are grouped into known

behavioral clusters, and the online phase, where incoming samples are assigned into

known or unknown clusters to perform sample selection.
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The objective of the calibration phase is to find the different behavioral groups
present in the training data, for both malware and goodware. To do so, the apps
in the training set are chronologically ordered by their publication date and se-
quentially assigned to their closest cluster. This assignment is only performed if
the sample lies within a predefined e radius from the cluster’s representative; other-
wise, a new cluster is created with the sample as the representative. We assume that
samples within a group contain similar code patterns and thus, that each cluster
represents a particular behavioral pattern. Note that cluster’s representatives are
maintained throughout the process. The Euclidean distance is used to measure the
similarity between every pair of samples. Once all the apps are clustered, we label
the clusters as goodware or malware according to the class label of the represen-
tative app of that cluster. Within this calibration phase we compute the average
number of apps in all the behavioral clusters found (k). Then, we only keep the
most recent k components (apps) from each cluster. In this way, we try to keep
the training set both small (keeping only a few samples of a given behavior) and
diverse (keeping samples of all the different behaviors detected).

During the online phase (see Algorithm7 at each retraining period, the method
assigns each new incoming sample to its closest cluster if it meets the admission
condition (the sample is within the e radius of the representative). If the cluster
already contains k£ samples, the oldest sample in the cluster is replaced by the new
one. This process can be seen as a multi-window approach in which a sliding window
of size k is maintained for each of the behavioral clusters. If a sample cannot be
associated with an existing cluster, a new cluster is created with that sample as
its representative. Once all the new instances have been clustered, we compute the
isolation level of clusters as the average Euclidean distance between the cluster
representative and the representatives of other clusters. To accommodate different
labeling budgets, we use the parameter [, to select the representatives of the most
isolated new behavioral clusters, where [, represents the labeling budget. Then,
the retraining dataset is constructed by appending the most recent k& samples from
each labeled cluster to the samples used in the previous retraining period. Note
that the apps assigned to a cluster are automatically labeled with the class label of
the cluster representative, reducing the need to label many apps.

6.6 Experimental Framework

This section describes the experimental set-up and the methodology followed to
evaluate the different adaptation mechanisms analyzed in this chapter.

6.6.1 Dataset

In our experiments, we use the dataset presented in Section of this disser-
tation. We split this dataset into two separate subsets: one for training and one
for evaluation. The training dataset consists of 100 monthly samples of each class,
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Algorithm 1 Problem-specific sample selection process

1: X« {x;|i=1,...,N} > Set of unlabeled samples
2 CeAee | t=1,...,T} > Set of existing cluster centroids
3 Q«+ {} > Set of new cluster representatives
4: W+ {} > Set of new cluster weights
5 fori=1,...,N do > Loop over unlabeled samples
6: mind < dist(x;, 1)

7 minid < 1

8: fort=2,...,7 do > Find the closest existing cluster
9: if dist(x;, ct) < mind then

10: mind < dist(z;, ct)

11: minid <t

12: if mind < € then

13: Ti — Cminid > Add z; to an existing cluster
14: else

15: C <+ CuU{x;} > Create a new cluster
17: for j=1,...,|Q| do

18: w; < avg(dist(g;, Q)) > Isolation level of clusters
19: R <+ rank(Q,W) > Rank clusters based on weights
20: label(R, min(|Q|, 1)) > Label the selected clusters

goodware and malware, between January 2012 and December 2012. Note that mal-
ware detection on Android is a highly unbalanced problem where malware actually
accounts for about 10% of the apps [232]. However, the training dataset is compiled
offline and, thus, can be constructed using an unrealistically balanced ratio between
the two classes. Contrarily, in order to mimic a real situation, the remaining 7 years
of data (from January 2013 to December 2019), used for model evaluation purposes,
will consists of 10 malware and 100 goodware samples per month over this period,
which are obtained by randomly sampling apps from the original dataset.

6.6.2 Batch Malware Detectors

For the purpose of this chapter, we rely on three state-of-the-art malware detec-
tors, Drebin, DroidDet and MaMaDroid, that constitute the best performing batch
Android malware detectors published to date as evidenced in Chapter @] These de-
tectors were not originally conceived to cope with concept drift and they all rely on
features extracted through static analysis of APK files to represent the apps, and
on batch models for detection. In this section we briefly describe their detection
mechanisms:

Drebin [24] uses a full set of features extracted from APKs, including hardware
components, permissions, app components, intent filters, strings, and a restricted
set of API calls. It uses a linear SVM model fed with this data to perform malware
detection.
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DroidDet [334] relies on data obtained exclusively from the app code to detect
malware. More specifically, it uses a filtered set of requested and required permis-
sions, intent filters and API calls. After the first extraction of all possible values,
the relevance of the features is calculated to eliminate those that are not infor-
mative. The most relevant features are finally used for model generation using the
RotationForest algorithm.

MaMaDroid [222] constructs a Markov chain of the API calls found in the
app code. The Markov chain represents the transition frequency between each API
pair. Actually, the package to which an API call belongs is used as a higher level
abstraction to reduce the number of final features. The RandomForest algorithm is
used to identify malware with this information.

6.6.3 Parameter Settings

The baseline (original) detectors have been trained using the default parameters
reported in their respective works. For all configurations, the evaluation and (pos-
sible) retraining process is set to quarterly intervals. This choice is a compromise
between obtaining an adequate visualization of the results but restricting the num-
ber of new models, since training the models has a significant experimental cost. In
addition, for the change detection method, after preliminary experiments, we set
the A threshold for the PH test to 0.02 based on preliminary results, as a threshold
between detection performance and the number of retraining steps.

In relation to the methods proposed for selecting the data used for retraining,
sliding windows of 100, 1000, and 2000 apps are considered in the experimentation.
For the problem-specific sample selection strategy, based on preliminary tests, we
set the e radius (the maximum distance allowed to consider any sample as part of
an existing cluster) to 0.01. The k value (the average number of apps in a clus-
ter), has been calculated in the calibration phase, taking a value of 2. For CL
methods (CADE [314] and HICL [62]), we use the original implementation and
the parameters that reported the best results in their respective paper&Eﬂ Addi-
tionally, uncertainty and CL methods require setting a criterion for selecting the
samples to be labeled and appended to the retraining dataset. In this sense we fix
parameter n, the number of most uncertain samples in each retraining round in
order to experiment with different labeling budgets. Specifically, we select 70% of
the incoming samples, which is equivalent to the number of labels required by the
problem-specific sample selection method with € = 0.01, and 45% and 15%, which
are the test values considered in the HICL paper.

6.6.4 Evaluation Framework and Metrics

First, all models are trained offline (batch) using the apps in the training dataset
(balanced and with data from Jan. 2012 to Dec. 2012). For evaluation purposes, we

!https://github. com/whyisyoung/CADE
2 https://github.com/wagner-group/active-learning
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consider non-overlapping windows of three-month periods. Therefore, the evaluation
dataset is divided into 28 time-ordered subsets, each one covering one quarter.

For the evaluation of the original version of the detectors (pure batch scenario
without retraining), the model used is always the same, i.e., the one obtained in
the offline phase. For those scenarios incorporating concept drift management ap-
proaches, model update procedures are subsequently carried out with a subset of
recent apps. Note that we assume that, when a model is updated, the true labels
of the samples used to train the new model are known. As the incoming data are
chronologically sorted, we can evaluate the degree of concept drift, as well as the
effectiveness of the measures implemented to address it. This approach is common
in the concept drift literature [102].

In two separate experiments we analyze and compare the effect of: (1) the poli-
cies to trigger the updates, and (2) the data used for retraining. In the first experi-
ment, periodic vs. change detection mechanisms are compared. In this experiment,
the dataset used for training the models grows in each retraining round since all
incoming samples are incorporated to the dataset for retraining. In the second ex-
periment, where the different data selection mechanisms are studied, the models
are retrained at each three-month period with the corresponding selection of data
(windows of fixed size, uncertainty samples, OOD samples or cluster components).
As a baseline for this second experiment, we also consider the model retrained
periodically every quarter using all available data.

In each retraining round, for all the possible configurations using the problem-
specific sample selection method, goodware is downsampled to reach a balanced
ratio between the malware/goodware classes. This reduces the amount of data
and avoids imbalance when retraining. Specifically, when the training dataset is
constructed using the problem-specific sample selection method, once the clustering
has been carried out and the goodware and malware samples are obtained, 90% of
the goodware samples are removed. Note that this is only done for training, whereas
for evaluation the original unbalanced data is used.

Finally, in all the experiments and for each model, we measure its performance
as the average of the TPR and TNR, known as the A,,cqn value (see Table [6.1)).
The Ajean i a popular performance metric in the ML literature for unbalanced
scenarios and, contrary to the F1 score, the A,,cqn considers and equally weights the
accuracy of models on both positive (malware) and negative (goodware) samples.

6.7 Experimental Results
This section shows the results of the different retraining configurations tested for

the state-of-the-art malware detection models: Drebin, DroidDet and MaMaDroid.
Code implementations for all these mechanisms are available in our GitLab repos-

itoryﬂ

3 https://gitlab.com/serralba/concept_drift


https://gitlab.com/serralba/concept_drift

126 CHAPTER 6. DEALING WITH CONCEPT DRIFT
6.7.1 Analysis of the Effect of the Retraining Frequency

The results when retraining the detectors at fixed periods and with change detection
are shown in Figure The lines in the figures represent the A,,cq, performance
of the models over the evaluation period. In particular, the red lines show the
performance of the detectors when a periodic retraining approach is applied. The
blue lines represent the performance of detectors implementing the change detec-
tion mechanism based on the PH test. The vertical dotted blue lines represent the
points at which the PH test has triggered a drift alarm and, thus, a retraining and
model replacement operation has been performed. For comparison purposes, we
also include the performance of the (original) batch model which is trained only
once, at the beginning. This is represented by a dashed orange line.

As can be seen, the orange lines show a decreasing trend over time for all mod-
els, confirming the existence of concept drift. The benefits of using retraining as an
adaptation mechanism to counteract the effect of concept drift in batch malware
detectors are readily apparent from the figures. For all adaptive solutions, the per-
formance of the models is kept stable over time. In fact, the retraining variants of
DroidDet (see Figure show an overall performance improvement with respect
to the static version of 15%, while for Drebin and MaMaDroid this performance
increases 23% and 16%, respectively (see Figures and .

Overall, when comparing the two retraining configurations, the figures indi-
cate that applying a change detection mechanism has a minimal cost in perfor-
mance (Apean), with an average reduction of 2.3% for all detectors. Conversely,
the change detection method requires a much smaller number of retraining opera-
tions compared to retraining at fixed periods. In fact, as can be seen, the change
detector successfully triggers a drift alarm when the performance of the detectors
decreases. For DroidDet, eight rounds of retraining and model replacement are re-
quired, as shown by the blue dotted lines in Figure [6.5b] which contrasts with
the 28 operations performed with fixed-period retraining. With equivalent detec-
tion performance indicators, only seven drift alarms are triggered in MaMaDroid

(see Figure [6.5¢]) and Drebin (see Figure [6.5al).

6.7.2 Analysis of the Effect of the Retraining Data

Table displays the average performance (A,can) of the detectors when using
various data management policies during periodic model retraining. It is notewor-
thy that, in most cases, the application of a data management policy results in
performance values very similar to the baseline (which utilizes all available data),
with a slight decrease in performance observed in some instances as the number
of samples used is reduced. Among the tested configurations, the problem-specific
sample selection method, with a labeling budget of 70% of incoming samples, is
the only one that outperforms the baseline by an average of 2%. Under the same
labeling constraints of 70%, HICL and uncertainty methods achieve performance
levels similar to the baseline configuration. Generally, except for CADE, the results
do not exhibit significant differences among the active learning methods. The use of
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Performance evolution of malware detectors for the period 2013-2019, for

different policies to trigger retraining. Dotted, blue vertical lines indicate a model

change triggered by the concept drfit detection mechanism.

Fig. 6.5
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Drebin|DroidDet|MaMaDroid |Avg. Perf.|% Labels Req.
All data 0.88 0.79 0.74 0.80 100%
Last 2000 0.87 0.79 0.72 0.79 100%
Last 1000 0.85 0.80 0.72 0.79 100%
Last 100 0.75 0.69 0.68 0.70 30%
Problem-Specific| 0.88 0.78 0.82 0.82 70%
CADE [314] 0.83 0.76 0.74 0.77 70%
HICL [62] 0.88 0.78 0.75 0.80 70%
Uncertainty [3] 0.86 0.79 0.75 0.80 70%
Problem-Specific| 0.86 0.76 0.78 0.80 45%
CADE [314] 0.77 0.74 0.72 0.74 45%
HICL [62] 0.87 0.77 0.75 0.80 45%
Uncertainty [3] 0.83 0.80 0.74 0.79 45%
Problem-Specific| 0.84 0.73 0.76 0.78 15%
CADE [314] 0.69 0.75 0.70 0.71 15%
HICL [62] 0.86 0.75 0.74 0.78 15%
Uncertainty [3] 0.83 0.72 0.73 0.76 15%

Table 6.2: Average A,cqan performance throughout the evaluation period for differ-
ent sample selection policies using fixed period retraining. The right column refers
to the percentage of samples that need to be labelled for retraining.

relatively small datasets with a labeling budget of 45% is sufficient to maintain per-
formance indicators at levels very similar to, or even better than, the configuration
that uses all available data.

Figure shows the results for each individual detector over the entire evalua-
tion period. For the sake of clarity, we have only selected the best sliding window
policy, the best contrastive learning OOD method (HICL), and the problem-specific
sample selection method. The red lines represent the baseline, which uses all avail-
able data for retraining; the green lines represent the performance using a sliding
window of size 1000 for retraining; the orange lines represent the performance using
the HICL method with a labeling budget of 70%; and the blue lines show the perfor-
mance of the problem-specific sample selection mechanism with 70% of the labeling
budget. Using active learning mechanisms to select samples for retraining results in
improved performance values relative to the baseline and fixed-size sliding window
configuration for all methods except DroidDet, with the problem-specific method
yielding slightly better A,,cqn values than the HICL method in most evaluation
rounds.

Beyond detection performance, the effort required to label the samples used
in each round of retraining is also an important factor to measure the efficiency.
Considering that a total of 330 apps arrive in each retraining round (300 goodware
and 30 malware), the labeling requirements for the strategies “Last 1000” and “Last
2000” are similar to those of the baseline method, as they involve labeling all new
arriving samples before retraining. In contrast, the “Last 100” strategy requires
labeling only about 30% of the incoming samples in each evaluation round. Active
learning methods require labeling only 45% of the incoming samples to obtain
equivalent performance values to the baseline and the last 1000 and 2000 sliding
window policies. With a lower labeling budget, the problem-specific and HICL
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Fig. 6.6: Performance evolution of malware detectors with periodic retraining for
the period 2013-2019. Red lines represent the performance when using all the data
available, i.e., the baseline. Green, blue and orange lines represent respectively the
performance of models when retrained with the 1000 most recent samples, using
the problem-specific strategy and with the HICL selection methods with labeling
budgets of 70%.
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methods obtain very similar performance on average. These results demonstrate
how detection models benefit from the use of incremental clustering to label samples
and reduce the size of the training data. As a potential drawback, note that this
process can lead to labelling errors. In this regard, our experiments showed that
only 0.05% of the samples are mislabeled by the method, demonstrating to be
insufficient to negatively impact the detection ability of ML algorithms.

6.8 Analysis of the Combined Effect of Change Detection
and Sample Selection Methods

When change detection and sample selection policies are combined for retraining
(see Table , a slight decrease in performance is obtained with respect to retrain-
ing at fixed periods (see Table for all sample management policies. Again, as
can be seen in the Figure[6.7] the best approach is the problem-specific method that
uses a budget of samples to label of 70%, but other active learning configurations
are not far behind. The worst performing approach is the one using the last 100
samples. In terms of the number of model updates, all configurations required a
similar number of retraining operations (between 4 and 10) which are far less than
using periodic retraining (28).

Drebin|DroidDet|MaMaDroid|Avg. Perf|Updates
All data 0.85 0.76 0.72 0.77 7,8, 7
Last 2000 0.86 0.75 0.66 0.75 8,8, 4
Last 1000 0.85 0.80 0.69 0.78 5,8, 4
Last 100 0.74 0.68 0.52 0.64 57,1
Problem-Specific| 0.86 0.78 0.79 0.81 8, 7,7
CADE 0.79 0.74 0.72 0.75 7,7, 7
HICL 0.86 0.77 0.73 0.78 8, 10, 8
Uncertainty 0.84 0.77 0.72 0.77 8,9,8

Table 6.3: Average A,,cqn performance throughout the evaluation period for differ-
ent sample selection policies and change detection. Column “Updates” represents
the number of changes detected by the PH test method for each of the evaluated
detectors

6.9 Conclusions

In this chapter, we have shown that retraining is an effective mechanism for dealing
with concept drift in batch Android malware detectors, it being straightforward
to incorporate into existing detectors without modifying their design. Specifically,
our experiments show that this update mechanism helps maintain high detection
rates, with an average performance improvement of 20% compared to the original
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Fig. 6.7: Performance evolution of detectors with change detection for the period

2013-2019. Numbers between parentheses depict how many retraining and model
replacement rounds are triggered by the change detection method to keep the ef-

fectiveness of detectors over time.
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versions of the detectors. Regarding the two retraining alternatives tested, there
are no significant performance differences between periodic retraining and the PH-
based change detection approaches. However, using a supervision mechanism based
on the PH test showed to decrease the number of retraining rounds by 75% on
average, dramatically reducing the computational effort required to keep model
performance over time.

Additionally, we have demonstrated that the sample selection strategy used for
retraining also influences the success of detectors. Employing a sample selection
policy instead of using all available data for retraining reduces the cost of model
generation since the complexity of machine learning algorithms is highly dependent
on the size of the training data [128]. In this sense, sliding window policies, such as
selecting the last 1000 and 2000 samples, are simple and help reduce retraining com-
plexity even if they require similar labeling efforts and performance values than the
baseline. Going one step ahead, the benefits of using active learning techniques, such
as uncertainty sampling, HICL, or the problem-specific sample selection method,
are undeniable. These techniques result in better detection performance for mod-
els and, additionally, they require lower labeling effort for retraining. Among the
active learning methods, the proposed problem-specific strategy exhibited minimal
performance degradation under widened labeling constraints compared to other
alternatives.

In general, the choice of a specific sample selection strategy and retraining policy
will depend on the requirements of the target scenario for the detector. Change de-
tection is a suitable method in most scenarios, especially in cases where the cost of
generating models is high. One advantage over periodic retraining is that it requires
fewer retraining operations to keep models up-to-date, consequently reducing the
need for labeling new samples. Labeling new samples is often costly, and in many
cases, it is performed manually by human experts. In this context, the use of a
sample selection mechanism is also desirable. Larger sliding window sizes need la-
beling all incoming data, which may not be feasible, especially in online scenarios.
Shorter windows, on the other hand, lead to rapid forgetting and can cause model
overfitting. Most active learning approaches such as HICL, problem-specific sample
selection, or uncertainty sampling are particularly useful because they can reduce
the number of samples to be labeled without compromising detection performance.
In addition, they do not include a forgetting mechanism, which helps mitigate the
impact of recurring app behavior. It should be noted, however, that CADE and
HICL are more costly because they require the generation of a new CL model for
sample selection at each retraining step, whereas the cost of the problem-specific
sample selection method can be considered negligible because clusters are updated
incrementally, involving a one-pass process over the data.

When combining both the change detection and the sample selection methods,
the problem-specific approach is the only that demonstrated to improve perfor-
mance with respect to that obtained by periodically retraining models with all
available data. In view of this, it is clear that the benefits of using the proposed
change detection and sample selection methods are not only related to performance,
since they also involve reduced labeling and model generation efforts.
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7

Conclusions and Future work

This chapter summarizes the main contributions and conclusions of this disserta-
tion. In addition to the specific conclusions introduced at the end of each of the
previous chapters, we discuss here a number of general directions for further re-
search.

7.1 Contributions

In our rapidly evolving technology landscape, malicious actors continually seek
new ways to infiltrate information systems. In response, system protection strate-
gies have been adapted by employing advanced technologies and intelligent meth-
ods, primarily through AI techniques such as ML algorithms. This transformation
has led to impressive results in solutions for Network Intrusion Detection Systems
(NIDS) and Android malware detection over the past decade, achieving detection
rates exceeding 90% and false positive rates below 5%. Despite these remarkable
achievements, the deployment of highly effective solutions in real-world scenarios
remains a challenge. This dissertation aimed to analyze and propose practical so-
lutions to two critical information security problems: Network Intrusion Detection
and Android Malware Detection, utilizing the capabilities of artificial intelligence
algorithms.

Each of the chapters of this dissertation ended with some partial conclusions.
The main issues and conclusions of the research described in this dissertation are
elaborated in the following paragraphs.

In Chapter 2] we have shown how a large number of papers have focused on the
use of ML algorithms for the detection of network attacks with either raw packet
captures or flow data. However, aspects such as the location of the network probes,
the maximum throughput allowed by the system, and the attacks that can be de-
tected are often inadequately documented or overlooked. Our study determined
that the majority of these research papers relied on datasets that do not accurately
represent real-world networks. These datasets frequently lack traffic samples for
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protocols that employ encryption, such as HTTPS and IPsec, which are common-
place in modern networks. Additionally, many of the datasets feature short-duration
captures that fail to capture the true dynamics and evolution of network traffic.

Throughout our analysis, we followed the KDD process as a guiding framework
to assess the validity and feasibility of techniques employed in NIDS proposals.
Our findings highlighted the shortcomings of proposals relying on NIDS datasets,
showing their inadequate design that often leads to unrealistic performance values,
creating an overly optimistic picture of their effectiveness. Additionally, we brought
to light a critical issue within the field, i.e., the lack of reproducibility. In this regard,
many proposals omit essential details, making it impossible for others to reproduce
their work.

In terms of detection tasks, the work carried out has resulted in a new taxonomy
that makes it possible to identify NIDS between the so-called misuse-based systems
and anomaly-based types. It has been observed that most NIDS focus on misuse
detection, using batch-based supervised learning algorithms. In contrast, only a lim-
ited subset of proposals explore anomaly detection using weakly or semi-supervised
approaches, aiming to exploit the potential of these algorithms to identify unknown
malicious patterns without the need to use extensive labeled data for training.

Regarding the evaluation procedures used in NIDS, our analises reveal that the
management of the so-called concept drift is only taken into account in a small por-
tion of the proposals. Furthermore, we conclude that current complexity analyses
are inadequate because, in order to comprehensively assess computational costs,
evaluations should encompass all the stages involved in detection, from the capture
and preprocessing of network traces to the final results of the decision under analy-
sis of such network traffic. All of these facts have led us to determine that proposals
based on unrealistic datasets exhibit inadequate design, often accompanied by defi-
cient evaluations that result in unrealistic performance values and create an overly
optimistic image of their effectiveness.

In the Android malware detection area, and similarly to the NIDS area, de-
tection proposals that leverage static analysis and ML algorithms are based on
datasets containing both malware and goodware samples. Firstly, we have explained
the reasons behind the prevalence of proposals that built their own datasets and
experimental setups. Throughout Chapter [d, we have identified and evaluated five
factors that are present in realistic environments and may determine the reliability
(and realism) of current solutions. These factors include the presence of duplicates,
the exclusion of greyware, labeling biases, the stationarity assumption, and evasion
attempts. We conducted evaluations on ten highly influential works in the field,
which we were able to reproduce. Our findings consistently revealed that the ex-
ceptional performance values reported in the original papers could not be sustained
under varying configurations. This underscores the critical importance of consider-
ing these factors for more realistic evaluations.

Aiming to tackle some of the limitations evidenced in Chapter 4] in Chapter
we analyzed how classical evasion techniques such as obfuscation can affect static
analysis features used for malware detection. This study had an intrinsic second
purpose: evaluate how useful is obfuscation to bypass detectors leveraging static
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analysis. The picture represented in our experiments evidenced that the level of
impact of obfuscation on different families of static analysis features varies among
obfuscation techniques and tools. Contrary to what it is typically assumed, we
demonstrated that feature persistence is not a good indicator of the robustness
of features. In fact, some families of persistent features led to model malfunction
when specific types of obfuscation are applied to samples. In this regard, we pro-
posed to use feature insensitivity, a measure based on the decisions of models for
non-obfuscated and obfuscated apps, which demonstrated to be a better indicator
of the robustness of features. As a result of this study, we identified the most insen-
sitive families of features (Permissions, Strings and API functions), and proposed a
detector making use of these features that outperformed the state-of-the-art under
the zero-knowledge assumption (without any information about obfuscation).

Also, the evaluations performed in Chapter [ identified that the best malware
detection methods to date are Drebin (presented in 2014), DroidDet (presented on
2018) and MaMaDroid (presented in 2019). These methods leverage batch learn-
ing algorithms that cannot cope with app evolution. In fact, through Chapter [f]
we showed how these three detectors rapidly loose their accuracy in real deploy-
ments due to concept drift. Our evaluations demonstrated that the application of
retraining in combination with a drift detection mechanism and a buffer manage-
ment method is a valid solution to efficiently adapt existing batch ML malware
detectors for Android. In particular, we showed that leveraging the Page-Hinkley
test to detect changes in the data distribution helps to maintain the performance
of detectors over time and has minimal cost because the number of retraining steps
is reduced. Additionally, uncertainty sampling and problem-specific sample selec-
tion approaches showed limited impact on the performance of models but, instead,
presented a higher reduction on labeling requirements.

As a final conclusion, the lack of standard evaluation procedures, the assumption
of unrealistic scenarios, the omission of key implementation details, and the absence
of working codes are particularly prevalent in information security research. Each
of these issues makes it difficult to reproduce proposals, which slows down the
emergence of realistic security solutions based on KDD and ML/AT algorithms.

7.2 Future work

The work embodied in this thesis has served to identify several open lines of research
that merit further work. Below we list some of them, both in the field of NIDS and
Android malware detection.

The analysis of the NIDS literature carried out in Part [[] of this dissertation
evidenced the following open research questions:

e The realism of current NIDS databases is not frequently analyzed and more
efforts should be put to evaluate how the available datasets can be improved,
helping on the proposal of novel datasets that include the latest trends in net-
work traffic.
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A set of common NIDS evaluation guidelines is required, allowing to fairly com-
pare different products and proposals.

Efficient capture and decryption mechanisms are required to extract the plain-
text version of encrypted payloads with low overheads. A step towards a solution
may be the use of probes installed at the hosts (that is, once the data is received
and decrypted), but at the cost of increasing network traffic (payload still has to
be sent to the NIDS for analysis) and losing some early detection capabilities.
This aspect algo brings the opportunity for novel learning strategies such as
Federated Learning [39)].

We also think that more sophisticated variables could be useful to increase detec-
tion performance, widen the spectrum of identified attacks, harden the security
of a NIDS and identify evasion attempts. For example, features that summa-
rize the additional traffic activity caused by a network connection (number of
different service requests, such as DNS, ARP, etc.), together with indicators of
causal relationships, may also be useful for the detection of contextual patterns
of network attacks. In general, the extraction and use of additional SFD and
MFD features needs to be further explored, specially for dealing with different
kinds of attacks and evasion attempts [135].

It has been proven that NIDS proposals have to shift towards incremental solu-
tions since non-stationarity is a characteristic of communication networks [293].
This involves an extensive analysis of the most adequate detection strategies,
examining the advantages, shortcomings and use-cases of misuse, anomaly and
hybrid approaches, as well as of unsupervised and supervised ML algorithms.
This also would help delimit the scope of some detection mechanisms and help
on the emergence of detection alternatives.

Performing early detection of malicious traffic with models that exploit temporal
patterns and dependencies among different communication protocols could be
of interest since it can limit attack consequences. For example, the analysis of
ARP flows could be used to detect some man-in-the-middle attacks at an early
stage.

In the Android malware detection area, the experimental framework and con-

tributions made to deal with concept drift and obfuscation presented along Part [[]
evidenced the following potential research lines:

We limited our study to static analysis detectors for simplicity since dynamic
analysis detectors involve a large number of implementation and configuration
decisions when performing app analysis. Future work should strive to propose
reproducible and standardized evaluation procedures, as we have done for static
analysis works, in dynamic analysis approaches.

Labeling carried out leveraging the number of detections in VirusTotal (VTD)
presents some shortcomings. Differences in anti-virus tools are present. These
are even more noticeable when obtaining family labels from malware, since anti-
virus firms do not share a common nomenclature. In this regard, despite that
some useful tools are available for agreeing on family labels from VirusTotal
reports [261], we believe that there is still a lot of work to be done. Additional
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information such as the details included in the VirusTotal reports can be used to
support more sophisticated labeling techniques, identifying particular function-
alities like advertising, bundling, etc. which could provide valuable information
to the user about a given app. This would help to create a taxonomy of the
type of apps present in the Android ecosystem, and to reach consensus on what
is goodware or malware. It would also help to determine the usefulness of a
third category of “potentially unwanted apps” [I15] and its consideration as a
third class in the data. Furthermore, to avoid the use of fixed thresholds over
the VTD for labeling, crowd learning should be explored further [I54]. As an
alternative to binary or three-class classifiers, new detection proposals could
explore regression models that provide a risk/maliciousness metric, multi-step
learning approaches [69], unsupervised detectors that return a degree of dissim-
ilarity with respect to the benign class [196], or semi-supervised methods that
do not require fully labeled datasets [291].

The use and design of specific ML classifiers for unbalanced scenarios is an
open research line, which could be promising in Android malware detection.
Some examples include cost-based classification methods, and subsampling and
oversampling methods [92]. In addition, depending on the particular scenario
in which the model will be deployed, and on the interest of the practitioner
(for example, reducing the number of false positives), different loss functions
could be used in the training phase. As alternative approaches, anomaly de-
tection algorithms could also be considered. All these aspects remain currently
unexplored.

In retraining scenarios with sample selection approaches, more complex sliding
window mechanisms could be analyzed. These may include methods adapting
the size of the sliding window as a function of the distribution dynamics [44]
to deal with applications that manifest themselves in different ways, e.g., peri-
odically or recurrently. Also, sample selection approaches that aim to optimize
both the size and the informativeness of the dataset that is used for retraining,
for example using selective and adaptive forgetting mechanisms, can provide an
advantage over existing sliding window or uncertainty mechanisms.
Appropriate assessments of the robustness of detectors should consider all the
steps involved in the malware detection process. These should include the evalu-
ation of detectors against attacks that target the analysis phase of apps, such as
sandbox detection [321] and obfuscation (as we did), or to attacks that target ML
algorithms, such as those that leverage adversarial learning [325]. Essentially,
novel evaluation methodologies that take into account the latest technology and
attacks are needed and represent a promising future line of research.

An interesting line of future research could analyze whether static analysis
frameworks present vulnerabilities that can increase the impact of obfuscation
for evading detectors. This aspect would help developers to improve static anal-
ysis tools and also, facilitate practitioners to select the most reliable ones.

The proposal and implementation of better obfuscation strategies and tools for
Android is a promising research area. Such strategies should be accompanied
with evaluations to ensure that the execution of the applications is not broken.
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Richer and more robust app representations should be further explored. These
may include the benefits that the integration of different static and dynamic
analysis data has, as well as novel features based on the extraction of temporal
execution patterns from app code.

We conclude this section with a more general recommendation for future work.

The research conducted for this thesis has brought to light a troubling issue: the
lack of reproducibility of proposals and evaluations of NIDS and Android malware
detectors. We strongly believe that researchers need to adopt more open and trans-
parent practices, such as providing detailed documentation, code and datasets, and
using standardized evaluation methodologies.

7.3 Publications

The research work carried out during this thesis has produced the following publi-
cations in referred journals:

B. Molina-Coronado, U. Mori, A. Mendiburu, J. Miguel-Alonso (2020). Sur-
vey of network intrusion detection methods from the perspective of the knowl-
edge discovery in databases process. IEEE Transactions on Network and Service
Management, 17(4), pp.2451-2479.

B. Molina-Coronado, U. Mori, A. Mendiburu, J. Miguel-Alonso (2023). To-
wards a fair comparison and realistic evaluation framework of android malware
detectors based on static analysis and machine learning. Computers & Security,
124, p.102996.

B. Molina-Coronado, U. Mori, A. Mendiburu, J. Miguel-Alonso (2023). Ef-
ficient Concept Drift Handling for Batch Android Malware Detection Models.
Pervasive and Mobile Computing, 96, p.101849.

B. Molina-Coronado, A. Ruggia, U. Mori, A. Merlo, A. Mendiburu, J. Miguel-
Alonso (2023). Light up that Droid! On the Effectiveness of Static Analysis Fea-
tures against App Obfuscation for Android Malware Detection. IEEE Transac-
tions on Dependable and Secure Computing. Submitted.

7.4 Data and Code

In spirit of open science, the datasets and codes product of this work have been
made publicly available in the following repositories:

Data and Code for the Chapter[d} https://gitlab.com/serralba/androidmaldet_
comparative

Data and Code for the Chapter 5} https://gitlab.com/serralba/robustml_
maldet

Data and Code for the Chapter [6} https://gitlab.com/serralba/concept_
drift
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